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1 Introduction  
The Scene of Crime Information System (SoCIS) project investigated the link between an image and its 

linguistic description in the context of visual domains of knowledge.  Exemplar domains include forensic 
science, fine arts, film subtitling and audio description of moving images and dance studies: our focus was 
on forensic science and the results have been applied to the other domains.  The project was jointly executed 
by the University of Surrey and Sheffield University (GR/M89676/01, Y. Wilks PI, who have submitted 
their own IGR).  The Universities worked jointly on creating domain ontologies.  The focus of work at the 
University of Surrey was to investigate how the two modalities of communication interact [1] and to outline 
a method for developing an intelligent content-based image retrieval system (CBIR), which can store and 
retrieve images based on the linguistic descriptions of the (set of) images [2].  The corpus-based method uses 
lexical and semantic properties of specialist texts for extracting key terms [3], [4] and for discovering the 
ontological organisation of terms [5], [6].  An unsupervised learning method was used for automatically 
associating images and their descriptions and also for relating images and texts [7], [8], [9]. The Surrey team 
developed a prototype CBIR system based on a client-server architecture (www.surrey.ac.uk/socis) for 
demonstrating the efficacy of the corpus-based method and that of the learning system.  The SoCIS 
prototype was evaluated using images normally used for the training of Scene of Crime Officers (SoCOs) 
together with a description provided by SoCOs and other collateral texts, like crime scene reports and 
forensic science papers and manuals.  The prototype has been used to store and retrieve images for an art 
gallery, in close collaboration with Tate Britain [10].  The question of indexer-variability has been explored 
in the project at length [11] and work is now continuing with trainee SoCOs to see how their visual acuity 
and image indexing ability improves through training [12].  The terminology / ontology extraction method 
has been used in other projects including applications to the conservation of scientific heritage [13], 
management of distributed resources [14], and the evolution of concepts in science [15] and technology [16], 
[17], especially through an analysis of patents [18].  Two commercial enterprises are investigating the 
commercial potential of the SoCIS prototype: MotionTouch PLC is installing SoCIS in their SoCO 
demonstrator car for the Home Office; Solcara PLC are exploring the potential for commercialising SoCIS 
in conjunction with some of their main customers, the UK Police Forces. 

2 The International Context of Research 

The link between language and vision manifests itself in the way people describe an image and 
formulate queries for image retrieval using words (cf. Picard’s visual thesaurus [20], Srihari’s collateral text 
[21], [22]).  There is neuropsychological evidence of a close interaction between language and vision which 
covers fields as diverse as spatial attention, attention deficit, ventriloquism [23], [24], and synesthesia [25].  
The ability to describe an image accurately, concisely and in a timely manner is one manifestation of 
intelligent behaviour [26].  Equally, this ability has considerable computational challenge [27], [28], [29] 
and commercial / applicative potential in that such descriptions may be used to index an image and the index 
produced used in cataloguing and categorising images for subsequent retrieval [30], [31], [32], [33].  

The range of technologies currently being developed for managing the ever burgeoning amounts of 
digital images, used for business, governmental and personal purposes, does not address the needs of the 
users:  Indeed ‘The vast majority of users do not want to retrieve images simply on the basis of similarity of 
appearance’  [34].  The law enforcement and national security agencies around the world form a significant 
proportion of this vast majority, as do digital art gallery curators, digital film archivists and dance scholars.  
CBIR systems rely almost exclusively on the physical features of an image (e.g. colour, shape and texture) to 
compute the similarity of appearance [35].  The low take-up of such systems has been attributed to the fact 
that humans do not intuitively use physical features for storing and retrieving images.  The meaning content 
of an image (collection), it appears, is used in its storage and retrieval.  Such content is captured either 
through a model-based approach, generic but limited to a given domain, or through relevance feedback, 
domain independent but unable to capture knowledge in a systematic manner.  There is a semantic gap in the 
performance of current CBIR systems.  The gap is between the physical features of the image and the 
meaning that is associated with the objects depicted in the image (e.g. tool marks, footwear marks).  The 
limitations of the models, and that of relevance feedback, can be obviated by the use of keywords, whether 
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manually assigned or derived from collateral texts, used together with the visual features and relevance 
feedback [36], [37], [38].  The current thinking is that images are retrieved with reference to the objects 
depicted in the image or to an event that was captured on film: hence the recent developments in auto-
illustration (linking images to words) and auto-annotation (linking words to images) [39].   

The use of natural language text to index an image immediately poses questions related to any 
linguistic output: Misspellings of keywords by indexers and searchers; sparsity and inconsistency of textual 
descriptions; vocabulary changes and evolves, with disciplines using older terms less frequently for the new 
images and newer terms unable to be used for older images [40].  There are specialised image collections: 
architectural objects, parts catalogues and weaponry; these are well-defined objects where the description is 
usually available in specialist language [41]. Specialists may differ in detail but usually are careful in their 
use of terminology – something where training and experience helps.  Specialist language is lexically rich, 
and has restricted syntax and semantics [42] – problems listed in relation to free natural language are 
problems of everyday or general language and these problems can be exacerbated when using this language 
to describe images.  Specialist texts are written by using a consensus-based terminology that is organised 
according to a conceptual framework agreed by the members of a specialist domain – this framework is also 
called ontology.  The framework allows the expression of inter-relationships between terms – taxonomic, 
part-whole, cause-effect – and as such can be used in query expansion, elaboration and summarisation [43].  
There are systems that have been developed to extract terminology and automatically construct an ontology 
of a specialist domain  - genomics for instance - from the literature of the domain [44].  Methods and 
techniques for terminology extraction [45] and ontology construction [46], [47] potentially applicable 
generally, have been reported as well.   

One of the major interests in CBIR systems is learning: literature shows that a good CBIR system 
will not only learn to store and retrieve images, using multi-modal inputs, but will also learn to recognise 
images and related descriptions.  It has been suggested good CBIR systems will learn to classify objects 
[48], and indeed whole scenes, and images will be automatically assigned conceptual categories and 
keywords, or human labels are assigned during relevance feedback sessions.  Machine learning literature 
refers to systems that can inductively learn patterns in images by purely visual features [48] and hierarchical 
clustering methods have been proposed for multi-modal learning [49], [32].  Neural networks are being used 
(to learn) to extract semantics from audiovisual contents [50].  Learning about the content of an image 
usually proceeds through the use of supervised learning which has its concomitant problems of modeller bias 
amongst others.  This has led to a number of researchers adopting unsupervised learning using self-
organised tree maps, based on radial-basis functions, [51] and self-organising feature maps (SOFM) [52]; 
unimodal text learning SOFM’s have been reported [53], [54].  Work in the area of multiple classifier 
systems (MCS) [55], also known as multi-net (neural) systems, addresses tasks which either cannot be 
solved by a single classifier (network), or which can more effectively be solved by a system of multiple 
classifiers (networks).  Modular MCS systems have been used to deal with the different image features of 
colour and texture [56].  

3 Key Advances and Supporting Methodology 
The key advances and supporting methodology by the University of Surrey will be discussed with 

reference to the objectives of the SoCIS project  

3.1 To Explore the Link Between Language and Vision Computationally 
This link is typically explored in cognitive science, neuropsychology, philosophy and linguistics.  The 

work at Surrey has benefited from these fields.  The manner in which we have attempted to correlate text 
and image modalities, and by implication language and vision processing, in arbitrary yet specialist domains, 
has contributed to this complex debate.  The bulk of the literature has looked at images of everyday objects 
described in everyday language – such an approach is reminiscent of early AI where the focus was on 
general problem solving and only when specific problems were dealt with was progress made.   

The fact that each modality of communication has a different medium and is processed in specialist 
areas of the brain is well known.  What is new is the notion that areas of the brain, especially the grooves 
comprising neurons, are only activated with the simultaneous presence of inputs in two modalities.  Such 
cross-modal processing is crucial for spatial attention and for visual enumeration.  The architecture and the 
training method developed by Surrey for multi-modal neural networks to categorise inputs in two modalities 
independently, based on unsupervised learning networks, and to simultaneously learn to associate the two 
modalities through a hetero-modal network, based on a Hebbian net, is amongst the few advanced thus far 
[1].  The text vectors for training the networks  [7], [8], were constructed using the corpus-based method 
developed for extracting terms and ontology [4], [5].  The image vectors were created by conventional 
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computer vision analysis of colour, texture and shape – developments in computer vision will further 
improve our mixed modality approach [9], [19].  

3.2 To Develop a Method for Automatically Generating Representations of Digital 
Images from the Spoken Descriptions of Experts 

General-purpose ontology, as well as lexical resources like WordNet, are available, but inadequate, for use 
in specialised domains due to the fact that neither has much in way of specialised terminology. For example, 
both the salient terms crime scene and forensic science are absent in WordNet.  One possible solution to this 
is the automatic generation of ontology for specialised domains from representative text documents.  Hence, 
whereas closely collateral texts such as captions have been used to extract keywords to directly index the 
images; we propose that broadly collateral texts such as dictionary definitions of objects within the image 
might be a good source to extract related terms that can be used to build an ontology.   

Images in a specialist domain are described by using the so-called specialist language that can be 
distinguished from everyday language at the lexical, syntactic and semantic levels.  Our method is based on 
contrasting the language used by experts with a representative corpus of the everyday language [2].  The 
experts using a constrained language describe the image and provide metadata (time, place, image 
taker/artist) [11], [12].  The specialist language and specialist image approach circumvents many problems 
associated with general text and image Information Extraction (IE) methods and techniques.  One of the 
unique contributions from Surrey has been the ability to extract not only terms from a text corpus but also 
the conceptual structure of a domain.  This was achieved by examining specialist texts, especially the 
restriction on meaning through the use of designated terms and the morphologically productive use of such 
terms in coining other terms.  The specialist language hypothesis was confirmed by building a 670,000 word 
corpus comprising 601 documents in 8 genres (such as learned papers, manuals and advertisements) – the 
texts were collected through Web search engines using search terms such as ‘crime scene’  and ‘ forensic 
science’ .  Similar work in art criticism [57] and earlier work in dance studies [58], [59], also confirmed the 
hypothesis. 

The question of indexer-variability is of critical importance and was investigated in the project [11], 
[12].  Eight senior crime scene experts were asked to describe 46 crime scene images used in training novice 
SoCOs.  The specialist nature of crime scene work suggested that the description of crime scene images is 
encoded in a local grammar comprising a three-clause structure: identification, spatial location, and 
elaboration.  The variation at a lexical level was limited to using super-ordinates instead of instances for 
example, or vice versa. 

3.3 To Build, Systematically Integrate and Use Domain Ontologies and 
Terminologies for Knowledge Acquisition and Information Extraction 
The specialist language hypothesis (in 3.2 above) was used to develop a method for automatically 

extracting keywords from a randomly selected corpus of collateral texts.  The most frequent single keywords 
are used extensively as the headword for a number of frequently occurring compound terms [5].  The authors 
of the collateral texts also describe the various semantic relationships including that of meronymy (part / 
whole), hyponymy (subtype / supertype) through relatively straightforward and frequently used cues.  The 
extracted key terms, and their associated semantic relationships can be used for query expansion.  The 
randomly selected texts for a specialist domain can be used to understand the ontological commitment of the 
members of the domain and thereby help in the production of a candidate ontology [6].   

3.4 To Develop Strategies for Adapting Information Extraction Systems for Different 
Subject Domains 

The methods that are predicated upon the existence of collateral texts for classifying images, by 
contrasting specialist texts with everyday language texts, lends itself easily to different specialist domains.  
The only proviso here is that each of the specialist domains has a language that is substantially different 
from general language.  The method outlined above was applied to the forensic science domain and has been 
generalised to cover: (i) sub-domains of forensic science, (ii) fine art classification in collaboration with Tate 
Britain [10], (iii) digital archives of scientific and cultural heritage [13], (iv) environmental management 
[14] and (v) the visualisation of progress in science and technology [17], [18]. 

The use of a text corpus means that changes in terminology, hence possibly the ontology, can be 
observed through our method and terminology data bases can be (semi-)automatically revised to remove 
obsolete terms and add new terms.  This will help to alleviate one main criticism of keyword-based retrieval 
of images, that of the addition of new terms and removal of the obsolete. 
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3.5 To Create and Sustain a Close Working Relationship with the Domain 
Community 

The low uptake of advanced technology in general, and in CBIR systems in particular, is partly due 
to a disjunction between the user’s needs / understanding and technological progress.  The creation and 
maintenance of the ROUND TABLE (see section 4.5 below) during the SoCIS project enabled us to understand 
the needs of the end-users, acquire knowledge and constant feedback and evaluation.  

4 Description of Work Carried Out 
The University of Surrey had significant involvement in four out of the five principal tasks in the Project: 

4.1 Domain Modelling (WP 1) 
Three methods were used: Introspection, Observation and Experimentation. Each was coordinated 

by the SoCIS Round Table to ensure that the research themes of the project were synchronised with usability 
issues.  

Introspection  
Introspection was used to relate the SoCIS project to a typical digital library project. A number of art 
galleries, available on the Internet, were reviewed and visits were made to a real art gallery involved in 
digitising their collection.   

Observational Studies 
(1) Offline Studies: A forensic science corpus of 670 thousand words has been created. To ensure that the 
corpus is representative of the domain a variety of text types ranging from 1990-2002 were used. Articles, 
journal papers, handbooks and advertisements were randomly gathered from the Web. Forms and 
commentaries filled in by scene of crime officers were also included.  
(2) Interactive Studies:  

(a) Expert Interviews. A total of seven interviews were conducted with domain experts. The 
meetings discussed administrative procedures, the forms used by SoCOs, crime scene photographic 
procedures, SoCO validation of candidate terms, system evaluation and data acquisition.  

(b) Shadowing. Researchers accompanied SoCOs from several police forces as they performed their 
work to see what they did, and how they did it.   

Experimental Studies 
SoC instructors routinely arrange mock scenes. The Metropolitan Police training centre kindly 

arranged for us to use a scene they arranged. A SoCO from Surrey undertook the scene examination. Three 
experts provided captions for the sixty-six photographs taken at the mock scene. A further ten experts, 
instructors at the Metropolitan Police Training School, have provided descriptions of ten images supplied by 
the school. Hampshire Constabulary also provided images of three mock scenes for experts to caption. 
Nineteen experts from three of the cooperating police forces have provided descriptions of images. Nine 
experts described images from three mock scenes of crime created by the Hampshire Constabulary Scientific 
Support Unit. 
 

4.2 Ontology and Terminology Building (WP2) 

We have attempted to exploit the use of texts accompanying images, collateral texts, for the indexing 
and retrieval of specialist images.  Images can be indexed by keywords, as well as relational triples (WP3 
Sheffield), automatically extracted from texts closely collateral to the image, such as captions and 
descriptions.  However, just using such keywords for indexing purposes limits the effectiveness of the search 
query.  The issue of inter-indexer variability, the variation in the outputs of different indexers for the same 
image, has shown a use of related terms such as synonyms, abbreviations and broader terms.  The same 
variability could be expected when formulating queries.  This issue of related terms can be addressed, to 
some extent, through query expansion techniques such as the use of ontologies. We proposed the use of 
broadly collateral texts, such as dictionary entries and reports, for the identification of the domain ontology. 

A domain-specific corpus was constructed for the purpose of automatically generating a terminology 
dictionary and ontology to aid in the image indexing and retrieval process.  The terminology dictionary was 
constructed using modules adapted from System Quirk to automatically extract terms.  Two experts 
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validated the extracted terms. This dictionary is used by SoCIS for keyword verification and filtering during 
the image indexing process.   

A system was developed in JAVA for the automatic construction of an ontology based on a three-step 
method of knowledge acquisition (corpus creation and analysis), conceptual modelling and formalisation. 
The conceptual modelling phase involved the extraction of terms and their interrelationships based on 
certain lexical syntactic patterns in the texts and the use of the terminology dictionary.  The method used 
employed corpus linguistic and information extraction techniques to identify and parse the specific patterns, 
which were detected through the use of regular expressions.  The partial knowledge structures extracted 
were subsequently merged together to create an ontology represented in XML.  SoCIS used this ontology in 
the image retrieval process to provide interactive query expansion.   

4.3 Information Extraction from Collateral Texts (WP3) 
The University of Surrey provided a term base to WP3, which was used by the researchers at Sheffield. 

4.4 Scene-of-crime Information System (WP4) 
The system has been developed in the JAVA programming language and is based on a 3-tier 

architecture: client, server, and database.  The system can be accessed via a local intranet. SoCIS is an 
intelligent CBIR system that automatically: (a) labels (and indexes) images by keywords extracted from the 
descriptions provided by domain experts; (b) extracts physical features of an image; (c) populates a 
database comprising domain-specific terminology, together with the semantic relationships between terms, 
starting from a random selection of collateral texts of the domain; and (d) learns to link image and text by 
using neural networks.  The members of the ROUND TABLE (both SoCOs and industrial partners) have 
evaluated the project continuously over its lifecycle, and provided useful feedback. 

SoCIS has integrated modules from (a) System Quirk1 - a set of tools for building and managing 
multilingual term bases with the use of powerful text analysis techniques, and (b) GATE2 - a framework and 
graphical development environment comprising robust NLP tools.  

The system is currently being evaluated via the ImageCLEF competition, where 30,000 annotated 
images were analysed and then stored in the system’s database. The populated system was then tested on 
about 450 different queries.  

4.5 Scene of Crime Officers Round Table (WP5) 
The task of the ROUND TABLE was to make sure that domain experts continuously monitored the 

project, and the minutes of every meeting are kept on the web. The ROUND TABLE helped us in gaining 
access to training images – images that are carefully created to demonstrate specific aspects of crime scene 
investigation.  The training images are designed to increase the broad working understanding of the domain 
whilst increasing visual acuity for detail.  We were dissuaded from building our own contrived scenes of 
crime.   

This method of selecting system training data has been generalised and art critics were asked to 
supply key images they use for teaching and learning, and the same approach has been used in our work with 
dance scholars prior to SoCIS [58]. 

The participation of Police Forces helped in defining the problem and for having access to domain 
knowledge.  The participation of software houses specialising in Police work helped us to understand 
problems of computing at the ‘coal face’  and the software houses were crucial in increasing our 
understanding of Police work.  The software houses are using SoCIS as a key technology demonstrator and 
for conducting commercial feasibility studies. 

5 Research Impact and Benefits to Society 

The three interacting themes in the emergent area of intelligent CBIR systems have been addressed 
in the SoCIS Project:  First, the use of collateral texts in automatically indexing images and the support for 
query expansion through a terminology data base and an ontology – these being automatically created; 
Second, the modes of language and vision are independent but co-operate and compete in different ways for 
us to make sense of the real world – learning to cope with each mode is as essential as is learning to cope 
with the interaction. Our multi-modal neural network approach has not only contributed to the neural 
network literature but to the broader literature on machine learning including statistically-oriented multiple-
classifiers; Third, the examination of how different indexers at the same time, and the same indexer at 

                                                
1 http://www.computing.surrey.ac.uk/ai/SystemQ/ 
2 http://gate.ac.uk 
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different times, will index an image; a 24 month (2002-2004) study is being undertaken in conjunction with 
the Metropolitan Police Crime Academy to ascertain intrinsic variability associated with individuals and 
what effect training has on this.  The variability study can be extended to other specialist visual domains like 
medical image analysis, images of the natural environment and so on. 

This project explored the possibility of associating inputs in different modes (images and texts) 
within a single system for hybrid indexing and retrieval. This can be applied further to multimedia databases 
where one can use and interact with several types of information, such as images, sound, text and video.  The 
techniques employed in SoCIS can be adapted to other specialist domains and so may be of interest to the 
information extraction and information retrieval community generally.   

Finally, we have demonstrated the text and image processing capabilities to the police forces, and 
how these can complement existing systems such as FLINTS developed at Midlands Police. Generally, a 
SoCO can benefit from the automation that SoCIS provides in many ways: it reduces the time spent on 
documenting the information gathered at the scene of crime, it prevents redundant work being undertaken by 
the SoCO, it generates forms automatically, it provides search capabilities for retrieving information, it 
automatically identifies indexing terms and attaches them to images, the information stored in the database is 
instantly available for analysis to other people, and finally it does not require any specific hardware device to 
run on, it can run on any device that supports a web browser. 

6 Dissemination Activities and Further Research 

6.1 Dissemination Activities 
The traditional academic dissemination route of refereed conferences and papers has been followed. 

Papers and posters have been presented at: the 25th International Conference on Information Retrieval 
Research (ECIR-03), Pisa, Italy (poster) [5]; The International Joint Conference on Neural Networks 
(IJCNN'02), Hawaii, USA (poster) [8]; The 4th International Workshop On Multiple Classifier Systems 
(MCS'03), Guildford, UK (paper) [9]; The 2003 International Conference on Machine Learning and 
Applications (ICMLA'03), Los Angeles, USA (keynote speech) [1]; The 2003 Workshop on "Ontologies & 
Information Extraction", Bucharest, Romania (paper) [6]; The Data Visualisation Conference 2001 
(presentation); The Forensic Science Society Annual Meeting 2002 (poster and paper) [2]; The Think Crime 
2002 Workshop in London, UK (distributing fliers) and The eScience Day 2002, Guildford, UK.  

SoCIS was first published on the Web in 1999. Information about the project is available at: 
http://www.computing.surrey.ac.uk/ai/SoCIS/index.html. Finally, the system has been demonstrated both 
internally within the school and outside the University to SoCOs and industrial organisations. MotionTouch 
Ltd. will demonstrate SoCIS further in a specially equipped scene of crime car that will be using SoCIS as 
the basis for gathering SoC information. The car will visit all police forces across the country. In addition 
Solcara Ltd. have received a DTI grant to investigate the potential for SoCIS to become a commercial 
system. 

6.2 Further Research 
The work at the University has inspired the submission of a successful EPSRC proposal (TIWO 

GR/R67194/01, PI – Andrew Salway).  The two Universities involved in the SoCIS project, the University 
of Surrey and the University of Sheffield, along with the University of Strathclyde have submitted a proposal  
(IMPRESS) to the EPSRC “Technologies for Crime Prevention And Detection”  call. IMPRESS is now 
short-listed within 30 out of 150 proposals. 

7 Explanation of Expenditure 
The planned budget was exceeded in three cost areas: Consumables, Travel and Equipment. The 

unexpected allocation of equipment items costing less than £1,000 into the consumables budget meant that 
the purchase of items such as a digital camera and a digital voice recorder increased the consumables budget. 
In addition early research showed that it would be advantageous to subscribe to an electronic dictionary of 
Forensic Science, updated each year, at a cost of approximately £400. Travel expenditure was higher than 
expected because one member of the team submitted a paper to the IJCNN 2002 conference held in the USA 
[8], which he then attended incurring significant additional expenditure. In the case of equipment 
expenditure the decision to make the system architecture client - server required the purchase of a high-end 
server to host the developed system; furthermore a laptop was purchased for system evaluation purposes. 
The system was loaded onto the laptop and then the laptop was loaned to Round Table members for them to 
conduct extended evaluations.    
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