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Compositional Verification of a Lock-Free Stack with RGITL
Bogdan Tofan, Gerhard Schellhorn, Gidon Ernst, Jörg Pfähler and Wolfgang Reif
(tofan,schellhorn,ernst,joerg.pfaehler,reif)@informatik.uni-augsburg.de
Institute for Software and Systems Engineering
University of Augsburg
Abstract: This paper describes a compositional verification approach for concurrent
algorithms based on the logic Rely-Guarantee Interval Temporal Logic (RGITL),
which is implemented in the interactive theorem prover KIV. The logic makes it
possible to mechanically derive and apply decomposition theorems for safety and
liveness properties. Decomposition theorems for rely-guarantee reasoning, linearizability and lock-freedom are described and applied on a non-trivial running example,
a lock-free data stack implementation that uses an explicit allocator stack for memory reuse. To deal with the heap, a lightweight approach that combines ownership
annotations and separation logic is taken.
Keywords: Compositional Verification, Rely-Guarantee Reasoning, Linearizability, Lock-Freedom, Ownership, Separation Logic

1 Introduction
Multi-core processors have become ubiquituous in our computers. One area, where lots of
progress has been made over the last decade, is the efficient implementation of standard data
types such as stacks, queues, sets, etc. Instead of simply locking the full data structure on every
operation, these implementations either use sophisticated fine-grained locking schemes, or alternatively nonblocking techniques that avoid the use of locks. Such algorithms are used in operating system kernels, and are also included in libraries of common programming languages, e.g.,
Threading Building Blocks for C++, java.util.concurrent for Java, or System.Collections.Concurrent for C#.
A central safety property of these concurrent data types is linearizability [HW90]. Roughly
speaking, a concurrent operation is linearizable if it corresponds to some atomic operation of
an abstract data type. For nonblocking data structure implementations, the liveness property of
lock-freedom [MP91] is common. It excludes both livelocks and deadlocks, even in the presence of indefinite delays of individual processes that access the data structure. However, formal
correctness proofs of such algorithms are difficult.
We propose a fully mechanized, interactive verification approach. It uses the rely-guarantee
(RG) method [Jon83], which is concerned with verifying general safety properties of concurrent
systems with shared resources. RG reasoning provides a modular treatment of interference between system components, i.e., to analyze properties of the overall system, each component can
be examined separately based on its specification of expected environment behavior. However,
the original RG approach does not deal with specific aspects of heap manipulating algorithms,
neither does it prove linearizability, nor does it address liveness verification (lock-freedom).
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In our earlier work [STER11], we therefore proposed the logic RGITL, which integrates RG
reasoning into a compositional temporal logic that can express a wide range of safety and liveness properties. RGITL has been implemented and mechanically verified correct in the interactive theorem prover KIV [KIV13]. We have derived decomposition theorems for linearizability
[BSTR11] and lock-freedom [TBSR10] in the logic, and we describe a challenging application
in [TSR11a].
Here we take an improved approach to deal with the heap, which also facilitates RG reasoning.
Furthermore, a more generic approach for verifying lock-freedom is defined. These improved
techniques are illustrated on a non-trivial running example, which to our knowledge, has had
no mechanized verification before. More specifically, we previously [TSR11a] used disjointness
and reachability predicates to explicitly model disjoint parts of the heap. Here we use ownership
annotations [BDF+ 04] of the program code to implicitly label portions of the heap with a distinct
owner, plus separation logic’s star operator [Rey02] to model acyclic heap structures. While in
[TSR11a] we used a RG decomposition of the overall program state to two local process states
(and the shared state), we can now use RG conditions on the shared state only, where interference
might actually occur, and do not have to take the local state of any other process into account.
The improved approach is illustrated on a concurrent implementation based on the well-known
lock-free stack from [Tre86]. Several other proofs for the stack do exist, but have mainly focused
on linearizability for the simple version under garbage collection. Here we consider a full version that is close to a real implementation in an environment without garbage collection. It uses
generic lock-free push and pop operations in two contexts: first, to add / remove arbitrary data
from a lock-free data stack and second, to add / remove heap locations from another stack that
serves as a lock-free memory allocator. The verification of the full version poses additional challenges w.r.t. reasoning about the heap, the fundamental ABA problem of lock-free algorithms,
compositional verification of sequential code (when verifying the client code, we want to reuse
the proofs of the generic stack operations), and it also requires a generalization of our previous
termination conditions for lock-freedom [TBSR10]. All proofs have been mechanized: KIV
proofs for the running example and the decomposition theory can be accessed online [KIV13].
The rest of this paper is structured as follows: Section 2 introduces the running example.
Section 3 gives a short introduction to RGITL and how RG reasoning is expressed in the logic.
Section 4 describes the RG approach using ownership annotations and separation logic. Section
5 gives two decomposition theorems for linearizability and lock-freedom. Finally, Section 6
compares our approach with related work and Section 7 concludes with a short summary and
possible future work.

2 The Lock-Free Data and Free Stacks
This section introduces the running example, which is used to illustrate our approach. Lockfree algorithms typically apply atomic synchronization primitives such as CAS (Compare-AndSwap) instead of locks.
atomic CAS(old, new, now) returns {bool}
if (now = old) {now := new; return true;}
else return false;
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record Node = {.val:data, .nxt:ref};
record RC
= {.ref:ref, .cnt:nat};
var DTop,FTop:RC;
PUSH(d:data)
var new := DoPop(FTop);
if (new = null) {
alloc(new);
};
new.val := d;
DoPush(new, DTop);
DoPush(node:ref(Node), Top:RC)
var ltop:RC;
repeat
ltop := Top;
node.nxt := ltop.ref;
until
CAS(ltop, (node, ltop.cnt + 1), Top);

POP() returns {empty | data}
var rtop := DoPop(DTop);
if (rtop = null) {
return empty;
};
var lout := rtop.val;
DoPush(rtop, FTop);
return lout;
DoPop(Top:RC) returns {ref(Node)}
var ltop:RC;
repeat
ltop := Top;
if (ltop.ref = null) {break;}
nxt := (ltop.ref).nxt;
until
CAS(ltop, (nxt, ltop.cnt), Top);
return ltop.ref;

Figure 1: Running Example: Lock-Free Data and Free Stacks.
CAS compares the current value of a shared variable now with an older local copy of it old,
called snapshot. If these values are equal, the now variable is updated to a new value new and
true is returned; otherwise false is returned. The execution of CAS is guaranteed to be atomic by
the underlying machine.
We consider a lock-free implementation of a data stack that is used by some finite number of
concurrent processes to store arbitrary data. Since the application’s environment does not offer
garbage collection (GC), a second lock-free stack is used to allocate and free memory. This stack
is called the free stack in the following. Explicit memory allocators are common in environments
without (lock-free) GC, to avoid memory leaks. Both stacks are implemented as singly linked
lists of nodes (pairs of values and locations having .val and .nxt selector functions). A shared
variable DTop marks the top node of the data stack; it is a pair of a reference and a modification
counter (of type nat = N0 ), with selector functions .ref and .cnt, respectively. Similarly, the free
stack is accessible from a shared variable FTop. Each process that wants to push some data d
on the data stack, first tries to allocate memory from the free stack and resorts to the machine’s
allocator (alloc) only if the free stack is currently empty. Whenever a process pops a node from
the data stack, after reading its data, it pushes the node on the free stack, thus making its memory
available for (concurrent) reuse.
Modification counters are widely used for CAS based data structures, since the concurrent
reuse of locations can lead to corruption of the data structure, when a location is reinserted with
modified contents and this reinsertion is not detected by CAS. This is a fundamental issue of
CAS based implementations called the ABA problem [Tre86]. To detect the concurrent reuse,
a modification counter is typically added to ABA prone shared resources, here to each top-ofstack pointer. This counter is incremented atomically with (either) the insertion or removal of a
location from the data structure, thus making memory reuse visible to CAS. 1
Figure 1 shows the concrete algorithms in pseudo code. The client procedures PUSH and
POP use two generic procedures DoPush and DoPop, which operate on either the data or the
free stack. Operation DoPush repeatedly tries to switch a shared top-of-stack pointer Top.ref
1

The theoretical chance of bogus behavior due to wrap around of a modification counter is negligible [Tre86].
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to a new node using CAS in a lock-free manner. It repeatedly takes an atomic snapshot of
Top (including both the current top-of-stack pointer and its modification counter). After setting
the new node’s next pointer to the snapshot’s location, the new node becomes the target of a
subsequent CAS: if it succeeds, the node is atomically added to the stack and the modification
counter is incremented. The generic pop operation DoPop works similarly: it repeatedly reads
the shared top. If its pointer is null, then it immediately returns with null. Otherwise, its next
reference becomes the target of a subsequent CAS: if it succeeds, the top node is removed from
the stack and the snapshot’s location is subsequently returned.
Without a modification counter, an ABA problem could occur as follows: suppose that a pop
process p takes a snapshot of the top pointer when the data stack consists of exactly one node
at location A and the free stack is empty. Process p is preempted after setting its local reference
nxt to null for another process, which removes A from the data stack without yet freeing it.
Subsequently, a third process q executes a successful push, thereby allocating a new location
B (by resorting to the machine’s allocator). Then A is freed and q pushes A on the data stack,
which now has two nodes at locations [A, B]. If now p is rescheduled, its CAS would erroneously
succeed, removing both nodes A and B at once and possibly returning an unexpected value.
The additional verification challenges that arise from having an explicit memory allocator
rather than assuming GC, are as follows. First, it becomes necessary to prove that the application
does not leak memory. Here we use ownership annotations and separation logic’s star operator
to state that the application’s heap is always separated into three distinct parts: one for the data
stack, another one for the free stack and a third part that is owned by some of the (running)
processes. Second, we have to show that an ABA problem does not occur. Here RG reasoning
permits to express ABA prevention as an appropriate rely condition. Third, to avoid big redundant proofs, we want to verify the generic procedures DoPush and DoPop separately, and reuse
these proofs as contracts in the verification of the sequential client code PUSH and POP, respectively. Here the sequential compositionality of RGITL is crucial, which allows us to replace the
generic procedure calls with appropriate RG, linearizability and lock-freedom abstractions, respectively. Finally, since individual processes might now starve while accessing either the data or
the free stack, the argument why individual starvation does not lead to global livelock becomes
non-trivial. By slightly generalizing our previous decomposition of lock-freedom, we can yet
prove lock-freedom for the example.

3 RGITL
This section gives a brief introduction to basic concepts of RGITL. We emphasize that it is not in
the scope of this paper to detail every aspect of the logic. Instead, the interested reader is referred
to [STER11]. A formal specification of the semantics of RGITL, including soundness proofs of
the main rules are available online [KIV13].

3.1

Syntax and Semantics

The semantics of expressions of the logic is based on intervals, which are finite or infinite sequences of states. A state maps variables to values. Variables can be either dynamic (written
Proc. AVoCS 2013
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uppercase) or static (written lowercase), where the latter do not change their value throughout
an interval. The last state of a finite interval is characterized by the formula last. The interval
semantics explicitly includes environment behavior, similar to reactive sequences in [RBH+ 01]:
each interval I = [I(0), I(0)′ , I(1), I(1)′ , . . .] alternates system (or program) transitions with environment transitions, i.e., the transition from state I(0) to the primed state I(0)′ is a program
transition, whereas the next transition from state I(0)′ to I(1) is a transition of the environment
and so forth.
Priming of a dynamic variable V denotes over which state of an interval V has to be evaluated.
While an unprimed variable V is evaluated over the first state I(0), the primed variable V ′ is
evaluated over I(0)′ and the double primed variable V ′′ over I(1), respectively. Hence, formula
V ′ = 1 states that V has value 1 after the first program transition of a given interval and formula
V ′′ = 2 states that V has value 2 after the first environment transition of the interval. (For an
empty interval [I(0)], both V ′ and V ′′ are evaluated over I(0).) Similarly, a predicate logic formula
G(V,V ′ ) specifies a guarantee for the first program transition and a formula R(V ′ ,V ′′ ) defines a
rely condition for the first environment transition.
RGITL provides standard temporal operators to describe interval properties: ◦ ϕ (strong next)
holds in an interval I (written I |= ◦ ϕ ) iff I is not empty and formula ϕ holds in I’s postfix interval
[I(1), . . . ]. The formula ϕ1 until ϕ2 holds in I iff ϕ2 holds over [I(n), . . . ] for some interval state
I(n) and ϕ1 holds in [I(m), . . . ] for each m < n. Further standard operators are introduced as
abbreviations, e.g., • ϕ ≡ ¬ ◦ ¬ ϕ (weak next), 3 ϕ ≡ true until ϕ , or 2 ϕ ≡ ¬ 3 ¬ ϕ . Hence,
formula 2 V ′ = V ′′ states that throughout an interval, no environment transition ever changes the
value of V .
Similar to ITL [Mos00], programs α are just a subset of the formulas of the logic. Hence,
programs and formulas can be mixed. An interval I satisfies α (written I |= α ) iff I alternates
α (program) transitions with arbitrary environment transitions. Finite intervals correspond to
terminating program runs. The logic provides the common constructs for sequential programs,
f
including nondeterministic choice, recursive procedures, plus an interleaving operator . For
brevity, we only give the interval semantics of the sequential composition operator “;” here.
(This definition corresponds to the definition of the chop operator from ITL.)
I |= ϕ1 ; ϕ2 iff either I is infinite and satisfies ϕ1 , or there is a finite prefix of I where

ϕ1 holds and ϕ2 holds for the rest of I

3.2

Deduction

The assertion language is based on the sequent calculus. A sequent is an assertion of the form
Γ ⊢ ∆ (where Γ and ∆ are lists of formulas), which states that the conjunction of all formulas
in antecedent Γ implies the disjunction of all formulas in succedent ∆. A sequent is implicitly
universally closed. A typical temporal logic assertion for a program α has the form
Pre, α , E ⊢ ϕ
where Pre is a precondition for the initial state, formula E is an environment assumption, i.e.,
a temporal formula over primed and double primed variables, and ϕ is the property of α to be
shown.
5 / 15
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For deduction, the standard rules of the sequent calculus are used. Moreover, the following
compositionality principle holds for the sequential composition operator (similar to ITL).

α1 ⊢ ψ 1
ψ 1 ; ϕ2 ⊢ ψ
compositionality of ;
α 1 ; ϕ2 ⊢ ψ

(1)

The rule states that formula ψ can be derived for the sequential composition α1 ; ϕ2 if an abstraction ψ1 can be derived for α1 (premise 1), and ψ can be derived for ψ1 ; ϕ2 (premise 2). Rule (1)
allows us to split the proof of the client code PUSH and POP into a part that separately verifies
the generic operations DoPush and DoPop (premise 1) and a second part that verifies the client
code using appropriate abstractions as contracts for the generic procedures (premise 2).
Temporal formulas and programs are verified using symbolic execution. Basically, a symbolic
execution step moves forward to the next state of an interval in two phases. In the first phase,
each formula of a sequent is transformed into an equivalent formula that consists of two parts:
one part that refers to the first three states of an interval, and another part that refers to the rest
of the interval from the third state on (using a leading next operator). The second phase then
removes leading next operators and replaces variables V , V ′ , V ′′ with new variables v0 , v1 , V ,
where the static variables v0 and v1 store the “old” values of V in I(0) and I(0)′ , respectively.
Example 1

A symbolic execution step of the sequent

V = 0, (V := V + 2; α ), 2 V ′ = V ′′ ⊢ ◦ V = 2

generates the following new sequent.
v0 = 0, v1 = v0 + 2, α , v1 = V, 2 V ′ = V ′′ ⊢ V = 2

Executing the first assignment (V := V + 2) results in v1 = v0 + 2 and the remaining program is
α. The environment assumption has been unwound (using the equivalence 2 ϕ ↔ ϕ ∧ • 2 ϕ),
which gives the constraint v1 = V for the first environment transition and again 2 V ′ = V ′′ for
the rest.
Finally, the logic provides induction rules that permit to reduce the verification of safety properties ϕ over an infinite interval I, to the verification of ϕ over an arbitrary finite prefix of I.
Then well-founded induction over the length of the finite prefix is used to deal with loops during
symbolic execution. This is necessary for the stack, since CAS loops can iterate indefinitely
often due to concurrent changes of the shared top-of-stack variables.

3.3

Rely-Guarantee Assertions

A compositionality rule, which is similar to rule (1), also holds for the interleaving operator
in RGITL. This makes it possible to derive decomposition rules as theorems for interleaved
programs in the logic. An important case of such decomposition rules are RG rules, which
break down the verification of an RG assertion for a concurrent system, to the verification of a
corresponding RG assertion for each system component. An RG assertion for a program α (V ),
which uses variables V, has the following form.
Pre(V ) ⊢ [R(V ′ ,V ′′ ), G(V,V ′ ), Inv(V ), α (V )] Post(V )
Proc. AVoCS 2013
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Informally, an RG assertion states that runs of α that start in an initial state Pre, preserve the
guarantee G and the invariant Inv as long as previous environment transitions satisfy the rely R
and also maintain Inv. In finite executions of α , the last state satisfies the postcondition Post.
Formally, an RG assertion expands to
Pre(V ), α (V ) ⊢

(R(V ′ ,V ′′ ) ∧ (Inv(V ′ ) → Inv(V ′′ )))
+

−→ (if last then Post(V ) else G(V,V ′ ) ∧ (Inv(V ) → Inv(V ′ )))
where operator ϕ1 −→ ϕ2 abbreviates the formula ¬ (ϕ1 until ¬ ϕ2 ). Thus, RG assertions are
safety formulas, which can be verified by well-founded induction over the length of a finite
interval prefix.
The definitions and the decomposition theory in the rest of this paper are not hard-wired into
the semantics of the logic, but built on top of it as higher-order and temporal logic specifications.
In particular, the RG theorem (cf. Section 4) and the decomposition theorems for linearizability
and lock-freedom (cf. Section 5) are derived in the logic.
+

4 Rely-Guarantee Reasoning with Ownership and Separation
This section describes the RG decomposition rule that lies at the core of the decomposition theorems for linearizability and lock-freedom and explains how ownership annotations, known from
the verification of object-oriented sequential programs [BDF+ 04], facilitate its applicability. One
consequence of these annotations is that separation logic’s star operator * [Rey02] can be used
to model the shape of the heap. Our experience with sequential program verification shows that
using * can be advantageous over the use of inductive reachability predicates when reasoning
about acyclic heap structures. However, introducing * in a concurrent setting is more delicate
than in the sequential case, which is mainly due to possible concurrent changes of the heap.

4.1

Rely-Guarantee Decomposition

Our RG rule is similar to the original rule of Jones [Jon83], since rely and guarantee conditions
are simply binary predicates over an arbitrary shared variable S : state that represents the state
of the concurrent system. The system recursively interleaves n + 1 processes p : N0 , where each
process executes indefinitely often a generic procedure COP.
COP(0, In; S, Out)∗

n

...

n

COP(n, In; S, Out)∗

The KIV syntax is as follows: the star operator ∗ denotes finite or infinite iteration; the parameters
of procedure COP are separated by a semicolon into input resp. in-output parameters, where
parameter In is an input for the procedure, which writes its return value to the in-output parameter
Out (a return statement is not used). 2
2

An additional operation index and a history variable to which an invoke and a return event are added before resp. after
each COP call, are required to prove linearizability; an auxiliary variable is necessary in the lock-freedom decomposition proof. They are omitted here.
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The following RG decomposition rule is derivable in the logic [STER11].
p 6= q, G p ⊢ Rq

⊢ trans(R p )

⊢ refl(G p )

⊢ ∃ S. Init(S) Init ⊢ Idle ∧ Inv

⊢ stable(Rp , Idlep ) Inv, Idlep ⊢ [R p , G p , Inv, COP(p, ...)] Idle p
f f
Init ⊢ [R, G, Inv, COP(0, ...)∗ . . . COP(n, ...)∗ ] Idle
where R ≡

^
p

Rp, G ≡

_

G p , Idle ≡

p

^

(2)

Idle p

p

Essentially, the rule decomposes a global RG assertion about the interleaved system, to the following local RG assertion for one process p, executing COP once.
Idle p (S), Inv(S) ⊢ [R p (S′ , S′′ ), G p (S, S′ ), Inv(S), COP(p, In; S, Out)] Idle p (S)
The rule also has several predicate logic side conditions. An important one is that the local
guarantee Gp of a process p must imply the rely Rq for each other process q 6= p. The local
guarantee must be reflexive and the local rely transitive. A global initial state must exist, where
the invariant Inv must hold and each process is idle, according to its idle state predicate Idlep ,
and each idle predicate is assumed to be stable over its rely, i.e., stable(Rp , Idlep ) ↔ Rp (S′ , S′′ ) ∧
Idlep (S′ ) → Idlep (S′′ ).
Applying rule (2) on the running example directly is inconvenient: it requires taking the entire
program state into account by lifting relevant local state information to the global state using
process functions for local variables. As an example, consider the following disjointness property: concurrent local pointers to nodes that are pushed on one of the stacks are disjoint. With
an extra boolean function BefCAS : N → bool to characterize the code-range of the CAS-loop
in DoPush before it succeeds, it can be formalized as
∀ p 6= q. BefCAS(p) ∧ BefCAS(q) → Node(p) 6= Node(q)
In [TSR11a], we therefore proposed a local RG rule that considers two explicit local states (and
the shared state), and thus avoids process functions and quantification over process identifiers.
Here we take a different approach based on ownership annotations that leads to further significant
simplifications.

4.2

Ownership Annotations for the Stack

The core idea of using ownership annotations is simple: shared resources are augmented with
auxiliary state that represents their distinct owner. The idea is applicable on shared resources in
general, but we restrict our focus on concurrent heaps in the following. A concurrent heap with
ownership is a partial function H : ref ⇀ (node, owner) from locations to nodes with owner o.
In the running example, it is sufficient to discern three possible owners per heap location:
owner ::= p | dstack | fstack
That is, each heap location r is either owned by some process p (i.e., H(r).owr = p), or it belongs
to either the data or the free stack. Additionally, we augment the program code to adhere to this
ownership concept as Figure 2 shows. 3
3

The KIV syntax is as follows: ∨ denotes nondeterministic choice, let declares local variables, a comma separates
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COP(p, d; DTop, FTop, H, Out) {
PUSH(p, d; DTop, FTop, H)
∨ POP(p; DTop, FTop, H, Out)}
PUSH(p, d; DTop, FTop, H) {
let New in {
DoPop(p; FTop, H, New);
if New = null {
choose (New0 6= null ∧ New0 ∈
/ H) in {
H := H + New0 , New := New0 ,
H(New0 ).owr := p}};
H(New).val := d;
DoPush(dstack, New; DTop, H)}}
POP(p; DTop, FTop, H, Out) {
let LOut = empty, ROut in {
DoPop(p; DTop, H, ROut);
if ROut 6= null {
LOut := H(ROut).val;
DoPush(fstack, ROut; FTop, H)};
Out := LOut}}

DoPush(o, Node; Top, H) {
let Succ = false, LTop in {
while ¬ Succ {
LTop := Top;
H(Node).nxt := LTop.ref;
if* LTop = Top {
/* CAS */
Top := (Node, LTop.cnt + 1), Succ := true,
H(Node) := o}}}
DoPop(p; Top, H, ROut) {
let Succ = false, LTop, Nxt in {
while ¬ Succ {
LTop := Top;
if LTop.ref = null { Succ := true}
else {
Nxt := H(LTop.ref).nxt;
if* LTop = Top {
/* CAS */
Top.ref := Nxt, Succ := true,
H(LTop.ref) := p}}};
ROut := LTop.ref}}

Figure 2: KIV Specification of the Stack Algorithms with Ownership Annotations (shaded)

The effects of these simple auxiliary state annotations are worth noting. First of all, no further
heap disjointness properties must be defined, since they are already implied by the ownership
annotations. (Our technical report [TSR11b] shows that several disjointness properties between
local states would be necessary without ownership annotations.) Second, we can completely
avoid talking about local variables, in particular program labels. Hence, when applying rule (2),
the state variable S can be simply instantiated with the tuple DTop, FTop, H, which is the shared
state of the algorithm, where interference can actually occur. (The local state of one currently
running process could be added to the rule, but this is not required here.) Third, we can uniformly
handle typical heap modifications and use separation logic on (owned) heap predicates to avoid
inductive reachability arguments. This is further explained in the next subsection.

4.3

Concurrent Heaps with Ownership and Separation

Instead of integrating heaps into the semantics of RGITL, we use a lightweight embedding of
separation logic into higher-order logic (available as a KIV library), where heap assertions are
encoded as heap predicates P, Q of type heap → bool. The lifting of this theory to heaps with
ownership is done in the standard way: an owned heap predicate o[P] with owner o holds over
heap H, iff P holds and every location in H has owner o. Similarly, the common operators
parallel assignments and if* executes its test and program atomically. In the prover, the heap H is actually represented
as a tuple (D, Nf, Of) with dom(H) = D, node function Nf and an auxiliary ownership function Of.
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from separation logic are overloaded. For instance, the star operator between two owned heap
predicates o0 [P] and o1 [Q] has the following semantics.
(o0 [P] * o1 [Q])(H) ↔ ∃ H0 , H1 . dom(H0 ) ∩ dom(H1 ) = 0/ ∧ (H0 ∪ H1 = H) ∧ P(H0 ) ∧ Q(H1 )
∧ ∀ r. (r ∈ H0 → H0 (r).owr = o0 ) ∧ (r ∈ H1 → H1 (r).owr = o1 )
In a concurrent setting, assertions about the permissions of processes to access shared resources are typically required. Again, we do not enrich the semantics of RGITL with permissions, but simply define them based on ownership. It is common to assume that a heap location,
which is owned by some process can only be read by others, but neither deallocated, nor modified. The following rely predicate encodes this restriction.
PRp (H ′ , H ′′ ) ↔ ∀ r.

((H ′ (r).owr = p ∧ r ∈ H ′ ) ↔ (H ′′ (r).owr = p ∧ r ∈ H ′′ ))
∧ (H ′ (r).owr = p ∧ r ∈ H ′ → H ′ (r) = H ′′ (r))

The rely PRp (H ′ , H ′′ ) implies the following stability property
(p[P] * true)(H ′ ) ∧ PRp (H ′ , H ′′ ) → (p[P] * true)(H ′′ )
and it is easy to prove that under PRp , the annotated program COP(p, . . . ) does not change any
portion of the heap, which is owned by another process.
To express absence of memory leaks, three simple heap predicates are defined: owned(H)
states that each r in H is owned by some process; owns-nonep (H) denotes that p owns no location
in H, and owns-onep,r (H) denotes that p owns exactly location r in H. Obviously, predicates
owns-nonep and owns-onep,r are stable over the permission rely PRp , and it is easy to show that
predicate owns-nonep is an idle state condition of the annotated program COP(p, . . . ).
Finally, to verify linearizability we want to express that some abstract data list x is represented
by a heap location r. The heap predicate lst(r) defines this property, and the * operator enforces
acyclicity of the heap structure under r.
lst(r) = if r = null then ls(r, [ ]) else ∃ d, x. ls(r, d + x)
ls(r, []) = emp ∧ (r = null)
ls(r, d + x) = ∃ r0 . ((r 7→ (d, r0 )) * ls(r0 , x))
where emp holds for the empty heap only, and (r 7→ (d, r0 )) defines a heap consisting of one
node at location r, which stores data d and a next reference r0 .

4.4

Instantiating the RG Predicates for the Running Example

This section defines the concrete instances of the predicates from rule (2) based on the previous
notions of concurrent heaps. The state variable S is simply DTop, FTop, H. The global initial state
condition Init(DTop, FTop, H) requires H to be empty, and both DTop and FTop to be (null, 0).
The invariant claims that the heap always consists of two distinct linked lists (with owner dstack
resp. fstack) and a separate portion where each location is owned by some process.
Inv(DTop, FTop, H) ↔ (dstack[lst(DTop.ref)] * fstack[lst(FTop.ref)] * owned)(H)
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10 / 15

ECEASST

The idle state predicate Idle p (DTop, FTop, H) is simply owns-none p (H). Since each process
owns no portion of H in idle states, the application does not leak memory.
For stack nodes with owner dstack or fstack, the possible concurrent access is determined
by the specific use of modification counters. In contrast to locations that are owned by some
process, both the content and the ownership information of a stack location can change when the
location is concurrently removed from the data structure. An appropriate stack rely condition that
captures the correctness of the memory reclamation protocol and ensures that an ABA problem
does not occur on neither the data nor the free stack is the following.
SR(o, Top′ , H ′ , Top′′ , H ′′ ) ↔ Top′ .cnt ≤ Top′′ .cnt
∧ (Top′ .ref 6= null →

Top′ = Top′′ ∧ H ′ (Top′ .ref) = H ′′ (Top′ .ref) ∧ H ′′ (Top′ .ref).owr = o
∨ H ′′ (Top′ .ref).owr 6= o ∨ Top′ .cnt < Top′′ .cnt)

∧ (∀ r. r 6= null ∧ H ′ (r).owr 6= o → H ′′ (r).owr 6= o ∨ Top′ .cnt < Top′′ .cnt)
The specific stack relies SR(dstack, . . . ) and SR(fstack, . . . ) ensure that during DoPop on one
of the two stacks, the ABA prone snapshot location either stays in the stack and its contents
(including ownership annotation) are unchanged, or if it is concurrently removed, then it is not
reinserted unless the modification counter is increased.
Finally, it remains to define the full rely R p as the conjuction
Rp (DTop′ , FTop′ , H ′ , DTop′′ , FTop′′ , H ′′ ) ↔
PRp (H ′ , H ′′ ) ∧ SR(dstack, DTop′ , H ′ , DTop′′ , H ′′ ) ∧ SR(fstack, FTop′ , H ′ , FTop′′ , H ′′ )
and the guarantee as
Gp (DTop, FTop, H, DTop′ , FTop′ , H ′ ) ↔ ∀ q 6= p. Rq (DTop, FTop, H, DTop′ , FTop′ , H ′ )
The actual proof of the local RG assertion from rule (2) for the sequential code COP(p, . . . ),
uses compositionality rule (1). This splits the proof in two parts: one which verifies the RG
assertion for DoPush and DoPop and a second part that uses the RG abstractions as contracts
for the generic procedures. In the proofs, the current shape of the heap is typically given by the
invariant Inv above and a formula (p[(Ref 7→ node)] * true)(H), which defines the local state of
the current process (Ref corresponds to either the local variable New or LTop.ref). To transfer
local state to and from one of the stacks, two simple generic merge and split lemmas are used.
Verifying DoPop is most challenging, since transitive arguments over several symbolic execution
steps are required to derive that if the snapshot location is concurrently removed, the following
CAS operation does fail.

5 A Decomposition of Linearizability and Lock-Freedom
This section briefly describes two decomposition theorems for the global properties of linearizability [HW90] and lock-freedom [MP91]. Both theorems can be derived in RGITL, but their
proofs are rather complex and we emphasize that neither their formalization nor their derivation
is in the scope of this paper. Instead, the proofs are available online [KIV13].
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5.1

A Decomposition of Linearizability based on RG Reasoning and Refinement

Having verified the premises of RG rule (2), from the local view of one process p executing
COP(p, . . . ), all environment transitions preserve its rely at all times and the invariant can be
assumed to hold in each state, i.e., 2 (Rp (S′ , S′′ ) ∧ Inv(S) ∧ Inv(S′ )) holds locally. This property
is now used in a local refinement proof, which implies linearizability of the interleaved system.
Linearizability requires that an operation appears to take effect instantly in one step during
its execution. This step is called a linearization point. We prove linearizability using a special
case of non-atomic refinement from COP to an abstract program AOP, which identifies the
linearization point for the concrete program as follows. The abstract program AOP is defined
to execute some stutter steps first (indefinitely many). Then it executes the linearization point
LIN atomically on the abstract state AS. (For the stack, this is simply an atomic push or pop
operation on an algebraic data list x for AS.) Finally, some further stutter steps are executed until
the operation finishes with final output value Out. Both concrete and abstract operation work
on the same input and must yield the same output. Moreover, concrete and abstract states are
always related by an abstraction function Abs. Hence, the main local proof obligation is
Idlep (S), COP(p, In; S, Out), 2 (Rp (S′ , S′′ ) ∧ Inv(S) ∧ Inv(S′ )),
′

(3)

′

2 (Abs(S) = AS ∧ Abs(S ) = AS ) ⊢ AOP(In; AS, Out)
where the abstract program is defined as
AOP(In; AS, Out) {let LOut in {
skip∗ ; {LIN(In, AS, AS′ , LOut′ ) ∧ ◦ last}; skip∗ ; Out := LOut}}
f f
Theorem 1 The concurrent system COP(0, ...)∗ . . . COP(n, ...)∗ is linearizable if the premises
of RG rule (2) and the refinement proof obligation (3) holds.
The abstraction function for the data stack simply corresponds to dstack[ls(DTop.ref, x)]. The
refinement proofs (3) for the stack also use rule (1). This gives compositional proofs that replace
the generic push and pop operations with basically skip∗ ; {LIN ∧ ◦ last}; skip∗ or just skip∗ for
the data and free stack, respectively.

5.2

A Decomposition of Lock-Freedom based on RG Reasoning

Lock-freedom is a progress property that is relevant in various application domains, such as highavailability or real-time systems. A concurrent system is lock-free if infinitely often one of its
running operations progresses, i.e., both deadlocks and livelocks are excluded. In the following,
two simple local termination conditions for an individual COP(p, . . . ) are defined, which ensure
lock-freedom of the interleaved system.
The first termination condition requires that COP must terminate whenever it does not suffer
from critical interference from its environment. This interference is specified using an additional,
reflexive and transitive predicate U (“unchanged”). 4
Idlep (S), COP(p, In; S, Out), 2 (Rp (S′ , S′′ ) ∧ Inv(S) ∧ Inv(S′ )) ⊢ 3 2 U(S′ , S′′ ) → 3 last

(4)

4

Predicate U specifies under which conditions the termination of COP can be guaranteed. Different from rely
conditions Rp , which are safety properties that always hold, predicate U can be repeatedly violated.
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The second termination condition, enforces that COP violates U only a finite number of times.
Formally, executions in which U is violated infinitely often in COP transitions are ruled out as
follows.
Idlep (S), COP(p, In; S, Out), 2 (Rp (S′ , S′′ ) ∧ Inv(S) ∧ Inv(S′ )) ⊢ 2 3 ¬ U(S, S′ ) → 3 last (5)
f f
Theorem 2 The concurrent system COP(0, ...)∗ . . . COP(n, ...)∗ is lock-free if the premises
of RG rule (2) and the termination conditions (4) and (5) hold.
In the running example, the unchanged relation is simply defined as the identity relation over
DTop and FTop. The actual proofs of lock-freedom are also compositional, i.e., they verify (4)
and (5) for the generic operations (largely automatically) and apply rule (1) to complete the proof
for the client code.
Our previously published termination condition for lock-freedom [TBSR10] requires that
when COP violates U once, then it subsequently terminates, i.e., the right hand side of (5) was
2 (¬ U(S, S′ ) → 3 last). This can not be shown in the running example, since a step of POP
can violate U by removing a node from the data stack and then the operation can starve while
executing the subsequent CAS loop of the free stack. However, predicate U is violated at most
once in infinite runs, which corresponds to our more generic proof obligation (5) that tolerates
an arbitrary finite number of such violations.

6 Related Work
This section compares our work with related approaches. Full coverage is impossible here for
two reasons: the plentitude of existing approaches and the lack of space.
To our knowledge, the only proof of the stack with modification counters is the pen-and-paper
proof in Groves et al. [GC09]. Their verification approach is rather different from ours, since
it is based on trace reduction and incremental refinement. They consider linearizability of a
data stack with modification counters that reuses memory from an abstract set of free locations,
while we consider an actual implementation of a free stack and give fully mechanized proofs of
memory-safety, ABA prevention, linearizability and lock-freedom.
RGSep [VP07] is a program logic that combines RG reasoning and separation logic for heapmodular, Hoare-style reasoning about the safety of concurrent programs. A tool for automatically
verifying linearizability based on RGSep has also been developed. In contrast to RGSep, heaps
are not part of the semantics of RGITL, which makes no restrictions on the possible modifications
of a program to a heap variable. This makes it more difficult for us to express which part of the
heap a program leaves unmodified, without changing the semantics, and our current approach
with ownership annotations is a step towards this end. In RGSep, local and shared assertions refer
to either the local heap of one process or the shared heap, which corresponds to our annotations
of portions of the heap with a distinct owner. Different from RGITL, deriving decomposition
theorems, refinement and liveness proofs are not in the scope of RGSep.
Most approaches to RG reasoning justify their rules on a semantic level (e.g., [RBH+ 01]). A
mechanized soundness proof for global RG rules for interleaved programs with shared variables
has been given in [Pre03]. The verification is based on Isabelle’s higher-order logic and therefore
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in essence had to explicitly formalize intervals. Our soundness proofs of RG decomposition rules
are simpler, since they are based on a compositional temporal logic, where intervals are already
part of the semantics.
In general, reduction techniques for symmetric system components (as they can often be found
in concurrent data type implementations) have also been developed for model checking. However, proving linearizability using (symmetric) model checking fails in general [VYY09]. Model
checking approaches are fully automated and useful to quickly find bugs by checking short runs
of usually two interleaved operations, but do not give full derivations.
Several concepts that we use in our approach are also implemented in tools for specific programming languages, e.g., [CMST10, JP08] for annotated (concurrent) C code.

7 Conclusion
This paper describes an approach for the verification of concurrent algorithms, which is based
on a combination of different techniques. These were illustrated on a non-trivial running example. The approach incorporates RG reasoning into a compositional temporal logic, which also
makes liveness proofs possible. For the verification of concurrent heap algorithms, ownership
annotations and separation logic are used. Finally, we have briefly sketched two decomposition
theorems for the important properties of linearizability and lock-freedom.
Some possible areas of future work are as follows. Concrete proofs of premise 2 of rule (1)
require several interactions (mainly for the symbolic execution of the abstraction ψ1 with induction). We leave it for our own future work to implement derived rules for specific classes of
formulas, to better automate these proofs. Another option for future work is to integrate our current ownership and separation approach with the RG decomposition rule (2) and its application
on further challenging case studies.
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[TBSR10] B. Tofan, S. Bäumler, G. Schellhorn, W. Reif. Temporal Logic Verification of LockFreedom. In In Proc. of MPC 2010. Springer LNCS 6120, pp. 377–396. 2010.
[Tre86]

R. K. Treiber. System programming: Coping with parallelism. Technical report RJ
5118, IBM Almaden Research Center, 1986.

[TSR11a] B. Tofan, G. Schellhorn, W. Reif. Formal Verification of a Lock-Free Stack with
Hazard Pointers. In Proc. ICTAC. Pp. 239–255. Springer LNCS 6916, 2011.
[TSR11b] B. Tofan, G. Schellhorn, W. Reif. Local Rely-Guarantee Conditions for Linearizability and Lock-Freedom. Reports in Informatics 26, Karlsruhe Institute of Technology,
2011.
[VP07]

V. Vafeiadis, M. J. Parkinson. A Marriage of Rely/Guarantee and Separation Logic.
In CONCUR. Springer LNCS 4703, pp. 256–271. 2007.

[VYY09]

M. Vechev, E. Yahav, G. Yorsh. Experience with Model Checking Linearizability. In
Proceedings of the 16th International SPIN Workshop on Model Checking Software.
Pp. 261–278. Springer-Verlag, 2009.

15 / 15

Volume X (2013)

Electronic Communications of the EASST
No \volume defined!

No \volumetitle defined!

On the Efficiency of Deciding
Probabilistic Automata Weak Bisimulation
Vahid Hashemi, , Holger Hermanns, and Andrea Turrini
15 pages

No \*ed(s) defined!
Managing Editors: Tiziana Margaria, Julia Padberg, Gabriele Taentzer
ECEASST Home Page: http://www.easst.org/eceasst/

ISSN 1863-2122

ECEASST

On the Efficiency of Deciding
Probabilistic Automata Weak Bisimulation
Vahid Hashemi1,2 , Holger Hermanns2 , and Andrea Turrini2
1
2

Max Planck Institute for Informatics, Saarbrücken, Germany

Department of Computer Science, Saarland University, Saarbrücken, Germany

Abstract: Weak probabilistic bisimulation on probabilistic automata can be decided
by an algorithm that needs to check a polynomial number of linear programming
problems encoding weak transitions. It is hence polynomial, but not guaranteed to
be strongly polynomial. In this paper we show that for polynomial rational probabilistic automata strong polynomial complexity can be ensured. We further discuss
complexity bounds for generic probabilistic automata. Then we consider several
practical algorithms and LP transformations that enable an efficient solution for the
concrete weak transition problem. This sets the ground for effective compositional
minimisation approaches for probabilistic automata and Markov decision processes.
Keywords: Complexity, Concurrency, Efficiency, Linear Programming, Markov
Decision Processes, Weak Bisimulation

1

Introduction

Probability and nondeterminism are core aspects of concurrent systems. Probability for instance
arises when a system, performing an action, is able to switch to more than one state and the
likelihood of each of these states can be faithfully estimated. Probability can model both specific
system choices (such as flipping a coin, commonly used in randomised distributed algorithms)
and general system properties (such as message loss probabilities when sending a message over
a wireless medium). Nondeterminism represents behaviours that we can not or do not want
to attach a precise (possibly probabilistic) interpretation to. This might reflect the concurrent
execution of several components at unknown (relative) speeds or behaviours we decide to keep
undetermined for simplifying the system model or allowing for different implementations.
Several models have been proposed in the literature to study formally systems where a combination of probability and nondeterminism is considered: among others, there are Markov Decision Processes (MDP) [Der70], Labelled Concurrent Markov Chains (LCMC), Alternating
Probabilistic Models [Var85, Han91, PLS00], and Probabilistic Automata (PA) [Seg95].
Probabilistic automata extend classical concurrency models in a simple yet conservative fashion. In probabilistic automata, there is no global notion of time, and concurrent processes may
perform probabilistic experiments inside a transition. This is represented by transitions of the
a
form s −→ µ, where s is a state, a is an action label, and µ is a probability measure on states.
Labelled transition systems are instances of this model family, obtained by restricting to Dirac
measures (assigning full probability to single states). Thus, foundational concepts and results
of standard concurrency theory are retained in full and extend smoothly to the PA model. Since
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the PA model is akin to MDP model, its fundamental beauty can be paired with powerful model
checking techniques, as implemented for instance in the PRISM tool [HKNP06]. We refer the
interested reader to [Seg06] for a survey on this and other models.
Given a real system, we can conceive several different probabilistic automata models to reflect its behavior. Bisimulation relations provide a powerful tool to check whether two models
describe essentially the same system. They are then called bisimilar. The bisimilarity of two
systems can be viewed in terms of a game played between a challenger and a defender. In each
step of the possibly infinite bisimulation game, the challenger chooses one automaton, makes
a step, and the defender matches it with a step of the other automaton. Depending on how we
want to treat internal computations, this leads to strong and weak bisimulations: the former requires that each single step of the challenger automaton is matched by an equally labelled single
step of the defender automaton, the latter allows the matching up to internal computation steps.
On the other hand, depending on how nondeterminism is resolved, probabilistic bisimulation
can be varied by allowing the defender to match the challenger’s step by a convex combination of enabled probabilistic transitions. This results in a spectrum of four bisimulations: strong
[Seg95, Han91, Var85], strong probabilistic [Seg95], weak [PLS00, Seg95, EHZ10a, EHZ10b],
and weak probabilistic [Seg95, EHZ10b, EHZ10a] bisimulation.
Besides comparing automata, bisimulation relations allow us to reduce the size of an automaton without changing its properties (i.e., with respect to logic formulae satisfied by it).
This is particularly useful to alleviate the state explosion problem notoriously encountered in
model checking. If the bisimulation is a congruence with respect to the operators of a process calculus used to build up the automata out of smaller ones, this can give rise to a compositional strategy to associate a small automaton model to a large system without intermediate state space explosion. In several related settings, this strategy has been proven very effective [CGM+ 96, HK00, KKZJ07, BHH+ 09, CHLS09]; it can speed up the overall model analysis
or turn a too large problem into a tractable one. Both, strong and weak bisimilarity are used in
practice, with weaker relations leading to greater reduction. However, this approach has thus
far not been explored in the context of MDPs or probabilistic automata. A striking reason is
that until recently no effective decision algorithm was at hand for weak bisimilarity on PA; a
polynomial time decision algorithm has been proposed only recently [HT12], based on linear
programming problems. That algorithm can be embedded into a procedure to compress a given
PA to its canonical minimal representative [EHS+ 13]. Since weak bisimilarity is a congruence
for parallel composition, hiding, and other operators on PA, this paves the way for compositional strategies to associate a small PA model to a large system without intermediate state space
explosion.
The weak bisimilarity decision algorithm follows the usual partition-refinement approach, and
thereby induces a polynomial number of linear programming problems that can be solved in
polynomial time [Kar84, Kha79]. The algorithm is hence polynomial, but is not guaranteed
to be strongly polynomial. In other words, it is as yet unclear if there are hidden factors in
the complexity, such as data dependencies that lead to a non-polynomial worst case if properly
considered. In this paper, we discuss the efficiency of solving the specific LP problems from
both theoretical and practical viewpoints. This establishes an interesting connection between the
concurrency theory world and combinatorial optimisation world.
We first consider the theoretical efficiency of solving the problem. By restricting the class of
No \volume defined!
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considered models to rational probabilistic automata where probabilities are polynomially representable, we show that the feasibility of the LP problem can be checked in strongly polynomial
time. We are not aware of any non-polynomially representable probabilistic automata appearing
in any application study. So, this is indeed a prominent result.
We then consider the general rational case, and study the complexity of the decision problem
together with several optimisations. We reformulate the original LP problem [HT12] in order
to simplify the construction of the dual LP [BT97] which is smaller in size than the original.
By using a state-of-the-art preconditioned conjugate gradient (PCG) algorithm combined with
a partial updating procedure [Ans99] we show that the dual LP can be solved efficiently. On
the other hand, taking advantage of the small-sized dual LP, we give an upper bound on the
complexity of checking the feasibility of the original LP problem. As a matter of fact, to the best
of our knowledge, this provides the tightest available worst case complexity for the verification
problem at hand.
We furthermore discuss the practical efficiency of solving the decision problem. In practice
one would usually opt for the notoriously efficient simplex method [Sha87] to solve the LP
problems. But a small modification of the underlying network [HT12] enables us to adapt the
corresponding LP problem into a variant of a minimum cost flow problem [AMO93] with flow
proportional sets. This is a special class of linear programming problems where the underlying
network structure can be exploited, in particular if it is sparse. Sparsity is indeed frequently
observed in practical applications of probabilistic automata. We therefore compare the simplex
method with a very efficient state-of-the-art network simplex algorithm [BF12] specialised for
the minimum cost flow problem with additional side constraints. This is known to outperform
the simplex method [MSJ11, HK95, Cal02] when the number of nodes is an order of magnitude
larger than the number of side constraints.
Organisation of the paper. After the preliminaries in Section 2, we recall the LP problem
construction in Section 3 and in Section 4 we focus on the efficiency of solving the LP problem
from both a theoretical and a practical point of view. Section 5 concludes the paper. An appendix
includes detailed proofs.

2

Mathematical Preliminaries and Probabilistic Automata

A σ -field over a set Ω is a subset F ⊆ 2Ω that contains the empty set 0/ and it is closed under
complement and countable union. We say that (Ω, F ) is a measurable space and we call the
σ -field 2Ω the discrete σ -field over Ω. Given C ⊆ 2Ω , we denote by σ (C) the smallest σ -field
containing C and we call it the σ -field generated by C.
A measure over a measurable space (Ω, F ) is a function µ : F → R≥0 such that µ(0)
/ = 0 and,
for each countable family {Ωi }i∈I of pairwise disjoint elements of F , µ(∪i∈I Ωi ) = ∑i∈I µ(Ωi ).
If µ(Ω) ≤ 1, then we call µ a sub-probability measure and, if µ(Ω) = 1, then we call µ a
probability measure. We say that µ is discrete measure over Ω if F is discrete. In this case, for
each X ⊆ Ω, µ(X) = ∑x∈X µ({x}) and we drop brackets whenever possible. For a set Ω, denote
by Disc(Ω) the set of discrete probability measures over Ω, and by SubDisc(Ω) the set of discrete
sub-probability measures over Ω. We call X ⊆ Ω the support of a measure µ if µ(Ω \ X) = 0; in
particular, if µ is discrete, we denote by Supp(µ) the minimum support set { x ∈ Ω | µ(x) > 0 }.
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Moreover, we denote by µ(⊥) the value 1 − µ(Ω) where ⊥ ∈
/ Ω, and by δx , for x ∈ Ω ∪ {⊥}, the
Dirac measure such that for each X ⊆ Ω, µ(X) = 1 if x ∈ X, 0 otherwise. For a sub-probability
measure µ, we also write µ = { (x, px ) | x ∈ Ω, px = µ(x) > 0 }.
A function f : Ω1 → Ω2 is called a measurable function from (Ω1 , F1 ) to (Ω2 , F2 ) if the
inverse image of f of any element of F2 is an element of F1 . In this case, for a measure µ on
(Ω1 , F1 ), we define the image measure of µ under f on (Ω2 , F2 ), denoted by f (µ), by: for each
X ∈ F2 , f (µ)(X) = µ( f −1 (X)), that is, the measure of X in F2 is the measure of the elements
in F1 whose f -image is in X. Since f is measurable, then f (µ) is a well defined measure.
The lifting L (R) [JL91] of a relation R ⊆ X ×Y is defined as follows: for ρX ∈ Disc(X) and
ρY ∈ Disc(Y ), ρX L (R) ρY holds if there exists a weighting function w : X × Y → [0, 1] such
that (1) w(x, y) > 0 implies x R y, (2) ∑y∈Y w(x, y) = ρX (x), and (3) ∑x∈X w(x, y) = ρY (y). When
R is an equivalence relation on X, ρ1 L (R) ρ2 holds if for each C ∈ X/R, ρ1 (C ) = ρ2 (C ).
A Probabilistic Automaton (PA) A is a tuple A = (S, s̄, Σ, D), where S is a countable set of
states, s̄ ∈ S is the start state, Σ is a countable set of actions, and D ⊆ S × Σ × Disc(S) is a
probabilistic transition relation. The set Σ is divided in two sets H and E of internal (hidden)
and external actions, respectively; we let s,t,u,v, and their variants with indices range over S, a,
b range over actions, and τ range over hidden actions. We refer to the elements of A by S, s̄, Σ,
and D and we propagate indices and primes as expected: Si0 is the state set of the automaton Ai0 .
In this work we consider only finite PAs, i.e., PAs such that sets S and D are finite.
a
A transition tr = (s, a, µ) ∈ D, also denoted by s −→ µ, is said to leave from state s, to be
labelled by a, and to lead to the target probability measure µ, also denoted by µtr . We denote
by src(tr) the source state s and by act(tr) the action a. We also say that s enables action a, that
action a is enabled from s, and that (s, a, µ) is enabled from s. Finally, we denote by D(a) the
set of transitions with action a, i.e., D(a) = { tr ∈ D | act(tr) = a }.
An execution fragment of a PA A is a finite or infinite sequence of alternating states and actions α = s0 a1 s1 a2 s2 . . . starting from a state s0 , also denoted by first(α), and, if the sequence
is finite, ending with a state denoted by last(α), such that for each i > 0 there exists a transition
(si−1 , ai , µi ) ∈ D such that µi (si ) > 0. The length of α, denoted by |α|, is the number of occurrences of actions in α. If α is infinite, then |α| = ∞. Denote by frags(A ) the set of execution
fragments of A and by frags∗ (A ) the set of finite execution fragments of A . An execution
fragment α is a prefix of an execution fragment α 0 , denoted by α 6 α 0 , if the sequence α is a
prefix of the sequence α 0 . The trace of α, denoted by trace(α), is the sub-sequence of external
actions of α; we denote by ε the empty trace. Similarly, we define trace(a) = a for a ∈ E and
trace(τ) = ε.
A scheduler for a PA A is a function σ : frags∗ (A ) → SubDisc(D) such that for each finite
execution fragment α, Supp(σ (α)) ⊆ { tr ∈ D | src(tr) = last(α) }. Given a scheduler σ and a
finite execution fragment α, the probability measure σ (α) describes how transitions are chosen
to move on from last(α); with probability σ (α)(⊥) the computation terminates after α. A
scheduler σ and a state s induce a probability measure µσ ,s over execution fragments as follows.
The basic measurable events are the cones of finite execution fragments, where the cone of α,
denoted by Cα , is the set { α 0 ∈ frags(A ) | α 6 α 0 }. The probability µσ ,s of a cone Cα is
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recursively defined as:


if α = t for a state t 6= s,
0
µσ ,s (Cα ) = 1
if α = s,


µσ ,s (Cα 0 ) · ∑tr∈D(a) σ (α 0 )(tr) · µtr (t) if α = α 0 at.
Standard measure theoretical arguments ensure that µσ ,s extends uniquely to the σ -field generated by cones. We call the resulting measure µσ ,s a probabilistic execution fragment of A
and we say that it is generated by σ from s. Given a finite execution fragment α, we define
µσ ,s (α) as µσ ,s (α) = µσ ,s (Cα ) · σ (α)(⊥), where σ (α)(⊥) is the probability of terminating the
computation after α has occurred.
We say that there is a weak combined transition from s ∈ S to µ ∈ Disc(S) labelled by a ∈ Σ,
a
denoted by s =⇒c µ, if there exists a scheduler σ such that the following holds for the induced
probabilistic execution fragment µσ ,s : (1) µσ ,s (frags∗ (A )) = 1; (2) trace(µσ ,s ) = δtrace(a) ; and
a
(3) last(µσ ,s ) = µ. In this case, we say that the weak combined transition s =⇒c µ is induced by
σ . Note that we are using the fact that trace( · ) and last( · ) are measurable functions.
Albeit the definition of weak combined transitions is somewhat intricate, this definition is
just the obvious extension of weak transitions on labelled transition systems to the setting with
probabilities. See [Seg06] for more details on weak combined transitions.
Weak probabilistic bisimilarity [Seg95, Seg06] is of central importance for our considerations.
Definition 1 Let A1 , A2 be two PAs. An equivalence relation R on the disjoint union S1 ] S2 is
a
a weak probabilistic bisimulation if, for each pair of states s,t ∈ S1 ]S2 such that s R t, if s −→ µs
a
for some probability measure µs , then there exists µt such that t =⇒c µt and µs L (R) µt .
We say that A1 and A2 are weak probabilistic bisimilar if there exists a weak probabilistic
bisimulation R on S1 ] S2 such that s̄1 R s̄2 . We denote the coarsest weak probabilistic bisimulation, called weak probabilistic bisimilarity, by ≈.

3

Weak Transition Construction as a Linear Programming Problem: An Overview

The main source of the worst case theoretical complexity of the decision algorithms [HT12,
CS02] for PA weak probabilistic bisimulation is the recurring need to check for the existence
of the weak combined transition. This is solved with an exponential algorithm in [CS02] and a
polynomial algorithm in [HT12]. The latter approach takes inspiration from network flow proba
lems: a weak combined transition t =⇒c µt of a PA A is described as an enriched flow problem
in which the initial probability mass δt splits along internal transitions, and precisely one external
transition with label a 6= τ for every stream, in order to reach µt . The enriched flow problem is
then translated into a linear programming problem extended with balancing constraints that encode the need to respect transition probability measure. To describe the structure of the enriched
linear programming problem, we first recall the definition of the network graph corresponding to
a weak combined transition.
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Figure 2: The network graph G(t, a, δz , R) for the automaton E

Definition 2 (cf. [HT12, Sect. 3.2]) Given a PA A , a state t, an action a, a probability measure
µ, and an equivalence relation R on S, the network graph G(t, a, µ, R) = (V, E) relative to the
a
weak combined transition t =⇒c µt is defined as follows: for a 6= τ, the set of vertices is V =
b
{M, H} ∪ S ∪ Str ∪ Sa ∪ Satr ∪ (S/R) where Str = { vtr | tr = v −→ ρ ∈ D, b ∈ {a, τ} }, Sa = { va | v ∈
S }, and Satr = { vtra | vtr ∈ Str } and the set of arcs is E = {(M,t)} ∪ { (va , C ), (C , H) | C ∈ S/R, v ∈
τ
C } ∪ { (v, vtr ), (vtr , v0 ), (va , vtra ), (vtra , v0a ) | tr = v −→ ρ ∈ D, v0 ∈ Supp(ρ) } ∪ { (v, vtra ), (vtra , v0a ) |
a
tr = v −→ ρ ∈ D, v0 ∈ Supp(ρ) }.
We refer to the elements of S ∪ Sa as state nodes, of T = Str ∪ Satr as transition nodes, and
of S/R as class nodes. We denote by V the set V \ {M, H}. When a = τ the definition of
G(t, τ, µ, R) = (V, E) is similar: V = {M, H}∪S∪Str ∪(S/R) and E = {(M,t)}∪{ (v, C ), (C , H) |
τ
C ∈ S/R, v ∈ C } ∪ { (v, vtr ), (vtr , v0 ) | tr = v −→ ρ ∈ D, v0 ∈ Supp(ρ) }.
As an example of the construction of the network, consider the probabilistic automaton E
given in Fig. 1 and the network graph G(t, a, δz , R) depicted in Fig. 2, where R is the equivalence
relation inducing classes {t, u, v} and {x, y, z}.
As pointed out in [HT12], the fact that the network admits a flow that respects the probability
measure µt does not imply the existence of a corresponding weak combined transition, because
the flow may not respect probability ratios. Therefore, the network is converted into a linear
programming problem for which the feasibility is shown to be equivalent to the existence of the
desired weak combined transition. The idea is to convert the flow network into the canonical
LP problem and then add the balancing constraints that force the “flow” to split according to
transition probability measures.
Definition 3 (cf. [HT12, Def. 6])
No \volume defined!

For a 6= τ, the LP(t, a, µ, R) Linear Programming problem
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associated to the network graph (V, E) = G(t, a, µ, R) is defined as follows:
max ∑(x,y)∈E − fx,y
subject to
fu,v ≥ 0
for each (u, v) ∈ E
fM,t = 1
fC ,H = µ(C )
for each C ∈ S/R
f
−
f
=
0
for
each v ∈ V \ {M, H}
∑u∈{ x|(x,v)∈E } u,v ∑u∈{ y|(v,y)∈E } v,u
τ
0
fvtr ,v0 − ρ(v ) · fv,vtr = 0
for each tr = v −→ ρ ∈ D and v0 ∈ Supp(ρ)
τ
for each tr = v −→ ρ ∈ D and v0 ∈ Supp(ρ)
fvtra ,v0a − ρ(v0 ) · fva ,vtra = 0
a
fvtra ,v0a − ρ(v0 ) · fv,vtra = 0
for each tr = v −→ ρ ∈ D and v0 ∈ Supp(ρ)
In the LP problem described in Def. 3, the objective function maximises the total sum of
negated flow routed along the arcs of the network. In fact, the total flow is described as the
sum of negated flow variables which are positive themselves and this prevents sending a large
amount of flow over disconnected components of the network or over cycles that can be ignored.
Furthermore, in the LP, there are two different sets of constraints. The first set is the ordinary
set of flow conservation constraints which require the total flow incoming and outgoing a node
of the network to be equal. The second set is the set of balancing constraints that require the
entering amount of flow to a transition node to be distributed based on probabilities assigned to
the outgoing arcs.
It is easy to observe that the LP(t, a, µ, R) LP problem has size that is quadratic in the size
N = max{|S|, |D|} of A : the number of variables is at most 3N 2 + 5N + 1 while the number of
constraints is at most 6N 2 + 11N + 2. It is worthwhile to spell out the amount of transition, state,
and class nodes of the network G(t, a, µ, R): there are at most 2|D| transition nodes, at most 2|S|
state nodes, and at most |S| class nodes.
The equivalence of LP problem and weak transition is formalised by Theorem 8 and Corollary 9(1) of [HT12]:
a

Proposition 1 A weak combined transition t =⇒c µt such that µ L (R) µt exists if and only if
the LP problem LP(t, a, µ, R) has a feasible solution.

4

Efficiency of Solving the LP Problem

The analysis of the LP(t, a, µ, R) LP problem formalised in [HT12, Thm. 7] considers only the
theoretical complexity class the problem belongs to while it does not address how efficiently the
LP problem can indeed be solved. In order to arrive at a precise characterisation of the problem
efficiency, we establish a connection between the probabilistic verification community and the
combinatorial optimisation community. We first intend to make precise the theoretical worst
case running time needed to solve the LP problem. Then we focus on the practical aspects and,
by modifying the LP problem as a flow network problem, we show that the underlying network
structure can be exploited to solve the LP efficiently via an algorithm in the network optimisation
setting.
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4.1

Efficiency of Solving the LP Problem: Theory

Deciding the existence of a weak combined transition in a probabilistic automaton can be done
in polynomial time [HT12, Thm. 7 and 8]. With the aim to refine this result, for instance finding
the sufficient conditions to have strong polynomiality, we discuss the problem in the context of
some restricted classes of probabilistic automata.
Definition 4 An algorithm runs in strongly polynomial time if the number of operations in the
arithmetic model of computation is not dependent on the size of the input instances and it can be
bounded by a polynomial of the number of input instances.
The linear programming problem is a prominent problem for which it is not known if it admits
a strongly polynomial time algorithm. Using polynomial algorithms for solving linear programming problems, e.g., ellipsoid method [Kha79] or interior point method [Kar84] as a subroutine,
Tardos [Tar86] showed that combinatorial LPs can be solved strongly polynomially. Further,
Adler et al. [AC91] generalized this class of LPs and showed that for the LPs whose constraint
set is a pre-Leontief substitution system, the optimal solution can be computed in strongly polynomial time.
We consider these two sub-classes of probabilistic automata:
Definition 5 Given a family of PAs {Ak }k∈N , we say that {Ak }k∈N is
• rational if for each k ∈ N it holds that for each (s, a, µ) ∈ Dk and v ∈ Supp(µ), µ(v) ∈ Q,
• polynomially representable if {Ak }k∈N is rational and there exists a polynomial P such that
a
for each k ∈ N and each transition s −→ µ ∈ Dk , it holds that lcm{ dv | v ∈ Supp(µ), µ(v) =
nv
nv
dv ∈ Q, dv is irreducible } ≤ P(Nk ) where Nk = max{|Sk |, |Dk |}.
We extend the above notions to each A ∈ {Ak }k∈N in the obvious way; for instance, we say
that A is polynomially representable if A is part of a family that is polynomially representable.
Rational automata We start our analysis with the class of rational PAs and we look for the best
achievable worst case complexity of solving the LP problem LP(t, a, µ, R) via a reformulation
that reduces the size of LP(t, a, µ, R). This is important because the worst case complexity of any
LP solver depends on the number of variables and constraints. Therefore, having a smaller LP
assists us to reach a better worst case complexity in particular for the LP problems corresponding
to large scale probabilistic automata. To reach our goal, we modify the network provided in
Def. 2 and we reformulate the original LP problem on the basis of these changes.
Consider the network G(t, a, µ, R) and let G (t, a, µ, R) be a directed network which is generated from the network G(t, a, µ, R) by removing the source node M and the sink node H; let
V = V \ {M, H} and E = E \ ({(M,t)} ∪ { (C , H) | C ∈ S/R }) be the set of vertices and directed arcs of G (t, a, µ, R), respectively. Moreover, let E¯ ⊆ E be the set E¯ = { (vtr , v0 ), (vtra , v0a ) |
τ
a
tr = v −→ ρ ∈ D, v0 ∈ Supp(ρ) } ∪ { (vtra , v0a ) | tr = v −→ ρ ∈ D, v0 ∈ Supp(ρ) }. Then, we define ρi j = µtr (v0 ) as the proportionality coefficient corresponding to the arc (i, j) ∈ E¯ where
(i, j) = (vtr , v0 ) or (i, j) = (vtra , v0a ). Since in both original and modified networks each arc in E¯
belongs to a single transition, the corresponding proportional coefficient is uniquely determined.
No \volume defined!
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For each node u ∈ V , let bu be a supply/demand value, that is, if bu > 0 the node u is a supply
node and if bu < 0 the node u is a demand node. For the network G (t, a, µ, R), we define bu for
each node u ∈ V so as to take value 1 if u = t, value −µ(C ) if u = C ∈ S/R and 0 otherwise.
It is immediate to see that ∑u∈V bu = 0. This fact can be seen as a feasibility condition in the
corresponding flow network [AMO93]. For s ∈ T , assume As to be the set of all arcs in the
node-arc incidence matrix A that should have proportional flow. We define Ã to be the subset of
S
arcs in A that do not belong to any set As for s ∈ T . More precisely, Ã = A \ s∈T As . Based on
the definitions, the LP(t, a, µ, R) LP problem can be reformulated as follows:
LP1: min
s.t.

∑(i, j)∈E fi j
∑(i, j)∈E fi j − ∑( j,i)∈E f ji = bi
fi j
ρi j are all equal
fi j ≥ 0

for each i ∈ V
(i, j) ∈ As , s ∈ T
for each (i, j) ∈ E

Lemma 1 The LP(t, a, µ, R) LP problem and LP1 are equivalent.
By assuming the unit flow cost ci j = 1 for each arc (i, j) ∈ E , the objective of this problem is
to minimise the total cost of routing the flow on network arcs subject to the ordinary flow conservation constraints, the proportional flow constraints corresponding to the balancing constraints
of the original LP problem, and the arc flow lower bounds.
It is worthwhile to note that there exists a proportional flow set for each transition node in
the network and that each arc may belong to at most one proportional flow set. The flow on the
arcs in each of these flow proportional sets can be regarded as a single decision variable. Using
this intuition, let ai j denotes the column corresponding to the arc (i, j) in the node-arc incidence
matrix of the network G (t, a, µ, R) and let as = ∑(i, j)∈As ρi j ai j for each s ∈ T . We denote by akij
and aks the k-th component of the vectors ai j and as , respectively. By using the new notations,
LP1 can be reformulated as the following LP problem which can be seen as an adaption of the
LP in [BF12].
LP2: min
s.t.

∑(i, j)∈Ã fi j + ∑s∈T fs
∑(i, j)∈Ã fi j − ∑( j,i)∈Ã f ji + ∑s∈T ais fs = bi
fi j ≥ 0
fs ≥ 0

for each i ∈ V
for each (i, j) ∈ Ã
for each s ∈ T

Lemma 2 LP1 and LP2 are equivalent.
Since both LP1 and LP2 are equivalent to the LP(t, a, µ, R) LP problem, we exploit the structure of LP2 to improve the efficiency of checking for a solution of LP(t, a, µ, R), so we improve
as well the complexity of deciding probabilistic weak bisimulation since, similarly to the other
combinatorial optimisation problems, it is very important to have a clear intuition about the best
worst case complexity of the problem under consideration. Amongst all available versions of
polynomial algorithms for solving a linear programming problem, we use a state-of-the-art polynomial interior point method [Ans99] which does perform well in practice and also, to the best
of the knowledge of the authors, it has the best worst case complexity. Implementing the mentioned interior point method directly on the original LP problem would not give us the best worst
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No \volume defined!

On the Efficiency of Deciding
Probabilistic Automata Weak Bisimulation

case complexity since the running time of this method depends on the number of variables as
well as on the bit size of the problem: the number of variables in LP(t, a, µ, R) is O(N 2 ) while
the number of variables in LP2 is instead a linear order of the number of nodes in the network
which is O(N), where N is the size of the automaton A . This is an outstanding reduction in the
worst case complexity especially for large probabilistic automata which is achieved by taking
advantage of the LP2 formulation of the original LP(t, a, µ, R) LP problem.
Theorem 1 Consider a rational PA A , the action a, the probability measure µ ∈ Disc(S),
the equivalence relation R on S and a state t ∈ S. Let N = max{|S|, |D|}. Then, checking the
3
feasibility of the LP(t, a, µ, R) LP problem can be done in O( lnNN L) where L is the bit size of the
problem.
Since the best worst case running time essentially depends on the type of the polynomial
algorithm used to solve the LP, any improvement in the LP solution leads to a better worst case
complexity of the weak bisimulation decision problem.
It is worthwhile to note that, when the rational PA A is polynomially representable, then each
probability value can be represented with a polynomial number of bits, thus the complexity stated
3
in Theorem 1 reduces to O( lnNN P(N)) for some polynomial P in N, i.e., it is strongly polynomial.
Non-rational automata The class of rational probabilistic automata, as far as the authors
know, encompasses all PAs that have appeared in practical applications. One may nevertheless
consider relevant also the analysis of PAs with real valued probabilities.
One possible way to represent LP problems with real data is to use a model of computation
that can perform any elementary arithmetic operation in constant time, regardless of the type of
the operand. Another option is to encode reals as finite precision rationals. For a survey on the
theory of computation over real numbers we refer the reader to [BSS89, Bel01].
When using finite precision rationals, the representation of the PA must become approximate,
and still the size needed for this can no longer be guaranteed to be bounded by a polynomial.
If assuming the rational approximation scheme being employed by the user, we are back to the
rational setting for the LP solution process, and it is left to the user to interpret the outcome
on the real valued PA. If instead the algorithm performs the approximation prior to solving the
induced LP problem, the user may in general be lacking knowledge on how to extend the result
back to the original real valued PA.

4.2

Efficiency of Solving the LP Problem: Practice

We now consider the practical efficiency of deciding probabilistic automata weak bisimulation.
To this aim, we first concentrate on the available algorithms that can be employed to solve the
problem and we show that, by using the underlying structure of the problem, checking the feasibility of the LP problem can be done more efficiently than just hiring a general purpose LP
solver. Afterwards we discuss other methods that are more efficient but that are not suitable for
solving the LP(t, a, µ, R) LP problem.
Modelling the described decision problem as a linear programming problem allows practitioners to use the omnipresent simplex method as an extremely efficient computational tool. It
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is worthwhile to note that the efficiency of the simplex method is measured as the number of
pivots needed to solve the LP problem. Moreover, practical experiments show that although
this method is highly efficient, there exist problems that require an exponential number of pivots. This means that the worst case theoretical complexity of the simplex method is exponential
time [KM72]. However, computational experience on thousands of real-world problems reveals
that the number of pivots is usually polynomial in the number of variables and of constraints. For
a comprehensive survey on the efficiency of the simplex method, we refer the interested reader
to [Sha87].
Since the LP1 problem is a minimum cost flow problem on the network G (t, a, µ, R) extended
with an additional set of proportional flow constraints, we consider the usage of efficient algorithms that solve the problem directly on the flow network itself. One such algorithm is the
network simplex algorithm [BF12] for the minimum cost proportional flow problem that improves the per iteration running time considerably with respect to the simplex method, as long
as the number of nodes in the network is at least an order of magnitude larger than the number
of side constraints in the LP [Cal02, MSJ11, BF12, MSJ13]. So, the network simplex algorithm
is a candidate for improving the running time required to solve LP1. However, the number of
side constraints coincides with the number of transition nodes in the LP1 problem. Since the
number of transitions in the automaton is usually larger than the number of states, we have that
the number of side constraints is linear in the number of nodes, and thus the above assumption
is not satisfied. Still, a more accurate analysis tells us that the per iteration running time of both
methods is in the same complexity class, as shown in Table 1. Since it is known that the network simplex algorithm without side constraints is better than the simplex method [AMO93], it
is worthwhile to consider its usage in an implementation.
Up to now, we have shown that the simplex method and the network simplex algorithm [BF12]
are quite competitive in solving the LP1. However, the embedded flow network structure in the
LP1 is the source of our motivation to emphasis on the practical efficiency of the network simplex
algorithm in solving the LP1. On the other hand, taking the dual of the equivalent LP2, allows
us to deal with a small sized LP which is still similar to a well known combinatorial problem by
itself. To clarify the point, consider the dual DLP2 of the LP2 problem:
DLP2: max

∑ bs πs
s∈V

s.t. πi − π j ≤ 1

∑

ats πt

≤1

for each (i, j) ∈ Ã

(1)

for each s ∈ T

(2)

t∈V

The number of variables and constraints in DLP2 is O(N) as well as the number of constraints in
LP1 whose number of variables is instead in O(N 2 ), so DLP2 is smaller than the original LP1.
This property has a deep impact when the number of transitions is remarkably more than the
number of states in the network. The dual LP can be solved very efficiently using a state-of-theart variant of the interior point method [Ans99]. This algorithm is a preconditioned conjugate
gradient (PCG) method combined with a partial updating procedure which works excellently in
practice as well. The algorithm is available in the famous software tools CPLEX and LOQO.
Furthermore, DLP2 has itself a combinatorial structure, that is, it is the dual of the well known
shortest path problem although with additional side constraints. Taking the advantage of this
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Table 1: Complexity comparison
LP(t, a, µ, R)

LP1

LP2

DLP2

Variables/Arcs
n
O(N 2 )
O(N 2 )
O(N)
O(N)
2
m
O(N )
O(N)
O(N)
O(N)
Constraints
Proportional Flow Sets
p
not applicable O(N) not applicable not applicable
n0
O(N 2 )
O(N)
O(N)
O(N)
Free Arcs
4
3
2
Simplex Method
O(nm)
O(N )
O(N )
O(N )
O(N 2 )
Network Simplex Algorithm [MSJ13] O(n0 + mp + p3 ) not applicable O(N 3 ) not applicable not applicable

combinatorial property may help in the design of a more efficient algorithm to solve the problem.
Table 1 summarises the size of the proposed LP problems and the per-iteration complexity of
the simplex method and of the network simplex algorithm.
Since each variable in the LP problem corresponds to an arc in the network, we identify by n
both variables and arcs; on networks, each arc either belongs to a proportional flow set or is a
free arc. The computational comparison of three LPs is based on N, the size of the automaton
A , and the smaller problem is DLP2 that is at least one degree smaller than other LPs, making it
the convenient input for the LP solver. Now, consider the LP1 problem where both the simplex
method and the networks simplex algorithm can be used where the latter is faster than the former
√
provided that p ∈ O( m) [MSJ11]. Although, different variants of the simplex method can
terminate using the anti-cycling rules [BT97]; however, they may run in an exponential number
of iterations. In spite of that, in practice, the simplex algorithm can terminate in a polynomial
number of iterations [KM72]. Therefore, it makes it very important to try to reduce the periteration time complexity of the simplex method. Now, consider the LP1 problem where both
the simplex method and the networks simplex algorithm can be used where the latter is faster
√
than the former provided that p ∈ O( m) [MSJ13]. Despite the fact that this requirement is not
satisfied by LP1, both algorithms are worthwhile to be considered for an implementation since
the per-iteration complexity is in the same complexity class for both methods.

5

Conclusion

This paper considers deciding PA weak bisimulation which is known to be polynomial [HT12].
We showed that the decision problem can be solved strongly polynomially for polynomially
representable PAs. After a survey of available polynomial algorithms to solve an LP problem,
we established an upper bound on the worst case complexity of the decision problem for general
PA. For the practical efficiency, we demonstrated that a small modification of the LP discussed
in [HT12] enables taking advantage of the underlying network structure to improve the practical
efficiency of solving the problem. As such, the results of this paper allow a number of directions
for further research: the first and foremost next step is a comprehensive empirical evaluation
and comparison of the methods discussed in this paper on real world PAs. Furthermore, the
network simplex algorithm specialised for the minimum cost flow problem with additional side
constraints can be seen itself as another research direction. In fact, designing a new data structure
to be able to deal with a large number of additional side constraints has not only a very important
contribution in theoretical setting but also it improves the practical efficiency of the decision
No \volume defined!
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problem under our consideration. Finally, we intend to work on the dual LP itself. The latter has
similarity to the combinatorial shortest path problem [AMO93]. This may lead to a very efficient
combinatorial algorithm to solve the decision problem.
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Abstract: Linearisability has become the standard correctness criterion for concurrent data structures, ensuring that every history of invocations and responses of
concurrent operations has a matching sequential history. Existing proofs of linearisability require one to identify so-called linearisation points within the operations
under consideration, which are atomic statements whose execution causes the effect
of an operation to be felt. However, identification of linearisation points is a nontrivial task, requiring a high degree of expertise. For sophisticated algorithms such
as Heller et al’s lazy set, it even is possible for an operation to be linearised by the
concurrent execution of a statement outside the operation being verified. This paper
proposes a method for verifying linearisability that does not require identification
of linearisation points. Instead, using an interval-based logic, we show that every
behaviour of each concrete operation over any interval is a possible behaviour of
a corresponding abstraction that executes with coarse-grained atomicity. This approach is applied to Heller et al’s lazy set to show that verification of linearisability
is possible without having to consider linearisation points within the program code.
Keywords: Linearisability, Interval-based verification, Fine-grained atomicity

1

Introduction

Development of correct fine-grained concurrent data structures has received an increasing amount
of attention over the past few years as the popularity of multi/many-core architectures has increased. An important correctness criterion for such data structures is linearisability [HW90],
which guarantees that every history of invocations and responses of the concurrent operations on
the data structure can be rearranged without violating the ordering within a process such that the
rearranged history is a valid sequential history. A number of proof techniques developed over the
years match concurrent and sequential histories by identifying an atomic linearising statement
within the concrete code of each operation, whose execution corresponds to the effect of the operation taking place. However, due to the subtlety and complexity of concurrent data structures,
identification of linearising statements within the concrete code is a non-trivial task, and it is
even possible for an operation to be linearised by the execution of other concurrent operations.
An example of such behaviour occurs in Heller et al’s lazy set algorithm, which implements a set
as a sorted linked list [HHL+ 07] (see Fig. 1). In particular, its contains operation may be linearised by the execution of a concurrent add or remove operation and the precise location of the
linearisation point is dependent on how much of the list has been traversed by the contains operation. In this paper, we present a method for simplifying proofs of linearisability using Heller
1

et al’s lazy set as an example.
An early attempt at verifying linearisability of Heller et al’s lazy set is that of Vafeiadis et al,
who extend each linearising statement with code corresponding to the execution of the abstract
operation so that execution of a linearising statement causes the corresponding abstract operation
to be executed [VHHS06]. However, this technique is incomplete and cannot be used to verify
the contains operation, and hence, its correctness is only treated informally [VHHS06]. These
difficulties reappear in more recent techniques: “In [Heller et al’s lazy set] algorithm, the correct
abstraction map lies outside of the abstract domain of our implementation and, hence, was not
found.” [Vaf10]. The first complete linearisability proof of the lazy set was given by Colvin et
al [CGLM06], who map the concrete program to an abstract set representation using simulation
to prove data refinement. To verify the contains operation, a combination of forwards and
backwards simulation is used, which involves the development of an intermediate program IP
such that there is a backwards simulation from the abstract representation to IP, and a forwards
simulation from IP to the concrete program. More recently, O’Hearn et al use a so-called hindsight lemma (related to backwards simulation) to verify a variant of Heller’s lazy set algorithm
[ORV+ 10]. Derrick et al use a method based on non-atomic refinement, which allows a single
atomic step of the concrete program to be mapped to several steps of the abstract [DSW11].
Application of the proof methods in [VHHS06, CGLM06, ORV+ 10, DSW11] remains difficult because one must acquire a high degree of expertise of the program being verified to correctly identify its linearising statements. For complicated proofs, it is difficult to determine
whether the implementation is erroneous or the linearising statements have been incorrectly chosen. Hence, we propose an approach that eliminates the need for identification of linearising
statements in the concrete code by establishing a refinement between the fine-grained implementation and an abstraction that executes with coarse-grained atomicity [DD12]. The idea of
mapping fine-grained programs to a coarse-grained abstraction has been proposed by Groves
[Gro08] and separately Elmas et al [EQS+ 10], where the refinements are justified using reduction [Lip75]. However, unlike our approach, their methods must consider each pair of interleavings, and hence, are not compositional. Turon and Wand present a method of abstraction in a
compositional rely/guarantee framework with separation logic [TW11], but only verify a stack
algorithm that does not require backwards reasoning.
Capturing the behaviour of a program over its interval of execution is crucial to proving linearisability of concurrent data structures. In fact, as Colvin et al point out: “The key to proving
that [Heller et al’s] lazy set is linearisable is to show that, for any failed contains(x) operation,
x is absent from the set at some point during its execution.” [CGLM06]. Hence, it seems counterintuitive to use logics that are only able to refer to the pre and post states of each statement (as
done in [VHHS06, CGLM06, DSW11, Vaf10]). Instead, we use a framework based on [DDH12]
that allows reasoning about the fine-grained atomicity of pointer-based programs over their intervals of execution. By considering complete intervals, i.e., those that cover both the invocation
and response of an operation, one is able to determine the future behaviour of a program, and
hence, backwards reasoning can often be avoided. For example, Bäumler et al [BSTR11] use an
interval-based approach to verify a lock-free queue without resorting to backwards reasoning, as
is required by frameworks that only consider the pre/post states of a statement [DGLM04]. However, unlike our approach, Bäumler et al must identify the linearising statements in the concrete
program, which is a non-trivial step.
2

add(x):
A1: (n1, n3) :=
locate(x);
A2: if n3.val != x
A3:
n2:=
new Node(x);
A4:
n2.nxt := n3;
A5:
n1.nxt := n2;
A6:
res := true
A7: else res := false
endif;
A8: n1.unlock();
A9: n3.unlock();
A10: return res

remove(x):
R1: (n1, n2) :=
locate(x);
R2: if n2.val = x
R3:
n2.mrk := true;
R4:
n3 := n2.nxt;
R5:
n1.nxt := n3;
R6:
res := true
R7: else res := false
endif;
R8: n1.unlock();
R9: n2.unlock();
R10: return res

locate(x):
while (true) do
L1:
pred := Head;
L2:
curr := pred.nxt;
L3:
while (curr.val < x) do
L4:
pred := curr;
L5:
curr := pred.nxt enddo;
L6:
pred.lock();

L7:
L8:
L9:
L10:
L11:

contains(x):
C1: n1 := Head;
C2: while (n1.val < x)
C3:
n1 := n1.nxt
enddo;
C4: res := (n1.val = x)
and !n1.mrk
C5: return res

curr.lock();
if !pred.mrk and !curr.mrk
and pred.nxt = curr
return (pred, curr)
else pred.unlock();
curr.unlock() endif enddo

Figure 1: A lazy set algorithm [HHL+ 07]

An important difference between our framework and those mentioned above is that we assume a truly concurrent execution model and only require interleaving for conflicting memory
accesses [DD12, DDH12]. Each of the other frameworks mentioned above assume a strict interleaving between program statements. Thus, our approach captures the behaviour of program in
a multicore/multiprocesor architecture more faithfully.
The main contribution of this paper is the use of the techniques in [DD12] to simplify verification of a complex set algorithm [HHL+ 07]. This algorithm presents a challenge for linearisability
because the linearisation point of the contains operation is potentially outside the operation itself [DSW11]. We propose a method in which the proof is split into several layers of abstraction
so that linearisation points of the fine-grained implementation need not be identified. As summarised in Fig. 3, one must additionally prove that the coarse-grained abstraction is linearisable,
however, due to the coarse granularity of atomicity, the linearising statements are straightforward
to identify and the linearisability proof itself is simpler [DD12]. Other contributions of this paper
include a method for reasoning about truly concurrent program executions and an extension of
the framework in [DDH12] to enable reasoning about pointer-based programs, which includes
methods for reasoning about expressions non-deterministically [HBDJ13].

2

A list-based concurrent set

Heller et al [HHL+ 07] implement a set as a concurrent algorithm operating on a shared data
structure (see Fig. 1) with operations add and remove to insert and delete elements from the
set, and an operation contains to check whether an element is in the set. The concurrent
3

C1

∆p
remove(x)

∆q
∆u
∆

hx ∈ absSeti
v
(C2 ; C3)ω C4

return true

Abstract sequential program

return true

Linearisability proof

contains(x)
∆0q

Coarse-grained abstraction

add(y)

add(x)

Behaviour refinement

LazySet

Fine-grained implementation

s

Figure 2: contains(x) execution over ∆p returning true

Figure 3: Proof steps

implementation uses a shared linked list of node objects with fields val, nxt, mrk, and lck, where
val stores the value of the node, nxt is a pointer to the next node in the list, mrk denotes the
marked bit and lck stores the identifier of the process that currently holds the lock to the node (if
any) [HHL+ 07]. The list is sorted in strictly ascending values order (including marked nodes).
Operation locate(x) is used to obtain pointers to two nodes whose values may be used to
determine whether or not x is in the list — the value of the predecessor node pred must always
be less than x, and the value of the current node curr may either be greater than x (if x is not
in the list) or equal to x (if x is in the list). Operation add(x) calls locate(x), then if x is not
already in the list (i.e., value of the current node n3 is strictly greater than x), a new node n2 with
value field x is inserted into the list between n1 and n3 and true is returned. If x is already in the
list, the add(x) operation does nothing and returns false. Operation remove(x) also starts by
calling locate(x), then if x is in the list the current node n2 is removed and true is returned to
indicate that x was found and removed. If x is not in the list, the remove operation does nothing
and returns false. Note that operation remove(x) distinguishes between a logical removal,
which sets the marked field of n2 (the node corresponding to x), and a physical removal, which
updates the nxt field of n1 so that n2 is no longer reachable. Operation contains(x) iterates
through the list and if a node with value greater or equal to x is found, it returns true if the node
is unmarked and its value is equal to x, otherwise returns false.
The complete specification consists of a number of processes, each of which may execute
its operation on the shared data structure. For the concrete implementation, therefore, the set
operations can be executed concurrently by a number of processes, and hence, the intervals in
which the different operations execute may overlap. Our basic semantic model uses interval
predicates (see Section 3), which allows formalisation of a program’s behaviour with respect to
an interval (which is a contiguous set of times), and an infinite stream (that maps each time to
a state). For example, consider Fig. 2, which depicts an execution of the lazy set over interval
∆ in stream s, a process p that executes a contains(x) that returns true over ∆p , a process q
that executes remove(x) and add(y) over intervals ∆q and ∆0q , respectively, and a process u that
executes add(x) over interval ∆u . Hence, the shared data structure may be changing over ∆p
while process p is checking to see whether x is in the set.
Correctness of such concurrent executions is judged with respect to linearisability, the crux
of which requires the existence of an atomic linearisation point within each interval of an operation’s execution, corresponding to the point at which the effect of the operation takes place
4

[HW90]. The ordering of linearisation points defines a sequential ordering of the concurrent
operations and linearisability requires that this sequential ordering is valid with respect to the
data structure being implemented. For the execution in Fig. 2, assuming that the set is initially
empty, because contains(x) returns true, a valid linearisation corresponds to a sequential execution Seq1 =
“ add(x); contains(x); remove(x); add(y) obtained by picking linearisation points within ∆u , ∆p , ∆q and ∆0q in order. Note that a single concurrent history may be linearised by more than one valid sequential history, e.g., the execution in Fig. 2 can correspond to
the sequential execution Seq2 =
“ remove(x); add(x); contains(x); add(y). The abstract
sets after completion of Seq1 and Seq2 are {y} and {x, y}, respectively. Unlike Seq1 , operation
remove(x) in Seq2 returns false. Note that a linearisation of ∆0q cannot occur before ∆q because
remove(x) responds before the invocation of add(y).
Herlihy and Wing formalise linearisability in terms of histories of invocation and response
events of the operations on the data structure in question [HW90]. Reasoning about such histories
directly is infeasible, and hence, existing methods (e.g., [CGLM06, DSW11, VHHS06]) prove
linearisability by identifying an atomic linearising statement within the operation being verified
and showing that this statement can be mapped to the execution of a corresponding abstract
operation. However, due to the fine granularity of the atomicity and inherent non-determinism
of concurrent algorithms, identification of such a statement is difficult. The linearising statement
for some operations may actually be outside the operation, e.g., none of the statements C1-C5
are valid linearising statements of contains(x); instead contains(x) is linearised by the
execution of a statement within add(x) or remove(x) [DSW11].
As summarised in Fig. 3, we decompose proofs of linearisability into two steps, the first
of which proves that a fine-grained implementation refines a program that executes the same
operations but with coarse-grained atomicity. The second step of the proof is to show that the
abstraction is linearisable. The atomicity of a coarse-grained abstraction cannot be guaranteed
in hardware (without the use of contention inducing locks), however, its linearisability proof is
much simpler [DDH12]. Because we prove behaviour refinement, any behaviour of the finegrained implementation is a possible behaviour of the coarse-grained abstraction, and hence, an
implementation is linearisable whenever the abstraction is linearisable. Our technique does not
require identification of the linearising statements in the implementation.
A possible coarse-grained abstraction of contains(x) is an operation that is able to test
whether x is in the set in a single atomic step (see Fig. 6), unlike the implementation in Fig. 1,
which uses a sequence of atomic steps to iterate through the list to search for a node with value x.
Therefore, as depicted in Fig. 2, an execution of contains that returns true, i.e., C1; (C2; C3)ω ;
C4 ; return true, is required to refine a coarse-grained abstraction hx ∈ absSeti ; return true,
where C1 - C4 are the labels of contains in Fig. 1 and hx ∈ absSeti is a guard that is atomically
able to test whether x is in the abstract set. In particular, hx ∈ absSeti holds in an interval Ω and
stream s iff there is a time t in Ω such that x ∈ absSet.(s.t). Streams are formalised in Section 3.
Note that both hx ∈ absSeti and hx 6∈ absSeti may hold within ∆p ; the refinement in Fig. 2 would
only be invalid if for all t ∈ ∆p , x 6∈ absSet.(s.t) holds.
Proving refinement between a coarse-grained abstraction and an implementation is non-trivial
due to the execution of other (interfering) concurrent processes. Furthermore, our execution
model allows non-conflicting statements (e.g., concurrent writes to different locations) to be
executed in a truly concurrent manner. We use compositional rely/guarantee-style reasoning
5

CLoop(p, x)
Contains(p, x)

=
b ([(n1p 7→ val) < x] ; n1p := (n1p 7→ nxt))ω ; [(n1p 7→ val) ≥ x]
=
b cl1 : n1p := Head ; cl2 : CLoop(p, x) ;
cl3 : resp := (¬(n1p 7→ mrk) ∧ (n1p 7→ val) = x)

=
b (Head 7−→ (−∞, Tail, false, null)) ∧ (Tail 7−→ (∞, null, false, null))
d
S(p) =
b Jn1p , n2p , n3p , resp ( x:Z Add(p, x) u Remove(p, x) u Contains(p, x))ω K
←−−−−
Set(P) =
b JHead, Tail R ELY HTInit • kp:P S(p)K
HTInit

Figure 4: Formal model of the lazy set operations

[Jon83] to formalise the behaviour of the environment of a process and allow the execution of an
arbitrary number of processes in the environment. Note that unlike Jones [Jon83], who assumes
rely conditions are two-state relations, rely conditions in our framework are interval predicates
that are able to refer to an arbitrary number of states because the size of the interval is not fixed.

3

Interval-based framework

To simplify reasoning about the linked list structure of the lazy list, the domain of each state distinguishes between variables and addresses. We use a language with an abstract syntax that
closely resembles program code, and use interval predicates to formalise interval-based behaviour. Fractional permissions are used to control conflicting accesses to shared locations.
Commands. We assume variable names are taken from the set Var, values have type Val, addresses have type Addr =
“ N, Var ∩ Addr = ∅ and Addr ⊆ Val. A state over VA ⊆ Var ∪ Addr has
type StateVA =
“ VA → Val and a state predicate has type StateVA → B.
The objects of a data structure may contain fields, which we assume are of type Field. We
assume that every object with m fields is assigned m contiguous blocks of memory and use
offset: Field → N to obtain the offset of f ∈ Field within this block [Vaf07], e.g., for the fields of
a node object, we assume that offset.val = 0, offset.nxt = 1, offset.mrk = 2 and offset.lck = 3.
We assume the existence of a function eval that evaluates a given expression in a given state.
The full details of expression evaluation are elided. To simplify modelling of pointer-based
programs, for an address-valued expression ae, we introduce expressions ∗ ae, which returns
the value at address ae, ae·f , which returns the address of f with respect to ae. For a state σ ,
we define eval.(∗ ae).σ =
“ σ .(eval.ae.σ ) and (ae·f ).σ =
“ eval.ae.σ + offset.f . We also define
shorthand ae 7→ f =
“ ∗(ae·f ), which returns the value at ae·f in state σ .
Assuming that Proc denotes the set of process ids, for a set of variables Z, state predicate c,
variable or address-valued expression vae, expression e, label l, and set of processes P ⊆ Proc,
the abstract syntax of a command is given by Cmd below, where C, C1 , C2 , Cp ∈ Cmd.
Cmd

::= Idle | [c] | hci | vae := e | C1 ; C2 | C1 u C2 | Cω | kp:P Cp | JZ

CK | l: C

Hence a command is either Idle, a guard [c], an atomically evaluated guard hci, an assignment
vae := e, a sequential composition C1 ; C2 , a non-deterministic choice C1 uC2 , a possibly infinite
iteration Cω , a parallel composition kp:P Cp , a command C within a context Z (denoted JZ CK),
or a labelled command l: C. In JZ CK, the context Z is the set of variables that C may modify.
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A formalisation of part of the lazy set [HHL+ 07] using the syntax above is given in Fig. 4,
where P ⊆ Proc. Operations add(x), remove(x) and contains(x) executed by process p are
modelled by commands Add(p, x), Remove(p, x) and Contains(p, x), respectively. We assume
that n 7−→ (vv, nn, mm, ll) denotes (n 7→ val = vv) ∧ (n 7→ nxt = nn) ∧ (n 7→ mrk = mm) ∧ (n 7→
lck = ll). Details of Add(p, x) and Remove(p, x) are elided and the R ELY construct is formalised
in Section 5. Note that unlike the methods in [CGLM06, DSW11], where labels identify the
atomicity, we use labels to simplify formalisation of the rely conditions of each process, and
may correspond to a number of atomic steps. Furthermore, guard evaluation is formalised with
respect to the set of states apparent to a process (see Section 4), and hence, unlike [VHHS06,
CGLM06, DSW11], we need not split complex expressions into their atomic components. For
example, in [VHHS06, CGLM06, DSW11], the expression at C4 (Fig. 1) must be split into two
expressions curr.val = x and !curr.mrk to explicitly model the fact that interference may
occur between accesses to curr.val and curr.mrk.
Interval predicates. A (discrete) interval (of type Intv) is a contiguous set of time (of type
Time =
“ Z), i.e., Intv =
“ {∆ ⊆ Time | ∀t, t0 : ∆ • ∀u: Time • t ≤ u ≤ t0 ⇒ u ∈ ∆}. Using ‘.’ for function
application, we let lub.∆ and glb.∆ denote the least upper and greatest lower bounds of an interval
∆, respectively, where lub.∅ =
“ −∞ and glb.∅ =
“ ∞. We define inf.∆ =
“ (lub.∆ = ∞), fin.∆ =
“ ¬inf.∆
and empty.∆ =
“ (∆ = ∅). For a set K and i, j ∈ K, we let [i, j]K =
“ {k: K | i ≤ k ≤ j} denote
the closed interval from i to j containing elements from K. One must often reason about two
adjoining intervals, i.e., intervals that immediately precede or follow a given interval. We say ∆
adjoins ∆0 iff ∆ ∝ ∆0 , where
∆ ∝ ∆0 =
“ (∀t: ∆, t0 : ∆0 • t < t0 ) ∧ (∆ ∪ ∆0 ∈ Intv)
Note that adjoining intervals ∆ and ∆0 must be disjoint, and by conjunct ∆ ∪ ∆0 ∈ Intv, the union
of ∆ and ∆0 must be contiguous. Note that both ∆ ∝ ∅ and ∅ ∝ ∆ hold trivially for any interval ∆.
A stream of behaviours over VA ⊆ Var ∪ Addr is given by a total function of type StreamVA =
“
Time → StateVA , which maps each time to a state over VA. To reason about specific portions
of a stream, we use interval predicates, which have type IntvPredVA =
“ Intv → StreamVA → B.
Note that because a stream encodes the behaviour over all time, interval predicates may be
used to refer to the states outside a given interval. We assume pointwise lifting of operators
on stream and interval predicates in the normal manner, define universal implication g1 V g2 =
“
∀∆: Intv, s: Stream • g1 .∆.s ⇒ g2 .∆.s for interval predicates g1 and g2 , and say g1 ≡ g2 holds iff
both g1 V g2 and g2 V g1 hold. Like Interval Temporal Logic [Mos00], we may define a number
of operators on interval predicates, e.g., if g ∈ IntvPredVA , ∆ ∈ Intv and s ∈ StreamVA :
(2g).∆.s =
“ ∀∆0 : Intv • ∆0 ⊆ ∆ ⇒ g.∆0 .s
(g).∆.s =
“ ∃∆0 • ∆0 ∝ ∆ ∧ g.∆0 .s
We define two operators on interval predicates: chop, which is used to formalise sequential
composition, and ω-iteration, which is used to formalise a possibly infinite iteration (e.g., a
while loop). The chop operator ‘;’ is a basic operator on two interval predicates [Mos00, DDH12,
DH12], where (g1 ; g2 ).∆ holds iff either interval ∆ may be split into two parts so that g1 holds
in the first and g2 holds in the second, or the least upper bound of ∆ is ∞ and g1 holds in ∆. The
latter disjunct allows g1 to formalise an execution that does not terminate. Using chop, we define
the possibly infinite iteration (denoted gω ) of an interval predicate g as the greatest fixed point
of z = (g ; z) ∨ empty, where the interval predicates are ordered using ‘V’ (see [DHMS12] for
details). Thus, we have:
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∃∆1 , ∆2 : Intv • (∆ = ∆1 ∪ ∆2 ) ∧
(g1 ; g2 ).∆.s =
“
∨ (inf ∧ g1 ).∆.s
(∆1 ∝ ∆2 ) ∧ g1 .∆1 .s ∧ g2 .∆2 .s
gω =
“ νz • (g ; z) ∨ empty
In the definition of g1 ; g2 , interval ∆1 may be empty, in which case ∆2 = ∆, and similarly ∆2 may
empty, in which case ∆1 = ∆. Hence, both (empty ; g) ≡ g and g ≡ (g ; empty) trivially hold.
An iteration gω of g may iterate g a finite (including zero) number of times, but also allows an
infinite number of iterations [DHMS12].
Permissions and interference. To model true concurrency, the behaviour of the parallel composition between two processes in an interval ∆ is modelled by the conjunction of the behaviours of
both processes executing within ∆. Because this potentially allows conflicting accesses to shared
variables, we incorporate fractional permissions into our framework [Boy03, DDH12]. We assume the existence of a permission variable in every state σ ∈ StateVA of type VA → Proc →
[0, 1]Q , where VA ⊆ Var ∪ Addr and Q denotes the set of rationals. A process p ∈ Proc has writepermission to location va ∈ VA in σ ∈ StateVA iff σ .Π.va.p = 1; has read-permission to va in σ
iff 0 < σ .Π.va.p < 1; and has no-permission to access va in σ iff σ .Π.va.p = 0.
We define R.va.p.σ =
“ (0 < σ .Π.va.p < 1) and W .va.p.σ =
“ (σ .Π.va.p = 1) and D.va.p.σ =
“
(σ .Π.va.p = 0) to be state predicates on permissions. In the context of a stream s, for any time
t ∈ Z, process p may only write to and read from va in the transition step from s.(t − 1) to s.t if
W .va.p.(s.t) and R.va.p.(s.t) hold, respectively. Thus, W .va.p.(s.t) does not give p permission
to write to va in the transition from s.t to s.(t + 1) (and similarly R.va.p). For example, to state
that process p updates variable v to value k at time t of stream s, the effect of the update should
imply ((v = k) ∧ W .v.p).(s.t).
One may introduce healthiness conditions on streams that formalise our assumptions on the
underlying hardware. We assume that at most one process has write permission to a location va
at any time, which is guaranteed by ensuring the sum of the permissions of the processes on va at
all times is at most 1, i.e., ∀s: Stream, t: Time • ((Σp∈Proc Π.va.p) ≤ 1).(s.t). Other conditions may
be introduced to model further restrictions as required [DDH12].

4

Evaluating state predicates over intervals

The set of times within an interval corresponds to a set of states with respect to a given stream.
Hence, if one assumes that expression evaluation is non-atomic (i.e., takes time), one must consider evaluation with respect to a set of states, as opposed to a single state. It turns out that
there are a number of possible ways in which such an evaluation can take place, with varying degrees of non-determinism [HBDJ13]. In this paper, we consider actual states evaluation, which
evaluates an expression with respect to the set of actual states that occur within an interval and
apparent states evaluation, which considers the set of states apparent to a given process.
Actual states evaluation allow one to reason about the true state of a system, and evaluates
an expression instantaneously at a single point in time. However, a process executing with finegrained atomicity can only read a single variable at a time, and hence, will seldom be able to
view an actual state because interference may occur between two successive reads. For example,
a process p evaluating ecl3 (the expression at cl3 ) cannot read both n1p 7→ mrk and n1p 7→ val in a
single atomic step, and hence, may obtain a value for ecl3 that is different from any actual value of
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ecl3 because interference may occur between reads to n1p 7→ mrk and n1p 7→ val. Therefore, we
define an apparent states evaluator that models fine-grained expression evaluation over intervals.
Our definition of apparent states evaluation does not fix the order in which n1p 7→ mrk and
n1p 7→ val are read. We see this as advantageous over frameworks that must make the atomicity
explicit (e.g., [VHHS06, CGLM06, DSW11]), which require an ordering to be chosen, even if
an evaluation order is not specified by the corresponding implementation (e.g., [HHL+ 07]). In
[VHHS06, CGLM06, DSW11], if the order of evaluation is modified, the linearisability proof
must be redone, whereas our proof is more general because it shows that any order of evaluation
is valid.
Evaluation over actual states. To formalise evaluators over actual states, for an interval ∆ and
stream s ∈ StreamVA , we define states.∆.s =
“ {σ : StateVA | ∃t: ∆ • σ = s.t}. Two useful operators
for a sets of actual states of a state predicate c are c and c, which specify that c holds in some
and all actual state of the given stream within the given interval, respectively.
( c).∆.s =
“ ∃σ : states.∆.s • c.σ
(c).∆.s =
“ ∀σ : states.∆.s • c.σ
Example 1. Suppose v is a variable, fa and fb are fields, and s is a stream such that the expression
(v 7→ fa, v 7→ fb) always evaluates to (0, 0), (1, 0) and (1, 1) within intervals [1, 4]N , [5, 10]N
and [11, 16]N , respectively, i.e., for example ((v 7→ fa, v 7→ fb) = (0, 0)).[1, 4]N .s. Thus, both
((v 7→ fa) ≥ (v 7→ fb)).[1, 16]N .s and ((v 7→ fa) > (v 7→ fb)).[1, 16]N .s may be deduced.
−
−
Using , we define ←
c and →
c , which hold iff c holds at the beginning and end of the given
interval, respectively.
←
−
→
−
c =
“ (c ∧ ¬empty) ; true
c =
“ true ; (c ∧ ¬empty)
Operators  and
cannot accurately model fine-grained interleaving in which processes are
are useful
able to access at most one location in a single atomic step. However, both  and
for modelling the actual behaviour of the system as well as the behaviour of the coarse-grained
abstractions that we develop. We may use  to define stability of a variable v, and invariance of
a state predicate c as follows:
−−−→
−
stable.v =
“ ∃k •  (va = k) ∧ (va = k)
inv.c =
“ →
c ⇒ c
Such definitions of stability and invariance are necessary because adjoining intervals are assumed
to be disjoint, i.e., do not share a point of overlap. Therefore, one must refer to the values at the
end of some immediately preceding interval.
Evaluation over states apparent to a process. Assuming the same setup as Example 1, if p is
only able to access at most one location at a time, evaluating (v 7→ fa) < (v 7→ fb) using the states
apparent to process p over the interval [1, 16]N may result in true, e.g., if the value at v·fa is read
within interval [1, 4]N and the value at v·fb read within [11, 16]N .
Reasoning about the apparent states with respect to a process p using function apparent is not
always adequate because it is not enough for an apparent state to exist; process p must also be able
to read the relevant variables in this apparent state. Typically, it is not necessary for a process to
be able to read all of the state variables to determine the apparent value of a given state predicate.
In fact, in the presence of local variables (of other processes), it will be impossible for p to read
the value of each variable. Hence, we define a function apparentp,W , where W ⊆ Var ∪Addr is the
set of locations whose values process p needs to determine to evaluate the given state predicate.
apparentp,W .∆.s =
“ {σ : StateW | ∀ va: W • ∃t: ∆ • (σ .va = s.t.va) ∧ R.va.p.(s.t)}
9



Using this function, we are able to determine whether state predicates definitely and possibly
hold with respect to the apparent states of a process. For a state predicate c, interval ∆, stream s
and state σ , we let accessed.c.σ denote the smallest set of locations (variables and addresses) that
S
must be accessed in order to evaluate c in state σ and define locs.c.∆.s =
“ t∈∆ accessed.c.(s.t).
For a process p, this is used to define (p c).∆.s, which states that c holds in all states apparent
to p in s within ∆. (Similarly ( p c).∆.s.)
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(p c).∆.s =
“ let W = locs.c.∆.s in ∀σ : apparentp,W .∆.s • c.σ
“ let W = locs.c.∆.s in ∃σ : apparentp,W .∆.s • c.σ
( p c).∆.s =
Continuing Example 1, if c =
“ ((v 7→ fa) ≥ (v 7→ fb)), we have (¬ p c).[1, 16]N .s holds, i.e.,
( p ¬c).[1, 16]N .s even though (c).[1, 16]N .s holds (cf. [DDH12, HBDJ13]). One may establish a number of properties on , ,  and [HBDJ13], for example p (c ∧ d) V p c ∧ p d
holds. Furthermore, for any process p, variable v, field f and constant k,
(1)

Behaviours and refinement

The behaviour of a command C executed by a non-empty set of processes P in a context Z ⊆ Var
is given by interval predicate behP,Z .C, which is defined inductively in Fig. 5. We use behp,Z
to denote beh{p},Z and assume the existence of a program counter variable pcp for each process
p. We define shorthand fin Idle =
“ E NF fin • Idle and inf Idle =
“ E NF inf • Idle to denote finite and
infinite idling, respectively and use the interval predicates below to formalise the semantics of
the commands in Fig. 5.


=
“ ® p c ∧ behp,Z .Idle
behp,Z\{va} .Idle ∧ ¬empty ∧ (va = k ∧ Wp .va)
if va ∈ Var
updatep,Z (va, k) =
“
behp,Z\{va} .Idle ∧ ¬empty ∧ ((∗va) = k ∧ Wp .va) if va ∈ Addr
To enable compositional reasoning, for interval predicates r and g, and command C, we introduce two additional constructs R ELY r • C and E NF g • C, which denote a command C with a rely
condition r and an enforced condition g, respectively [DDH12].
We say that a concrete command C is a refinement of an abstract command A iff every possible
behaviour of C is a possible behaviour of A. Command C may use additional variables to those
in A, hence, we define refinement in terms of sets of variables corresponding to the contexts of
A and C. In particular, we say A with context Y is refined by C with context Z with respect to
a set of processes P (denoted A vY,Z
P C) iff behP,Z .C V behP,Y .A holds. Thus, any behaviour
of the concrete command C is a possible behaviour of the abstract command A. This is akin to
operation refinement [RE96], however, our definition is with respect to the intervals over which
the commands execute, as opposed to their pre/post states. We write A vZP C for A vZ,Z
P C, write
Y,Z
∅
Y,Z
A vP C for A vP C, and write A vp C for A v{p} C.
The next lemma states that an assignment of state predicate c to a variable v may be decomposed to a guard [c] followed by an assignment of true to v and a guard [¬c] followed by an
assignment of false to v. Furthermore, one may move the frame of a command into the refinement relation.
evalp,Z .c
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=
b ∀va: Z • ¬W .va.p
behP,Z .(C1 ; C2 ) =
b behP,Z .C1 ; behP,Z .C2
beh
.(C
u
C
)
=
b behP,Z .C1 ∨ behP,Z .C2
=
b
c
∧
beh
.
Idle
P,Z
1
2
p
p,Z
behP,Z .(R ELY r • C) =
b r ⇒ behP,Z .C
=
b
c ∧ behp,Z .Idle
behP,Z .(E NF g • C) =
b g ∧ behP,Z .C
=
b (behP,Z .C)ω
=
b (pcpß= l) ∧ behp,Z .C
∃k • evalp,Z .(e = k) ; updatep,Z (v, k)
if vae ∈ Var
behp,Z .(vae := e) =
b
∃k, a • evalp,Z .(vae = a ∧ e = k) ; updatep,Z (a, k) otherwise
behP,Z
b
.(kp:P Cp ) =
true
if P = ∅




beh
.C
if P = {p}

p,Z
p

∃P , P , S , S • (P ∪ P = P) ∧ (P ∩ P = ∅) ∧ P 6= ∅ ∧ P 6= ∅ ∧
otherwise
1 2 1 2
1
2
1
2
1
2
Idle
,
inf
Idle
}
∧
S
∈
{
fin
Idle
,
inf
Idle
}
∧
S
∈
{
fin

2
1



(S1 = inf Idle ⇒ S2 6= inf Idle) ∧



behP1 ,Z .((kp:P1 Cp ) ; S1 ) ∧ behP2 ,Z .((kp:P2 Cp ) ; S2 )
b (Z ∩ Y = ∅) ∧ behP,Z∪Y .C
behP,Z .JY CK =

behp,Z .Idle
behp,Z .[c]
behp,Z .hci
behP,Z .Cω
behp,Z .(l: C)

Figure 5: Formalisation of behaviour function

Lemma 1 Suppose c is a state predicate, v ∈ Var, W, X ⊆ Var, Y, Z ⊆ Var ∪ Addr, p ∈ Proc,
P ⊆ Proc and A and C are commands. Then
1. v := c vZp ([c] ; v := true) u ([¬c] ; v := false), and
C and W ⊆ (X ∪ Z) and W ∩ Y = ∅ = X ∩ Z.
2. JW AK vPY,Z JX CK provided A vW∪Y,X∪Z
P
The next theorem establishes a Galois connection between rely and enforced conditions [DDH12].
•
Theorem 1 (R ELY r • A) vPY,Z C ⇔ A vY,Z
P (E NF r C)

When modelling a lock-free algorithm [CGLM06, DSW11, VHHS06], one assumes that each
process repeatedly executes operations of the data structure, and hence the processes of the system only differ in terms of the process ids. For such programs, a proof of the parallel composition
may be decomposed using the following theorem [DD12].
Theorem 2 If p ∈ Proc, Y, Z ⊆ Var ∪ Addr, and A(p) and C(p) are commands parameterised
by p, then (R ELY g • kp:P A(p)) vPY,Z (kp:P C(p)) holds if for some interval predicate r and some
p ∈ P and Q =
“ P\{p} both of the following hold.
R ELY g ∧ r • A(p) vY,Z
C(p)
p
g ∧ behQ,Z .(kq:Q C(q))

6

V

r

(2)
(3)

Verification of the lazy set

Details of the proof are presented in [DD13]. Here, we only present a high-level overview of
the proof and its decomposition (see Section 7). Furthermore, because (as already mentioned)
verification of linearisability of contains is known to be difficult using frameworks that only
11

ϕ k+1 .ua.σ
RE.ua.vb.σ
setAddr.σ
absSet.σ

=
b
=
b
=
b
=
b

if(k = 0) then ua else eval.((ϕ k .ua.σ ) 7→ nxt).σ

∃k: N • ϕ k .ua.σ = vb

a: Addr RE.Head.a.σ ∧ ¬eval.(a 7→ mrk).σ
v: Val ∃a: setAddr.σ • v = eval.(a 7→ val).σ

=
b (hx ∈ absSeti ; resp := true) u (hx 6∈ absSeti ; resp := false)
d
CGS(p) =
b Jresp ( x:Z (CGAdd(p, x) u CGRem(p, x) u CGCon(p, x)))ω K
←−−−−
CGSet(P) =
b JHead, Tail R ELY HTInit • kp:P CGS(p)K

CGCon(p, x)

Figure 6: A coarse-grained abstraction of contains

CGSet(P)

vP
Set(P)

Lemma 1
Theorem 2

R ELY r • CGS(p)
vHT
p
S(p)

Lemma 1

R ELY r • CGAdd(p, x)
vL,M
p
Add(p, x)
R ELY r • CGRem(p, x)
vL,M
p
Remove(p, x)

behQ,HT .(kq:Q S(q)) V r

R ELY r • CGCon(p, x)
vL,M
p
Contains(p, x)

Figure 7: Proof decomposition for the lazy set verification

consider the pre/post states [CGLM06, DSW11, Vaf10, VHHS06], we focus on its proof. A
coarse-grained abstraction of Set(P) in Fig. 4 is given by CGSet(P) in Fig. 6, where for example,
Contains is replaced by CGCon, which tests to see if x is in the set using an atomic (coarsegrained) guard, then updates the return value to true or false depending on the outcome of the
test. Details of CGAdd and CGRem are elided; we ask the interested reader to consult [DD13].
To prove refinement for Contains(p, x) in Fig. 7, we use Lemma 1 to replace Contains(p, x) by
CL ; ((clt3 : ([IN] ; resp := true)) u (clf3 : ([¬IN] ; resp := false)))
where label cl3 has been split into clt3 and clf3 for the true and false cases, respectively, and
IN =
“ ¬(n1p 7→ mrk) ∧ ((n1p 7→ val) = x)

CL =
“ cl1 : (n1p := Head) ; cl2 : CLoop(p, x)

We then distribute CL within the ‘u’, use monotonicity to match the abstract and concrete true
and false branches, then use monotonicity again to remove the assignments to resp from both
sides of the refinement. Thus, we are required to prove the following properties.
R ELY r • hx ∈ absSeti vL,M
CL ; clt3 : [IN]
P
R ELY r • hx 6∈ absSeti

vL,M
P

CL ; clf3 : [¬IN]

(4)
(5)

Proof of (4). This condition states that there must be an actual state σ within the interval in
which CL ; clt3 : [IN] executes, such that x ∈ absSet.σ holds, i.e., there is a point at which the
abstract set contains x. It may be the case that a process q 6= p has removed x from the set by
the time process p returns from the contains operation. In fact, x may be added and removed
several times by concurrent add and remove operations before process p completes execution
of Contains(p, x). However, this does not affect linearisability of Contains(p, x) because a state
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for which x ∈ absSet holds has been found. An execution of Contains(p, x) that returns true
would only be incorrect (not linearisable) if true is returned and (x 6∈ absSet) holds for the
interval in which CL ; clt3 : [IN] executes. Similarly, we prove correctness of (5) by showing that
is impossible for there to be an execution that returns false if (x ∈ absSet) holds in the interval
of execution.
Proof of (5). Using Theorem 1, we transfer the rely condition r to the right hand side as an
enforced property, define INV =
“ RE.Head.n1p ∨ (n1p 7→ mrk), and require that r implies:
inv.INV ∧ 2((pcp = cl3 ) ⇒ inv.(n1p 7→ mrk) ∧ ∀k: Val • inv.((n1p 7→ val) = k))

(6)

The behaviour of the right hand side of (4) simplifies to the following interval predicate using
assumption (6) and that r is assumed to split.
((n1p 7→ val) = x))))



¬(n1p 7→ mrk) ∧



(r ∧ behp,L .Idle) ; (r ∧ (INV ; (





Using assumption (6), it is possible to show that the second part of the chop implies the following,
where inSet(ua, x) =
“ RE.Head.ua ∧ ¬(ua 7→ mrk) ∧ (ua 7→ val = x) holds iff ua with value x is
in the abstract set.
−−−−−−−−−−−→
∃a: Addr • inSet(Head, a, x) ; ((n1p = a) ∧ ¬(a 7→ mrk) ∧ ((a 7→ val) = x))

2(∀k: N

•







This trivially implies the required result, i.e., that (x ∈ absSet).
To prove (5), as with (4), we use Theorem 1 to transfer the rely condition r to the right hand
side as an enforced property. By logic, the right hand side of (5) is equivalent to command
E NF r ∧ ((x ∈ absSet) ∨ (x 6∈ absSet)) • CL ; clf3 : [¬IN]. The (x 6∈ absSet) case is trivially
true. For case (x ∈ absSet), we require that r satisfies:
2((x ∈ absSet) ⇒ ∃a: Addr • inSet(Head, a, x))

ϕ k .Head

6= Tail ⇒

(ϕ k .Head

7→ val) <

(RE.n1p .Tail)

(ϕ k+1 .Head

(7)
7→ val))

(8)
(9)

By (7), in any interval, if the value x is in the set throughout the interval, there is an address
that can be reached from Head, the marked bit corresponding to the node at this address is
unmarked and the value field contains x. By (8) the reachable nodes of the list (including marked
nodes) must be sorted in strictly ascending order and by (9) the Tail node must be reachable from
n1p . Conditions (7), (8) and (9) together imply that there cannot be a terminating execution of
CLoop(p, x) such that clf3 : [¬IN] holds, i.e., the behaviour is equivalent to false.
The rely condition r for the proof of contains must imply each of (6), (7), (8) and (9). We
choose to take the weakest possible instantiation and let r be the conjunction (6) ∧ (7) ∧ (8) ∧
(9), which, as shown in Fig. 7, must be satisfied by the rest of the program. This proof is
straightforward by expanding the definitions of the behaviours and its details are elided.

7

Conclusions

We have developed a framework, based on [DDH12], for reasoning about the behaviour of a
command over an interval that enables reasoning about pointer-based programs where processes
13

may refer to states that are apparent to a process [HBDJ13]. Parallel composition is defined using conjunction and conflicting access to shared state is disallowed using fractional permissions,
which models truly concurrent behaviour. We formalise behaviour refinement in our framework, which can be used to show that a fine-grained implementation is a refinement of a coarsegrained abstraction. One is only required to identify linearising statements of the abstraction
(as opposed to the implementation) and the proof of linearisability itself is simplified due to the
coarse-granularity of commands. For the coarse-grained contains operation in Fig. 6, the guard
hx ∈ absSeti is the linearising statement for an execution that returns true and hx 6∈ absSeti the
linearising statement of an execution that returns false.
Our proof method is compositional (in the sense of rely/guarantee) and in addition, we develop
the rely conditions necessary to prove correctness incrementally. As an example, we have shown
refinement between the contains operation of the lazy set [HHL+ 07] and an abstraction of the
contains operation that executes with coarse-grained atomicity.
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Abstract: Network on Chip (NoC) has emerged as a promising architecture paradigm
for todays many-core systems. As complexity grows in NoCs, functional verification and performance prediction in the early stages of the design process are suggested as ways to reduce the fabrication cost. Formal methods have gained more
attention as alternative ways for analyzing NoC designs. In this paper we propose a
method to model different characteristics of the system, and also verify various functional and performance properties by generating the full state space of the model for
different scenarios. We present a formal model for two-dimensional mesh Globally Asynchronous Locally Synchronous (GALS) NoCs with four-phase handshake
communication protocol, using the actor-based modeling language Rebeca. Functional and timing behaviors, routing algorithm and communication protocol are captured in the model. Deadlock freedom, message arrival, and end-to-end packet latency are checked. In order to analyze large NoCs we propose a scalable approach
based on compositional verification for estimating maximum end-to-end packet latency. The compositional approach is specific for the XY-routing algorithm. Results
of verification are compared and matched to simulation results of HSPICE using
32nm technology.
Keywords: Network on Chip (NoC), Rebeca, Compositional verification, Actor
model

1

Introduction

Through technology shrinkage, multiprocessor systems on chips (MPSOCs) have emerged as
viable solution to the growing complexity. Network on chip (NoC) is a promising interconnection paradigm for these systems. Fully synchronous design of NoCs faces some problems.
Thus, Globally Asynchronous Locally Synchronous (GALS) NoC [ITR11] has gained attention
in designing of such systems. However, GALS-based NoCs encounter two main challenges: (1)
∗
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functional verification, to check if the desired properties are met, and (2) performance evaluation
in various stages of the design process to choose the proper design parameters.
As fabrication cost is high, it is desirable to tackle the two challenges before having the first
prototype and even in the early stages of design process. To do so, it is required to have a model
of the system with proper details, to perform model -based analysis. Moreover, using a technique
that allows for high abstraction in the model enables the designer to perform a series of analysis
in various stages of design process. However, to the best of our knowledge existing works do
not present a suitable model for a GALS NoC with enough detail to be verified against both
functional and performance properties.
This paper uses model checking to confront both challenges simultaneously and make use of
one model for verifying both functional and performance properties. A formal model for GALS
NoC is presented that can be used for estimating end-to-end packet latency, as well as checking
functional properties like deadlock freedom and successful arrival of packets to their destination.
Functional and timing behaviors, communication protocol, routing and scheduling algorithms
are considered in the model. Based on the properties of interest, the model can be extended to
support more details of the system.
One important point in asynchronous systems is that the lack of a reference clock leads to an
interleaved execution of processes. Therefore, in GALS NoCs, a sent packet might be delayed by
different number of disrupting packets and may have various end-to-end latencies. Thus, timing
analysis in these systems is required to enable making suitable design decisions to avoid deadline
miss for packets travelling through the network. For analysis of such systems it is essential
to consider all possible behaviors of the system and generate the whole state space. However,
existing work based on simulation techniques cannot be applied for exhaustive verification. Also,
ensuring correctness to a certain degree using simulation is highly time-consuming. Formal
methods and more specifically model checking are alternative approaches that can be used for
both performance evaluation and correctness checking and allow us to perform exhaustive search
in the state space [BHHK10].
Using an actor-based [Hew72] model with formal verification support allows us to model the
asynchronous behavior of GALS NoC naturally. Here, Timed Rebeca (Reactive Objects Language) [SAB04, KKK+ 12, SJ11] is used as the modeling language. Timed Rebeca is an actorbased modeling language capable of modeling functionalities and timing behaviors of asynchronous systems. In an actor model there are numbers of actors which are communicating via
message passing. Similarities between the computational model of Rebeca and GALS NoC,
leads us to a natural and easy to understand model.
Due to the asynchronous communication, applying an exhaustive verification on large NoCs
may result in state space explosion. To alleviate this problem we present a method based on
compositional verification. The method computes the maximum end-to-end latency in GALS
NoCs with XY routing algorithm in two steps. It breaks the path of a packet to its destination
into horizontal and vertical sub-paths and then performs latency estimation in each sub-path
separately. At the end, the results for each sub-path are combined to get latency estimation of
the whole path.
As an example of a NoC, we model and analyze ASPIN (Asynchronous Scalable Packetswitching Integrated Network) [SGM08], which is a fully asynchronous two-dimensional GALS
NoC design using XY routing algorithm. Our experimental results are compared to results of
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simulations for a 4 × 4 ASPIN. Comparisons show that our results match the results of simulations. In another example we performed some experiments to show how our method can be used
in making design decisions for memory location based on performance evaluation.
A general comparison between alternative analysis approaches, i.e. simulation and classical
analytical performance analysis, is given in [BHHK10]. To be more specific, comparing to the
works based on simulation this model can be used for exhaustive verification of different sizes
of NoC in the early stages of design process. Comparing to the works based on mathematical
and analytical analysis, this model considers hardware features including buffers and link delays,
buffer status and also communication protocol, and captures the asynchronous communication
paradigm. For a comparison with other formal methods that are applied for analyzing NoCs we
shall emphasize both on the modeling and model checking techniques. Our approach has the
advantage of using an actor-based model that due to its asynchronous computation model makes
modeling natural and flexible. Also, the verification tools can efficiently reduce the state space
that need to be checked, because specific actor-based reduction techniques are implemented
within the tools [SAB04, KKK+ 12]. The novelty of the present work is proposing a formal
verification approach based on actors for modeling and analyzing GALS NOC. Using Timed
Rebeca and the supporting tools we showed how GALS NOC can naturally be modeled and how
functional correctness, performance measures, and design problems can be easily formulated.
Our experiments show the validity, efficiency and scalability of our approach. In summary, the
contributions of this paper are:
1. Proposing a user-friendly and flexible method for actor-based modeling of GALS NoC using
Timed Rebeca where sufficient details can be added to the model based on the properties to be
verified.
2. Presenting a method for using formal verification tools of Rebeca for checking functional
and performance properties of NoCs which based on experiments has shown to work efficiently.
3. Using ASPIN to show our modeling and verification approach and comparing the results
with simulation-based experiments as a validity check for our approach.
4. Introducing a more scalable method based on compositional verification to predict the
maximum end-to-end latency of a sent packet specific for XY-routing.
The remainder of the paper is organized as follows. Section 2 contains related works. In
Section 3 preliminaries are introduced, and Section 4 presents ASPINs model in Rebeca. The
analysis using model checking as well as our compositional verification method is explained in
Section 5. Results are shown in Section 6 and the conclusion is presented in Section 7.

2

Related Work

There exists several works based on simulation for analyzing on-chip communications. Hardware simulators such as Nirgam [NIR] and gem5 [Gem11] can be used for analyzing NoCs.
However, with these tools it is not possible to model the details of GALS NoC functionality
with precise timing information. To the best of our knowledge none of the existing simulationbased tools can model and analyze asynchronous behaviours in these systems, since they are
non-exhaustive and cannot check all possible behaviours in asynchronous systems.
In various similar works, formal methods have been applied to simultaneously overcome
3 / 16

Volume X (2013)

Functional and Performance Analysis of NoCs using Actor-based modeling

the two specified challenges of functional verification and performance evaluation. An excellent overview on joining forces of model checking and performance evaluation is presented in
[BHHK10]. In [Mad09] deadlock detection for applications in MPSoC is performed, and a timed
automata model is used for performance evaluation. A Petri net model is presented in [NB12]
for performance evaluation of asynchronous circuits. In [CSH+ 10] functional behavior of a NoC
is modeled in Extended Timed Automata, and its router is verified against some functional properties. A refinement based approach is applied to model a 3-dimensional NoC in [KPSD11].
Timing behavior and also hardware parameters like write and read delays for buffer and link
delay are not considered in the model. In none of the above works GALS NoC was analyzed.
The first work for automatic synthesis of GALS-based systems has been done in 2008 at
Newcastle University [Das08]. In this work the Signal Transition Graph (STG) and System
Transition Synchronous Label are used. However, these models are not suitable for modeling
large systems, since their low level nature makes model of large systems very complicated. Also,
the computational model is not proper for performance evaluation. In [GAE11] Manchester and
Newcastle Universities defined the GAELS project in 2011. In this project they want to model
components of GALS NoC with elastic circuits using Petri net. In addition, in [Bul10, MS10]
Interactive Markov Chain (IMC) and Interactive Probabilistic Chain (IPC) have been used for
performance evaluation of such systems. The models are only used for performance evaluation,
and functional verification was not considered in these works. Moreover, IMC and IPC are used
in [CHLS10] to model a buffer used in NoC design. However, details of hardware timing and link
model are not mentioned. In [FTHJ09] an analytical method based on Markov chain stochastic
processes is proposed for computation of mean latency of the end-to-end communications via
a 2-dimensional mesh NoC. The method approximates the latency of crossing each core in the
path, assuming probabilities for the number of existing disrupting packets that want to pass from
the same output port. Using probabilities reduces the state space at the expense of losing the
buffer analysis.
In this paper, we use formal methods to perform functional verification and performance estimation on GALS NoC on the same model. In contrast to existing works based on formal methods, our model considers hardware details like link and buffer (read and write) delays. Also, the
model could be easily extended to contain more details in various stages of design flow and can
help the designer to make better architectural choices.

3
3.1

Preliminaries
ASPIN

ASPIN is a fully asynchronous two-dimensional mesh NoC with physically distributed routers
in each core. ASPIN uses the storage strategy of input buffering, and each input port is provided
by an independent FIFO buffer. Packets arrived from different sides (from neighboring routers
on four sides and the local core), are stored in the respective FIFO buffer. If there is more than
one request for an output port, a round robin policy is used for the arbitration.
ASPIN uses XY routing algorithm to route packets from input ports to output ports. Using
this algorithm, packets can only move along X direction first, and then along Y direction to reach
their destination. Communications between routers are established using four-phase handshake
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protocol. The protocol uses two signals namely Req and Ack. To transfer a packet, first, sender
sends a request by rising Req signal, and waits for an acknowledgment from the receiver. All
signals return to zero before the next packet could be sent[SF01].

3.2

Timed Rebeca

Rebeca is an actor-based modeling language with a Java-like syntax. Actors can be considered
as a reference model for concurrent computation. A Rebeca model consists of reactive classes
and a main part that contains instantiation of reactive objects (rebecs) from reactive classes.
Rebecs have encapsulated states and their own execution thread. Each rebec contains a set of
state variables, methods and a set of known rebecs with which it can communicate. States of
a rebec consists of the valuation of state variables. Communication is through asynchronous
message passing. Sending a message to a rebec will cause the invocation of corresponding
message server. Each rebec has an initialization method (like a constructor) with the same name
as the rebec which is executed while instantiating of the rebec. Parameters of this method are
used for initializing the rebec and its known-rebecs. Each rebec has a buffer, called a queue, for
arriving messages. The queues scheduling policy is FIFO. In each step a rebec is executed by
removing a message from the top of its queue and executing its corresponding message server.
The execution of a message server is an atomic execution of its body and may not be interleaved
with other message servers.
Timed Rebeca is an extension to Rebeca, capable of modeling timing and functional behaviors
of distributed reactive systems. In a Timed Rebeca model each rebec has its own local clock. The
local clocks can be considered as synchronized distributed clocks. The execution of message
servers is still atomic and can lead to progress of time in that rebec. To model timing behaviors
of a system like computation time, message delivery, message expiration, and period of event
occurrence the three below constructs are provided:
1. delay (t): this construct causes a delay of t time units.
2. after (t): this construct is paired with an invocation of a message server (method call), and
causes a message to be sent with a delay of t units of time (it does not cause a delay for the caller
rebec).
3. deadline (t): this construct is paired with an invocation of a message server (method call),
and the corresponding message will be purged from the queue after t time units.

4

Modeling NoC Using Timed Rebeca

To use model checking in our analysis, first, the system should be modeled using Timed Rebeca.
In this section, we present ASPIN model in Rebeca as a benchmark to be analyzed in Section 5.
In this work, we check two functional and one performance properties of GALS NoC:
- Deadlock freedom (in an application with specified traffic pattern)
- Successful arrival of each packet at its destination
- Estimation of maximum end-to-end packet latency
Focusing on the above properties we need to consider the topology of the communication, routing algorithm, buffer status, and communication protocol in the model, we also have to capture
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Figure 1: Pseudo code for Rebeca model of ASPIN

the timing behaviors. Considering these details, the full state space for a specific traffic pattern will be produced and checked for deadlock and the successful arrival of each packet. In
order to estimate maximum end-to-end packet latency, buffer delays and channel delays are also
considered in the model. Using an actor-based modeling language we can efficiently map the
constituents of GALS NoC, to actor model. Different elements of a GALS NoC can be modeled
as follows,
- Router: Each router can be mapped to an actor which communicates with other routers
through message passing. Delay for processing in a router, e. g. executing routing or scheduling
algorithms can be modeled by ”delay” construct. We can define some message servers to model
routing algorithms. An actor in Rebeca model is able to recognize who has invoked its message
server, thus the router can understand from which port a packet entered to a router and then decide to which router the packet should be sent. Similarly, to model scheduling algorithms we can
use message servers. Since ASPIN uses Round Robin scheduling algorithm, here we simply use
the scheduler of Timed Rebeca.
- Buffer: Router buffers can be seen as an array of elements (packets). We can use Rebec
queues to model buffers, and then keep track of the number of packets in the buffer by defining
a state variable as a counter for the number of elements in the buffer. Doing so, we always have
the number of packets in the buffer, thus being able to model adaptive and dynamic routings.
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Delay of writing and reading to/from buffers can be modeled by ”after” constructs.
- Packet: Since our work concentrate on analysis of the interconnection we only model a
packet with its identifier and its destination. We can use ”deadline” construct of Timed Rebeca,
if a packet has a specific deadline.
- Channel (Link): Channels can be simply modeled by message passing. Delay of passing
through a channel can be modeled using ”after” construct.
- Communication protocol: by defining appropriate message servers, we can model communication protocols of a GALS NoC.
Figure 1 shows a pseudo code for the Rebeca model of ASPIN. The code is available in
[NoC13]. As shown in the pseudo code the model consists of one reactive class Router, and
a main part. Instantiated rebecs of the reactive class Router are declared in the main part (as
shown for router r00 in Figure 1). The list of known rebecs and the parameters for initializing a
rebec (here, the address of a router) are given in the instantiation statement. In the pseudo code
we only show instantiation of one router, more routers can be defined like r00 to model a larger
NoC. Packets are generated in the Router method (the initial method) of each router. Packets
can be generated at any time. As illustrated in the pseudo code one packet is generated in r00 at
time t1 and another is generated in r20 at time t2 . Each packet only has a destination address and
identifier. Packets are transferred through channels, using four-phase handshake communication
protocol. We model channel functionalities by means of message passing in Rebeca. Fourphase handshake protocol is modeled using three message servers: reqSend, giveAck, and getAck.
A router calls its reqSend message server to send a request to its neighbors; reqSend requires
as parameter, a direction (srcPort) that determines in which input buffer the packet is stored,
a destination address (dstX and dstY) that shows the destination of the packet and the packet
Identifier (packId). The function XY-routing selects which neighbor router the packet should be
sent to, and then giveAck message server of the selected neighbor router is called.
Following four-phase protocol, request signal of the sender is raised until it receives an acknowledgment signal. While waiting for the acknowledgment signal, the router cannot send
any packet from that port. We assigned outEnable Boolean to each output port of the router
to model this functionality. Whenever a packet is sent from an output port, the corresponding
outEnable becomes false. For sending the acknowledgment signal the getAck message server is
invoked. The giveAck message server first checks the address of the destination of the packet. If
the address is the same as the current router, then the rebec will consume the packet. Otherwise,
it checks if the corresponding input buffer has enough capacity to store the packet, if there is
enough capacity the packet will be stored and an acknowledgement is sent to the sender by calling its getAck message server. Then, it will be sent to the other neighboring routers calling their
reqSend message server. If the buffer is full the packet will not be stored in receiver buffer and
the sender should wait for an acknowledgement from the receiver until the buffer has an empty
space.
To model the behavior of router buffers, we use the rebec queue to store all packets received
by a router and only keep track of the length of North, South, East and West buffers to have
buffer status at all time. Two arrays buffer and bufferFull are used to store the length of each
buffer and their status. In two message servers, reqSend and giveAck, the length of buffers are
changed. Writing and reading delays are also considered for buffers. Writing delay points to the
delay between entrance of a packet to an input buffer and the moment that a request is sent for an
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output port, i.e. it includes routing delay of the packet. Reading delay refers to the time between
a request to an output port and sending the packet to the neighbor router. In the pseudo code, t3
is the sum of writing delay, link delay and reading delay and t4 is link delay. To model storage
strategy of input buffering we assign inputEnable Boolean variable to each input buffer to prevent
sending a packet from an input port before getting the acknowledgement of the previously sent
packet.

5

Functional and Performance Analysis

In this phase, the model checker generates the whole state space, and then traces all execution
paths of the system to check if the given property is satisfied. Each execution path shows a
possible order of packet movement in the system. Thus, a model checker checks all possible
orders of packet movement in contrast to simulation techniques that checks random execution
paths, and hence random orders of packet movement.
We use Afra [Reb], the model checker of Rebeca, for verification of the specified functional
and performance properties. Verification of the properties using model checking is discussed in
Subsection 5.1 and Subsection 5.2. To tackle the problem of increasing number of states in large
NoCs, a method based on compositional verification is presented in Subsection 5.3.

5.1

Functional Verification

Deadlock Freedom: Verifying the model against deadlock freedom is straightforward in Afra.
Afra traces all possible states of the model to check for deadlock. A model has deadlock if it
contains a state that has no outgoing transition. If a deadlock occurs in a NoC it means that some
packets can no more be transmitted forward.
Successful Packet Sending: We consider two correctness properties regarding successful packet
sending. The first property, called Correctness 1 is to check whether a packet sent from a source
has reached its destination. For checking this property two state variables of type Boolean,
namely packetSent and packetReceived are added to the router model (Figure 1). In each router,
if a predefined packet is sent then packetSent becomes true, and if that packet is received by
its destination then packetRecieved of the destination becomes true. Also, it is needed to check
whether all packets in the network were sent through counting the number of sent packets. To
do so, a Boolean state variable allSent should be declared. It will become ”true” if the number
of sent packets is equal to the number of existing packets in the NoC. This property is referred
to as Correctness 2. To count the number of sent packets we can use a reactive class that is
known by all routers in the system and inform it each time a packet is sent. Therefore, to ensure
the successful arrival of all packets, the model checker traces all execution paths to check if the
following two properties holds in all of them,
Correctness 1 : ”If packetSent state variable of the source router of a packet becomes true, then
packetReceived state variable of the destination router will eventually become true.” (It can be
specified in LTL as: G (packetSent → F(packetReceived) ).)
Correctness 2 : ”Eventually allSent state variable becomes true.” (Specification in LTL: F(allSent).)
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5.2

Performance Evaluation

Estimation of the Maximum End-to-End Latency: Many packets may be produced in cores
and transferred to other cores. They may make disruption for each other when multiple packets
are competing to gain an output port at the same time; thus a packet may reach its destination
with different latencies. To gain the maximum end-to-end latency of a packet, we can add a
Boolean variable that becomes true when the packet reaches its destination, and then check the
variable after some time. We defined checkReceived message server and call it with an after(t)
command, just after sending the packet. Thus the model checker checks if in all execution
paths the targeted packet is received after t times. In Section 6, some scenarios are introduced
and verified to show how our method considers delays made by disruptions to a target packet.
We also have an example to show how our method can be used in making design decisions.
We evaluate the best memory location in an 8 × 8 ASPIN model such that we have the least
maximum memory access time.

5.3

Compositional Method to Estimate Maximum End-to-End Latency

The idea behind this method is to divide the path into sub-paths and then estimate the maximum
latency by evaluating latency of packets in each sub-path. To do so, possible packet paths should
be investigated precisely to find out which packets may make disruption for a transferring packet.
According to the XY routing algorithm a packet path is composed of two main sub-paths; vertical
sub-path and horizontal sub-path. In the following, these sub-paths are investigated to know how
the latency of a packet moving in these sub-paths depends on other moving packets.
Horizontal Sub-path. When a packet P moves along a row, it may be disrupted by two kinds
of disrupting packets as follows:
(a) Dependency 1, Packets moving in the same row: They may make disruption if they want to
get to the same port as P. For example if a disrupting packet arrives at a port just before P, it will
occupy the port and P should wait until the disrupting packet leaves the port, because the size of
output buffer is equal to 1. On the other hand because of using input buffering as storage strategy,
P may be delayed by packets that arrive in the input buffer before P, until they are sent and their
acknowledgements are received. So, in a row both packets moving in the same direction as P and
in the reverse direction may make disruption to packet P if they try to gain the South or North
ports.
(b) Dependency 2, Packets moving in other rows: A disrupting packet in a row may itself be
delayed by other packets; thus if a disrupting packet wants to turn to a column it may be delayed
by other packets in that column which are originated from other rows. This way, the latency of
P may depend on packets of other rows.
Vertical Sub-path. If a packet P moves in a column, it may be disrupted by packets as below:
(a). Dependency 3, Packets moving in the same column. According to XY routing algorithm,
packets of different rows can enter a column and compete to acquire ports. Only packets that
move in the same direction as P are able to make disruption to packet P, because, there are two
channels with reverse directions connecting two neighbor routers to each other.
(b) Dependency 4, Packets moving in other columns. As discussed before, packets of differ9 / 16
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ent rows can enter a column. Because different columns may have impact on the latency of
the packets of a row, latency of packet P while moving in a particular column relates to other
columns.
The compositional method should consider all the specified dependencies to work correctly.
Knowing the generation time of all packets, the compositional method gives an upper bound for
the maximum end-to-end latency of a packet P, initiated from (r1 , c1 ) to reach its destination in
(r2 , c2 ), where r1 , c1 and r2 , c2 are row and column numbers of source and destination of the
packet, respectively. The method is composed of two steps as follows:
Step 1 (Decomposition step). In this step all rows of a m × n NoC should be modeled as a
1 × n NoC (row models only differs from each other in the location and the time for generation
of packets) and then verified separately to determine when packets with their destination placed
in column c2 will arrive at column c2 . For verification of a row, all possible orders of packets
to gain a port are considered; thus, disruptions of packets moving in the same row as P (r1 ) are
considered (Dependency 1). As discussed before, the end-to-end latency of packet P may be
influenced by packets of other rows, if P is stored in an input buffer waiting for other packets in
the same input buffer wanting to turn to a column. We assume that in this situation P waits at
most t1 time units were t1 is the maximum time in the worst case with respect to the number of
packets moving in that column. In the worst case P should wait for all packets in that column to
be able to move to the next router in its path. By this approximation we consider the dependency
of packets moving in other rows (Dependency 2). The approximation can be more precise by
respecting the time that packets start moving along the column, but here we only introduce the
method using a simple and upper bound approximation. The same situation may occur for other
packets in other rows and they would make disruption for packet P. For example, in Figure 2, the
congestion caused by packet (6) and (7) results in delay in packet (5) and thus packet (5) makes
disruption for packet (1). To cover these situations, we consider the case where packets of each
row are delayed by some packets turning to a column, by t1 time units(Dependency 4).
Step 2 (Composition step). In this step column c2 is verified by taking into consideration all
packets moving in the same direction as P in this column; hence, all disruptions that may be
caused by packets in c2 are respected (Dependency 3).

6

Results

Results for functional verification and estimating the maximum latency are presented in Subsection 6.1 and Subsection 6.2. In Subsection 6.3 evaluation of memory location in NoC 8 × 8 using
our method is explained. In the following, five scenarios are introduced for a 4 × 4 ASPIN. The
first two scenarios are very similar. We only perform functional verification on them to show
a property violation in the system. The last three are verified against functional properties and
also the maximum end-to-end latency for a target packet, namely packet (1), is estimated. These
scenarios are selected in a way that covers all the dependencies introduced in Subsection 5.3.
Scenario 1: Three packets are generated; two packets sent from routers R00 and one from R10
to R11.
Scenario 2: In this scenario we assume that due to some faults in scenario 1, R10 does not send
Proc. AVoCS 2013
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Figure 2: 1) Scenario 4, 2) Scenario 5

Table 1: Results (number of states) for functional verification
Scenario

Deadlock f reedom

Correctness1

Correctness2

1
2
3
4
5

12
Not satisfied
24
193
2240

14
Not satisfied
25
194
2241

14
Not satisfied
25
194
2469

an acknowledgement.
Scenario 3: Packet (1) is sent from R00 to R23, and no other packets will make disruption.
Scenario 4: This scenario shows how the packet can be delayed in a row and in a column. Router
R10 generates packet (2) as soon as it receives packet (1), thus packet (2) may cause disruption
to packet (1). On the other hand R02 produces packet (3) in a way it reaches R22 at the same
time as packet (1), so packet (1) may be delayed by packet (3) too (Figure 2).
Scenario 5: Packet (1) is disrupted by packet (2), and packet (2) is itself disrupted because of
congestion in R21 (impact of congestion in a row on other rows). On the other hand, congestion
in R23 leads packet (5) to be blocked until packet (4) leaves the input port of R22. This may
results in disruption of packet (1) by packet (5), if they reach R32 at the same time (impact of
congestion in a column on other columns). (Figure 2)

6.1

Results for Functional Verification

Results for verifying the model against Deadlock freedom and Successful arrival of packets are
shown in Table 1. In each scenario, the model checker traces the full state space. The model
checking time for each scenario is between 1 to 3 seconds. As illustrated in Table 1 scenario 2
11 / 16
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Figure 3: Comparison of results for estimating latency using simulation, model checking and
compositional methods for scenarios 3 to 5

contains deadlock, because some packets wait forever. Therefore Correctness 2 property is also
violated and Correctness 1 only is satisfied for the packet sent from R10. All other scenarios
satisfy specified functional properties.

6.2

Results for Estimating the Maximum Latency

We used HSPICE1 simulation to validate our formal and compositional methods. As shown in
this section, the results of simulation match the results from formal and compositional methods
while effort for simulation is much higher. The reason is of course the more details that are considered in HSPICE. The similarity of the results shows that in spite of the fact that our methods
are not considering the same amount of details they are still eligible for the required measurements. By this comparison we show how using our method in the early stages of design can help
the designer to make suitable architectural decisions according to the performance parameters of
the system.
To compare our results to simulation results, we extract buffer read and buffer write delays
from HSPICE simulation of ASPIN for 32nm CMOS technology and normalized to C-element
Muller gate to convert them from Float to Integer. Delay of read and write operations on a
buffer are considered 19 and 6 time units, respectively. Producing and consuming a packet in
a core cause delays of 10 and 19 time units, respectively. We consider capacity of 2 entries
for input buffers and 1 for output buffers. Figure 3 shows results for estimating the maximum
latency of packet (1) in the specified scenarios compared to results of the simulation and results of
estimation using our compositional method. Both formal and compositional approaches consider
all execution paths of the scenarios to find the maximum latency for packet (1). Using Afra tool
we can find the execution path that violates a specified property. We use this capability and
1

The lowest level of simulation in hardware domain are done in HSPICE simulator. In this tool all details of
transistors and wires are considered.
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Figure 4: Example of memory locations in an 8×8 ASPIN; Cores C1 to C5 are the cores in which
memory access is a concern; M1, M2 and M3 are the candidate cores for memory placement;
Areas 1 and 2 are highly congested.

extract the execution path which generates the maximum end-to-end latency. To do so, we can
first use the method presented in Subsection 5.2 to find the maximum latency, say Lmax , and
then check the following property: ”The packet arrives at destination in less than Lmax time
units.” Obviously, the path with the maximum latency violates the above property and can be
extracted. Then we execute HSPICE simulator for the specified execution path to get the result
for maximum end-to-end latency for the same packet. Running each scenario in HSPICE that
traces only one path takes more than 24 hours on a system with Corei7, 2.6 GHz processor and
24GB of memory. In contrast running each scenario using formal techniques takes about 1 to 3
seconds. For the compositional method, it takes 1 to 3 seconds for each row and one column.
Results show packet latency increases when disruption occurs, but the amount of increase in
latency is not the same in all three methods (simulation, model checking and the compositional
method). The reason is that some delays in the system like the delay of scheduling have not
been considered in the formal model. In addition delay of routing varies in different scenarios
according to the number of gates being used in the router. Due to considering a fix routing delay
in our formal model, timing results for formal verification of scenario 3 is greater than that of
simulation (routing delay in some routers are less than our assumption). Comparison between
the results of formal method and our compositional method shows that the compositional method
can estimate an upper bound for maximum latency.

6.3

Evaluation of memory location in NoC

We use 8 × 8 ASPIN model to perform three experiments to evaluate the best memory location,
among three choices. Lets assume that we have five cores for which memory access time is a
concern due to their timing requirements. The goal is to choose the memory location that results
in the least memory access time for these cores, under specific traffic pattern of an application.
For each experiment, we use a different memory location, and thus the traffic pattern is the same
except for memory requests. Packets are almost evenly generated in the network; however the
congestion rate in areas 1 and 2, shown in Figure 4, is higher than other areas. To perform the
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Figure 5: Experimental results showing the maximum access times for each core, c1 to c5, in the
three experiments with different memory locations.

experiments we inject 40 packets in the network and set the packet generation time intervals in
the source cores in a way that results in high congestion in the areas 1 and 2. In the experiments
Exp. 1, Exp. 2, and Exp. 3 the locations M1, M2 and M3 are assumed to be where the memories are located respectively. Figure 4 illustrates the configuration of memory locations and the
cores. Under the specified traffic pattern the model checker verifies all possible order of packet
movement to find the maximum memory access time for each of the cores. Number of states and
transitions grow proportionally with the congestion in the system.
Memory placement will be affected by the routing algorithm and also traffic pattern used by an
application. Figure 5 shows that choosing M1 as memory location results in minimum average
maximum access times. Although M2 has the least average distance from the cores, the fact that
it is placed in the congestion area 1, and that we use XY routing algorithm causes the average
maximum latencies to be increased in Exp. 2 compared to Exp. 1. In fact using deterministic
routing algorithm XY leads to increase latency in highly congested traffic patterns. Our method
helps designer make suitable design decisions (e.g. find the best memory locations) according to
other design parameters, and performance requirements.

7

Conclusions

We presented a formal model based on actor model for a GALS NoC that can be analyzed from
two aspects of functionality and performance. The model was verified against two functional
properties, and also for estimating the maximum end-to-end packet latency. To alleviate the
problem of state explosion in the case of large NoCs, we presented a method based on compositional verification specific for NoCs that uses XY routing, which can be applied to estimate an
upper bound for the maximum end-to-end packet latency. In an example we showed how our
Proc. AVoCS 2013
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method can be used in making design decisions for memory location based on performance evaluation. Using formal methods enable us to apply an exhaustive verification in the early stages of
design in contrast to methods based on simulation. Comparing to other works based on formal
and mathematical techniques, our model considers hardware concept like buffer and link delays.
Therefore, being able to perform buffer analysis we can model adaptive and dynamic routings.
We used an approximation in our compositional method to predict the impact of a column on the
latency of a packet moving along a row. As a future work the approximation can be more accurate by considering the situation of packets of that column precisely. More work on performance
evaluation for answering more variety of questions is one of the main future directions of this
work.
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Abstract: Modal transition systems are a popular semantic underpinning of interface theories, such as Nyman et al.’s IOMTS and Bauer et al.’s MIO, which facilitate component-based reasoning of concurrent systems. Our interface theory MIA
repaired a compositional flaw of IOMTS-refinement and introduced a conjunction
operator. In this paper, we first modify MIA to properly deal with internal computations including internal must-transitions, which were largely ignored already
in IOMTS. We then study a MIA variant that adopts MIO’s pessimistic – rather
than IOMTS’ optimistic – view on component compatibility and define, for the
first-time in a pessimistic, non-deterministic setting, conjunction and disjunction
on interfaces. For the pessimistic MIA variant we also provide a mechanism for
extending alphabets when refining interfaces, which is a desired feature in practice.
We illustrate our advancements via a small example.
Keywords: Interface theory, modal transitions system, modal interface automata,
optimistic and pessmimistic view, interface refinement, alphabet extension.

1

Introduction

Interface theories [BMSH10, LNW07, LV13, RBB+ 11] are a key technology for the componentbased design of critical systems and are applied, e.g., for specifying web services [BCHS07] and
software contracts [BDH+ 12]. Many interface theories are inspired by de Alfaro and Henzinger’s
Interface Automata (IA) [dH05] which employs transition systems with input and output actions
and alternating simulation for refinement. It is distinguished from classic process algebras by its
parallel composition operator: an interface cannot block an incoming input in any state but, if
an input arrives unexpectedly, this is treated as error, i.e., as an incompatibility. IA suffers from
the fact that outputs cannot be required since any interface may be implemented by a component
that accepts all inputs and does not engage in any output, hence avoiding errors altogether. This
is undesired in practice and has led researchers to base interface theories on modal transition
∗
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1 / 15

Volume X (2013)

Richer Interface Automata

systems (MTS) [Lar90]; these distinguish between must- and may-transitions and thus allow one
to enforce outputs via output must-transitions.
In the light of errors that may arise when joining components in parallel, two schools on
MTS-based interface theories have emerged, which treat compatibility either optimistically or
pessimistically. The pessimistic school of Bauer et al. [BMSH10] only defines the composition
of a restricted set of components; however, their MIO setting employs standard modal refinement
as refinement preorder and standard weak transitions for abstracting from internal computation.
In contrast, the optimistic school of Nyman et al. [LNW07] follows IA in that parallel composition is still defined in the presence of error states, if some concrete system environment may
prohibit such states to be reached. Their IOMTS setting is equipped with a customized preorder,
which allows one to compose a much larger set of components than in MIO. Fatally, IOMTSrefinement does not require the matching of internal must-transitions of implementations and is
not at all permissive wrt. abstracting from internal computation. Our interface theory Modal Interface Automata (MIA) [LV13] adopts IOMTS-refinement while repairing a compositional flaw
regarding IOMTS parallel composition. It also adds conjunction on interfaces, which is a key
operator allowing engineers to specify a concurrent system from different perspectives.
This paper advances the state-of-the-art of both schools. Regarding the optimistic MIA setting, we first re-consider IOMTS-refinement so that it properly deals with internal computation
including internal must-transitions (cf. Sec. 2). Along the way we also permit general, disjunctive must-transitions, thereby increasing expressiveness and enabling an intuitive definition of
disjunction on interfaces. To the best of our knowledge, no existing work on disjunctive MTS
considers weak transitions. We then study a pessimistic variant of MIA and define, for the firsttime in a pessimistic, non-deterministic setting, conjunction and disjunction on interfaces (cf.
Sec. 3). While Bauer [Bau12] and Raclet et al. [RBB+ 11] also investigated conjunction, they
did so only for deterministic interfaces not containing internal computation. Extending alphabets is useful in practice, firstly, when composing partial specification interfaces to an overall
interface conjunctively and, secondly, since implementors may decide to add extra features that
are not covered by the specification interface (cf. [RBB+ 11]). We add such a mechanism for
the pessimistic MIA version and discuss the problems that arise with alphabet extension in the
optimistic version.
In summary, we achieve a richer interface theory than related work does. In MIA, one may
specify non-deterministic behaviour, enforce outputs, express disjunctive must-transitions, abstract from internal computation, interpret compatibility optimistically or pessimistically, compose interfaces also conjunctively and disjunctively, and (in the pessimistic version) extend alphabets. A small example dealing with a communication protocol illustrates our advancements
(cf. Sec. 3.4).

2

Modal Interface Automata: The Optimistic Setting

This section fixes a severe shortcoming of MIA [LV13], which it inherited from IOMTS [LNW07],
namely that the refinement preorder ignores the matching of must-transitions labelled with the
internal action τ. The MIA variant presented below also permits (in contrast to [LV13]) general
disjunctive must-transitions, thus enabling a natural definition of disjunction on interfaces.
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Definition 1 (Modal Interface Automata)
O, −→, 99K), where

A Modal Interface Automaton (MIA) is a tuple (P, I,

(i) P is the set of states,
(ii) A =df I ∪ O with I ∩ O = 0/ is the alphabet consisting of disjoint inputs and outputs, resp., and
not containing the special, silent action τ,
(iii) −→ ⊆ P × (A ∪ {τ}) × (Pfin (P) \ 0)
/ is the must-transition relation (with Pfin (P) being the
set of finite subsets of P),
(iv) 99K ⊆ P × (A ∪ {τ}) × P is the may-transition relation,
such that the following conditions hold for all i ∈ I and α ∈ A ∪ {τ}:
i

i

(a) p −→ P0 and p −→ P00 implies P0 = P00 (input determinism),
i

i

(b) p 99K p0 implies ∃P0 . p −→ P0 and p0 ∈ P0 (input must),
α

α

(c) p −→ P0 implies ∀p0 ∈P0 . p 99K p0 (syntactic consistency).
Conds. (a)–(c) are adapted from the corresponding definition in [LV13]. Input determinism is
required for the MIA-refinement preorder (see below) to be a precongruence for parallel composition and conjunction; this condition is already imposed by IA, but note that, here, an input
must-transition is disjunctive, thus allowing nondeterminism within a transition. The input-must
condition is natural in the presence of IA-inspired parallel composition: a may-input in an interface specification may simply be left out by a refining implementation, and thus increase the
potential for errors rather than decrease it. Finally, syntactic consistency is natural and inherited
from modal transition systems [Lar90].
In the sequel, we identify a MIA (P, I, O, −→, 99K) with its state set P and, if needed, use
index P when referring to one of its components, e.g., we write IP for I. Similarly, we write,
e.g., I1 instead of IP1 for MIA P1 . In addition, we let i, o, a, ω and α stand for representatives of
the alphabets I, O, A, O ∪ {τ} and A ∪ {τ}, resp., write A = I/O when highlighting inputs I and
outputs O in an alphabet A, and define â =df a and τ̂ =df ε (the empty word). In figures, we often
refer to an action a as a?, if a ∈ I, and as a!, if a ∈ O, and omit the label of τ-transitions. Musttransitions (may-transitions) are drawn using solid, possibly splitting arrows (dashed arrows);
any depicted must-transition also implicitly represents the resp. may-transition(s).
We now define weak must- and may-transition relations that abstract from transitions labelled
by τ, as will be needed for MIA-refinement. This is the first definition of this kind, which covers
disjunctive must-transitions; it is quite subtle as can be seen in Lemma 1 and Fig. 2 below.
Definition 2 (Weak Transition Relations) Weak must- and weak may-transition relations −→
ε
ε
and 99K , resp., are defined as the smallest relations satisfying p −→ {p}, p 99K p and the following conditions, where ω̂ ∈ O ∪ {ε}:
ω̂

τ

ω̂

(a) p −→ P0 , p0 ∈ P0 and p0 −→ P00 implies p −→ (P0 \ {p0 }) ∪ P00 ,
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o

o

ε

(b) p −→ P0 = {p1 , . . . , pn } and ∀ j. p j −→ Pj , implies p −→
ε

τ

ε

ω

Sn

j=1 Pj ,

ε

(c) p 99K p00 99K p0 implies p 99K p0 ,
ε

ω

(d) p 99K p00 99K p000 99K p0 implies p 99K p0 .
Our refinement relation is adapted from [LNW07, LV13] and called MIA-refinement:
Definition 3 (MIA-Refinement) Let P, Q be MIAs with common input and output alphabets.
Relation R ⊆ P × Q is a MIA-refinement relation if for all (p, q) ∈ R:
i

i

(i) q −→ Q0 implies ∃P0 . p −→ P0 and ∀p0 ∈P0 ∃q0 ∈Q0 . (p0 , q0 ) ∈ R,
ω̂

(ii) q −→ Q0 implies ∃P0 . p −→ P0 and ∀p0 ∈P0 ∃q0 ∈Q0 . (p0 , q0 ) ∈ R,
ω

ω

ω̂

(iii) p 99K p0 implies ∃q0 . q 99K q0 and (p0 , q0 ) ∈ R.
@ q and say that p MIA-refines q if there exists a MIA-refinement relation R such
We write p `
that (p, q) ∈ R.
@ is the largest MIA-refinement relation and a preorder, i.e., it is reflexive and
It is easy to see that `
transitive. The key difference to [LV13] is that our revised definition of MIA above also allows
τ-must-transitions that must be matched (Cond. (ii), for ω = τ). The reason why input musttransitions must be matched directly and not via a weak transition is due to the notion of MIA
parallel composition, which we adopt from IA [dH05] and explain below. The same comment
applies to the fact that our relation is insensitive to the refining MIA adding input-transitions,
since input may-transitions are not considered in Cond. (iv).

2.1

Parallel Composition

We define a parallel composition operator | on MIA in analogy to IA [dH05, LNW07] in two
stages: first a standard product ⊗ between two MIAs is introduced, where common actions are
synchronized and hidden. Then, error states are identified, and all states are pruned from which
reaching an error state is unavoidable in some implementation.
Definition 4 (Parallel Product) MIAs P1 , P2 are composable if A1 ∩ A2 = (I1 ∩ O2 ) ∪ (O1 ∩ I2 ).
For such MIAs we define the product P1 ⊗ P2 = (P1 × P2 , I, O, −→, 99K), where I = (I1 ∪ I2 ) \
(O1 ∪ O2 ) and O = (O1 ∪ O2 ) \ (I1 ∪ I2 ) and where −→ and 99K are defined as follows:
(Must1)
(Must2)
(Must3)
(May1)
(May2)
(May3)

α

(p1 , p2 ) −→ P10 × {p2 } if
α
(p1 , p2 ) −→ {p1 } × P20 if
τ
(p1 , p2 ) −→ P10 × P20
if
α
(p1 , p2 ) 99K (p01 , p2 )
if
α
0
if
(p1 , p2 ) 99K (p1 , p2 )
τ
0
0
(p1 , p2 ) 99K (p1 , p2 )
if
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α

p1 −→ P10 and α ∈
/ A2
α
0
p2 −→ P2 and α ∈
/ A1
a
a
p1 −→ P10 and p2 −→ P20 for some a
α
p1 99K p01 and α ∈
/ A2
α
0
p2 99K p2 and α ∈
/ A1
a
a
0
p1 99K p1 and p2 99K p02 for some a.
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Figure 1: Necessity of matching input-transitions strongly (left) and of ignoring input maytransitions when matching (right).

The difference to the version of MIA in [LV13] is that we now have τ-must-transitions; in particular, this has led us to introduce Rule (Must3).
Definition 5 (Parallel Composition) Given a parallel product P1 ⊗ P2 , a state (p1 , p2 ) is an
a
a
error state if there is some a ∈ A1 ∩ A2 such that (a) a ∈ O1 , p1 99K and p2 −→,
6
or (b) a ∈ O2 ,
a
a
p2 99K and p1 −→.
6
We define the set E ⊆ P1 × P2 of incompatible states as the least set such that
ω
(p1 , p2 ) ∈ E if (i) (p1 , p2 ) is an error state or (ii) (p1 , p2 ) 99K (p01 , p02 ) and (p01 , p02 ) ∈ E.
The parallel composition P1 |P2 of P1 and P2 is now obtained from P1 ⊗ P2 by pruning, namely
removing all states in E and every transition that involves such states as its source, its target or
one of its targets; all may-transitions underlying a removed must-transition are deleted, too. If
(p1 , p2 ) ∈ P1 |P2 , we write p1 |p2 and call p1 and p2 compatible.
It is easy to see that parallel products and parallel compositions are well-defined MIAs and that
the parallel composition operator is commutative and associative. In addition and as we will show
@ is a precongruence. It
below, MIA-refinement is compositional wrt. parallel composition, i.e., `
is this desired property that requires us in Def. 3 to match input must-transitions strongly and
to ignore input may-transitions when matching. To see the former, consider Fig. 1 (left) with
input/output alphabets AP =df AQ =df {i}/0/ and AR =df 0/{i}.
/
Now, p should not refine q since q
and r are compatible while p and r are not (because (p, r) is an error). Therefore, one must not
i
τ
i
be able to match a transition −→ by a transition sequence (−→)+ −→, unless the notion of error
state originating from Interface Automata [dH05] is changed, as is done in [BMSH10].
To see the latter, observe that prescribing the matching of input may-transitions as in Def. 3(iv)
for output may-transitions would lead to a compositionality bug. For example, for the MIAs in
@ q but
Fig. 1 (right) with alphabets AP =df {o}/0/ and AQ =df AQ0 =df {i}/{o} we would have q0 `
0
@
p|q `
6 p|q would fail.
Theorem 1 (Compositionality of Parallel Composition) Let P1 , P2 , Q be MIAs with p1 ∈ P1 ,
@ q. Assume that Q and P2 are composable; then:
p2 ∈ P2 , q ∈ Q and p1 `
(a) P1 and P2 are composable.
@ q|p2 .
(b) If q and p2 are compatible, then so are p1 and p2 and p1 |p2 `

The proof of this result requires a couple of auxiliary properties regarding the preservation of
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Figure 2: Example showing that set R in Lemma 1 is not always the full set P0 × Q0 .

composability and consistency under refinement, respectively, as well as the following property
of weak must-transitions:
a

a

Lemma 1 (Weak Must-Transitions) Let P, Q be composable MIAs. If p −→P P0 and q −→Q Q0
ε
for some action a ∈ (OP ∩ IQ ) ∪ (IP ∩ OQ ), then (p, q) −→ R in P ⊗ Q with R ⊆ P0 × Q0 .
a?

a!

ε

Fig. 2 shows that, in general, R 6= P0 × Q0 ; here, 1 −→P {2, 3, 4, 5} and 0 −→Q 0, but not 1|0 −→
ε

{2, 3, 4, 5} × {0}. The sets R with maximal cardinality satisfying 1|0 −→ R are {2, 4, 5} × {0}
and {3, 4, 5} × {0}.

2.2

Conjunction & Disjunction

Conjunction on MIA will be defined in two stages, similarly to parallel composition. State
pairs can be logically inconsistent due to unsatisfiable must-transitions and are then removed
incrementally in the second stage.
Definition 6 (Conjunctive Product) Let (P, I, O, −→P , 99KP ) and (Q, I, O, −→Q , 99KQ ) be MIAs
with common input and output alphabets and disjoint state sets. The conjunctive product P&Q
=df ((P × Q) ∪ P ∪ Q, I, O, −→, 99K) inherits the transitions of P and Q and has additional transitions as follows:
ω̂

ω

ω̂

ω

(OMust1) (p, q) −→ {(p0 , q0 ) | p0 ∈ P0 , q 99KQ q0 } if p −→P P0 and q 99KQ
ω

ω̂

ω̂

ω

(OMust2) (p, q) −→ {(p0 , q0 ) | p 99KP p0 , q0 ∈ Q0 } if p 99KP and q −→Q Q0
i

if p −→P P0 and q −→
6 Q

i

if p −→
6 P and q −→Q Q0

(IMust1)

(p, q) −→ P0

(IMust2)

(p, q) −→ Q0
i

i

i

i

i

i

i

i

i

(IMust3) (p, q) −→ P0 × Q0 if p −→P P0 and q −→Q Q0
τ
τ
(May1)
(p, q) 99K (p0 , q) if p 99KP p0
τ
τ
(May2)
(p, q) 99K (p, q0 ) if q 99KQ q0
ω
ω
ω
(May3)
(p, q) 99K (p0 , q0 ) if p 99KP p0 and q 99KQ q0
i

if p 99KP p0 and q 99K
6 Q

i

if p 99K
6 P and q 99KQ q0

(IMay1)

(p, q) 99K p0

(IMay2)

(p, q) 99K q0

(IMay3)

(p, q) 99K (p0 , q0 ) if p 99KP p0 and q 99KQ q0

i

i
i

i

i

Observe that the conjunctive product is inherently different from the parallel product, as can be
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seen from some ‘unusual’ rules that define single transitions on the basis of weak transitions
(Rules (OMust) and (May)) and synchronize on τ-transitions (Rule (May3)). These will be
justified by Thm. 2 below. As an aside, note that we assume in the (OMust) rules and in similar
cases below, that the target set of the defined transition is finite. If one wishes to deal with
ε
infinite target sets in MIA, one has to modify the definition of −→ by allowing the simultaneous
replacement of several p0 by suitable P0 in Def. 2(a); this would make the latter definition more
complicated and Lemma 1 superfluous.
We now define a conjunction operator on MIAs that have the same input and output alphabets;
relaxing this requirement will be discussed below.
Definition 7 (Conjunction) Given a conjunctive product P&Q, the set F ⊆ P × Q of (logically)
inconsistent states is defined as the least set satisfying the following rules:
o

o

o

o

6
p −→P and q 99K
Q

implies (p, q) ∈ F

(F2) p 99K
6
P and q −→Q
α
(F3) (p, q) −→ R0 and R0 ⊆ F

implies (p, q) ∈ F
implies (p, q) ∈ F

(F1)

The conjunction P ∧ Q of MIAs P, Q with common input and output alphabets is obtained by
deleting all states (p, q) ∈ F from P&Q. This also removes any may- or must-transition exiting
a deleted state and any may-transition entering a deleted state; in addition, deleted states are
removed from targets of disjunctive must-transitions. We write p ∧ q for state (p, q) of P ∧ Q; all
such states are defined – and consistent – by construction.
@:
Operator ∧ indeed defines conjunction on MIA, i.e., ∧ is the greatest lower bound wrt. `

Theorem 2 (∧ is And) Let P and Q be MIAs with the same alphabets and disjoint state sets.
@ p and r @ q) iff p ∧ q is defined. Further, in case p ∧ q is
We have (i) (∃ MIA R and r ∈ R. r `
`
@ p and r @ q iff r @ p ∧ q. In both statements, R is
defined and for any MIA R and r ∈ R: (ii) r `
`
`
supposed to have the same alphabets as P and Q.
The theorem’s first part reflects the intuition that specifications p and q are logically inconsistent
if they do not have a common implementation; formally, p ∧ q is undefined in this case. Its proof
demands us to reason about inconsistent states, for which we resort to a notion of witness:
Definition 8 (Witness) A witness W of P&Q is a subset of (P × Q) ∪ P ∪ Q such that the
following conditions hold for all (p, q) ∈ W :
(W1)

o

p −→P
o

(W2) q −→Q
α
(W3) (p, q) −→ R0

o

implies q 99KQ
o

implies p 99KP
implies R0 ∩W 6= 0/

Lemma 2 (Concrete Witness) Let P&Q be a conjunctive product of MIAs. Then, for any
witness W of P&Q, we have (i) F ∩W = 0.
/ Moreover, (ii) the set W =df {(p, q) ∈ P × Q | ∃ MIA R
@ p and r @ q} ∪ P ∪ Q is a witness of P&Q.
and r ∈ R. r `
`
Statement (ii) above is now the key for proving Thm. 2. As a corollary to this theorem, one may
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obtain compositionality of MIA-refinement wrt. conjunction:
@ q and p ∧ r defined, then q ∧ r defined and p ∧ r @ q ∧ r.
Corollary 1 If p `
`

Note that one cannot expect that definedness of q ∧ r implies that of p ∧ r, because specializing q
to p might introduce an inconsistency.
We now turn our attention to defining the dual disjunction operator ∨ on MIA, which ex@ . The definition of disjunction may make use of the
presses the least upper bound property wrt. `
disjunctive must-transitions relation also for inputs and the internal action τ:
Definition 9 (Disjunction) Let (P, I, O, −→P , 99KP ) and (Q, I, O, −→Q , 99KQ ) be MIAs with
common input and output alphabets and disjoint state sets. The disjunction P ∨ Q is defined by
({p ∨ q | p∈P, q∈Q} ∪ P ∪ Q, I, O, −→, 99K), where −→ and 99K are the least sets satisfying the
conditions −→P ⊆−→, 99KP ⊆99K, −→Q ⊆−→, 99KQ ⊆99K and the following rules:
τ

(Must)

p ∨ q −→ {p, q}

(IMust)
(May)

p ∨ q −→ P0 ∪ Q0
if p −→P P0 and q −→Q Q0
τ
τ
p ∨ q 99K p, p ∨ q 99K q

(May1)

p ∨ q 99K p0

(May2)

p ∨ q 99K q0

i

i

i

i

if p 99KP p0 and ∃q0 . q 99KQ q0

i

i

i

if q 99KQ q0 and ∃p0 . p 99KP p0

i

i

τ

The idea behind the operational reading of ∨ is very intuitive since p ∨ q −→ {p, q} naturally describes disjunctive behaviour. The only subtle point is that must-inputs must be matched directly,
which justifies Rule (IMust) above. We now have the following desired theorem and corollary:
Theorem 3 (∨ is Or) Let P, Q and R be MIAs with common alphabets, disjoint state sets and
@ r iff p @ r and q @ r.
states p, q, r, resp. Then, p ∨ q `
`
`
Corollary 2 MIA-refinement is compositional wrt. disjunction.
The above conjunction and disjunction operators are only defined on MIAs with the same alphabets. In practice, one would wish to also be able to apply these operators to MIAs that specify
different aspects of the system under study and, thus, have different alphabets (cf. Sender and
Resetter in Sec. 3.4). One way to deal with this situation is to extend the alphabets of the cona
juncts in some P ∧ Q to a common alphabet by adding a may-loop p 99K p to all states p ∈ P and
for all actions a ∈ AQ \AP , and similarly for Q; such loops would express that P, Q behave neutral
regarding actions that are not in their resp. alphabets. However, there is a problem with this idea
in the context of MIA refinement, which we inherited from the IOMTS framework [LNW07].
To see this problem, consider the MIAs P, Q depicted in Fig. 3 with input/output alphabets 0/{o,
/
o0 } and resp. {i}/0,
/ as well as MIAs R1 , R2 and R3 with alphabets {i}/{o, o0 }. Intuitively, r1 and r2 should refine p ∧ q, while r3 should not. This is because (i) p morally has an
i-may-loop and q allows input i, and (ii) p enforces one output o and prohibits o0 independent
of any i. However, there is no MIA R with alphabets {i}/{o, o0 } and some r ∈ R which has
these properties of p ∧ q: if r2 refines r, then so does r3 . The problem’s source lies in the fact
Proc. AVoCS 2013
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Figure 3: Alphabet extension and conjunction in the optimistic setting.
that, as shown in Fig. 1 (right), any reasonable refinement relation on MIA must allow additional
inputs (with arbitrary subsequent behaviour) in implementations, if compositionality for parallel
composition as in IA [dH05] should hold.
One could try to generalise Def. 3 such that the refining P may have additional inputs (and
outputs) and decree that
i

p −→ P0 with i ∈ IP \ IQ implies ∀p0 ∈ P0 . (p0 , q) ∈ R,
as we did in a prior version of this paper that is included in the pre-proceedings of AVoCS’13.
But the example above shows that the resulting refinement notion would not be transitive, since
@ r2 @ p but r3 @
6 p. Our special treatment of inputs implies that may-inputs make no
then r3 `
`
`
sense, because inputs are always implicitly allowed. Thus, one cannot formalize the decision
not to implement some input in some state. As we will show in the next section, the pessimistic
approach as, e.g., in [BMSH10] avoids this problem.

3

The Pessimistic Setting

Orthogonal to the ‘optimistic’ school on interface theories, comprising IA [dH05], IOMTS
[LNW07] and the above MIA approaches, there is the school of Bauer et al. who has adopted
a pessimistic view of compatibility in the presence of errors; see, e.g., [BMSH10]. Their interface theory, called MIO, also roots in Larsen’s modal transition systems [Lar90] and allows
may-inputs, but it defines parallel composition for much fewer interfaces when compared to
optimistic approaches.
In our opinion, intuition for the pessimistic setting is weak since it distinguishes a state p
where an input i is absent, from the situation where an i-transition leads to an error state; in both
cases, an error is reached iff the environment provides input i. However, the pessimistic setting
has technical advantages as we will see below. We will therefore re-develop our MIA theory for
such a pessimistic setting, to which we will primarily contribute conjunction and disjunction operators and also disjunctive must-transitions. For completeness note that conjunction was defined
by Bauer for a pessimistic interface theory in [Bau12]; however, he considered deterministic interfaces only and no internal actions.
Definition 10 (Relaxed MIA) A Relaxed Modal Interface Automaton (Relaxed MIA) is a tuple
(P, I, O, −→, 99K) as in Def. 1, but which is only required to satisfy syntactic consistency.
In the context of the pessimistic setting, it turns out that input determinism and input must
(Conds. (a) and (b) of Def. 1) will not be necessary. We thus eliminate these conditions from
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MIA and call the resulting automata Relaxed MIAs. In analogy to Def. 2 we now define weak
transitions for Relaxed MIA and, for convenience, overload the according transition symbols:
Definition 11 (Relaxed Weak Transition Relations) The relaxed weak must-transition relation −→ and relaxed weak may-transition relation 99K are defined identically to the weak mustand may-transition relations in Def. 2, but replacing ω by α, ω̂ by α̂, and o by a. For input actions, we additionally define a restricted weak must-transition that only allows trailing τ-actions
as follows:
i

i

(e) p −→ P0 implies p −→
−→ P0 ,
i

i

τ

0
0
0
0
00
0
0
00
(f) p −→
−→ P , p ∈ P and p −→ P implies p −→
−→ (P \ {p }) ∪ P ,
i

i

0
0
Observe that p −→
−→ P implies p −→ P , which will be used in the sequel.

Since may-inputs are available in the pessimistic setting, extending the alphabets of interfaces
can be defined via an according operation, as we will see below (Def. 15). Therefore, we first
consider refinement and operators for Relaxed MIAs with the same input and output alphabets.
The corresponding notions for Relaxed MIAs with dissimilar alphabets will then be defined on
the basis of the existing ones and the alphabet extension operator.
Definition 12 (Modal Refinement on Relaxed MIA) Let P, Q be Relaxed MIAs with the same
input and output alphabets. R ⊆ P × Q is a modal refinement relation if for all (p, q) ∈ R:
i

i

(i) q −→ Q0 implies ∃P0 . p −→
−→ P0 and ∀p0 ∈P0 ∃q0 ∈Q0 . (p0 , q0 ) ∈ R,
ω̂

(ii) q −→ Q0 implies ∃P0 . p −→ P0 and ∀p0 ∈P0 ∃q0 ∈Q0 . (p0 , q0 ) ∈ R,
ω

α

α̂

(iii) p 99K p0 implies ∃q0 . q 99K q0 and (p0 , q0 ) ∈ R.
@ q and say that p modal-refines q if there exists a modal refinement relation R such
We write p a
@ by @ A .
that (p, q) ∈ R. Moreover, we denote the kernel of a
aa

3.1

Parallel Composition

The definitions of composability, parallel product and error state for Relaxed MIAs are as in
Def. 4 for MIAs. However, the pessimistic setting is distinguished from the optimistic one by
the following definition of compatibility, which is much stricter than the notion of compatibility
introduced in Def. 4:
Definition 13 (Compatibility on Relaxed MIA) Given Relaxed MIAs P1 and P2 , states p1 ∈ P1
and p2 ∈ P2 are called incompatible if an error state is reachable from (p1 , p2 ) in P1 ⊗ P2 . Here,
reachable means reachable via any kind of may-transition. We write p1 ⊗ p2 for (p1 , p2 ) if p1
and p2 are compatible.
Note that Lemma 1 is still valid in the pessimistic setting. We now obtain the analogue of Thm. 1:
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Theorem 4 (Compositionality of Parallel Composition) Let P1 , P2 , Q be Relaxed MIAs with
@ q. Assume that Q and P2 are composable; then:
p1 ∈ P1 , p2 ∈ P2 , q ∈ Q and p1 a
(a) P1 and P2 are composable.
@ q ⊗ p2 .
(b) If q and p2 are compatible, then so are p1 and p2 and p1 ⊗ p2 a

In contrast to the optimistic setting, the matching of input may-transitions in the refinement pre@ q, there exist much fewer p2
order does not preclude compositionality. This is because for p1 a
such that q and p2 are compatible. In other words, for establishing the precongruence property
@ q ⊗ p2 to prove.
for parallel composition ⊗, there are much fewer results p1 ⊗ p2 a

3.2

Conjunction & Disjunction

The definition of conjunction ∧ on Relaxed MIA gets by with five instead of eleven rules. This
is because it allows one to merge the corresponding rules for outputs and inputs, due to the use
of weak input must-transitions in Def. 12:
Definition 14 (Conjunctive Product on Relaxed MIA) Let (P, I, O, −→P , 99KP ) and (Q, I,
O, −→Q , 99KQ ) be Relaxed MIAs with common alphabets. The conjunctive product P&Q =df
(P × Q, I, O, −→, 99K) is defined by the following operational transition rules:
α̂

α

α̂

α

(Must1) (p, q) −→ {(p0 , q0 ) | p0 ∈ P0 , q 99KQ q0 } if p −→P P0 and q 99KQ
α

α̂

α̂

α

(Must2) (p, q) −→ {(p0 , q0 ) | p 99KP p0 , q0 ∈ Q0 } if p 99KP and q −→Q Q0
τ
τ
(May1) (p, q) 99K (p0 , q)
if p 99KP p0
τ
τ
(May2) (p, q) 99K (p, q0 )
if q 99KQ q0
α
α
α
(May3) (p, q) 99K (p0 , q0 )
if p 99KP p0 and q 99KQ q0
Conjunction on Relaxed MIA – including the set F of inconsistent states – is now defined identically to these notions on MIA (Def. 7), but replacing o ∈ O with a ∈ A; the same applies to the
notion of witness (Def. 8). In analogy to Lemma 2, we obtain the following concrete witness
lemma for our pessimistic setting:
Lemma 3 (Concrete Witness for Relaxed MIAs) Let P, Q and R be Relaxed MIAs.
(i) For any witness W of P&Q, we have F ∩W = 0.
/
@ p and r @ q} is a witness of P&Q.
(ii) The set {(p, q) ∈ P × Q | ∃r ∈ R. r a
a

On the basis of this lemma we can now establish the desired greatest lower bound result for ∧,
@ wrt. ∧:
which implies the compositionality of a
Theorem 5 (∧ is And) Let P and Q be Relaxed MIAs with common alphabets. Then, (i) (∃R
@ p and r @ q) iff p ∧ q defined. Further, in case p ∧ q defined and for any R and
and r ∈ R. r a
a
@ p and r @ q iff r @ p ∧ q.
r ∈ R: (ii) r a
a
a
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Corollary 3 Modal-refinement is compositional wrt. conjunction.
We now turn our attention to disjunction ∨ on Relaxed MIA, which is defined as in Def. 9 for
MIA and for which we obtain, in analogy to Thm. 3 and Cor. 3:
Theorem 6 (∨ is Or) Let P, Q and R be Relaxed MIAs with common alphabets, disjoint state
@ r iff p @ r and q @ r.
sets and states p, q and r, resp. Then, p ∨ q a
a
a
Corollary 4 Modal-refinement is compositional wrt. disjunction.

3.3

Alphabet Extension

As motivated in Sec. 2, we introduce alphabet extension as an operation on Relaxed MIA:
Definition 15 (Alphabet Extension) Given a Relaxed MIA (P, I, O, −→, 99K) and disjoint action sets I 0 and O0 satisfying I 0 ∩ A = 0/ = O0 ∩ A, where A =df I ∪ O. The alphabet extension of P
by I 0 and O0 is given by [P]I 0 , O0 =df (P, I∪I 0 , O∪O0 , −→, 99K0 ) for 99K0 =df 99K ∪ {(p, a, p) | p ∈ P,
a ∈ I 0 ∪ O0 }. We often write [p]I 0 , O0 – or conveniently [p] in case I 0 , O0 are understood from the
context – for p as state of [P]I 0 , O0 .
@ 0 q if p @
For Relaxed MIAs P, Q with p ∈ P, q ∈ Q, IP ⊇ IQ and OP ⊇ OQ , we define p a
a
0
@ extends @ to Relaxed MIAs with different alphabets, we write @ for @ 0 .
[q]IP \IQ , OP \OQ . Since a
a
a
a
We also abbreviate [q]IP \IQ , OP \OQ by [q]P .
Our compositionality result regarding parallel composition of Thm. 4 immediately carries over
to the alphabet extension situation, if we require that alphabet extension does not yield new
communications:
Theorem 7 (Compositionality of Parallel Composition) Let P1 , P2 , Q be Relaxed MIAs as well
as p1 ∈ P1 , p2 ∈ P2 , q ∈ Q such that, for I 0 =df I1 \ IQ and O0 =df O1 \ OQ , we have (I 0 ∪ O0 ) ∩ A2 =
@ q. Then:
0.
/ Assume further that Q and P2 are composable and p1 a
(a) P1 and P2 are composable.
@ q ⊗ p2 .
(b) If q and p2 are compatible, then so are p1 and p2 and p1 ⊗ p2 a

The conjunction operator in the presence of alphabet extension can now be lifted from Sec. 3.2
in a straightforward manner:
Definition 16 (Conjunction Operator) Let P, Q be Relaxed MIAs, p ∈ P and q ∈ Q such that
IP ∩ OQ = 0/ = IQ ∩ OP . Then, p ∧0 q =df [p]Q ∧ [q]P . Again, we simply write p ∧ q for p ∧0 q.
To be able to lift our main result, Thm. 5, we only need to establish that the alphabet extension
operation is a homomorphism for conjunction:
Lemma 4 Let P with p ∈ P and Q with q ∈ Q be Relaxed MIAs that have the same alphabets.
Consider the alphabet extensions by some I 0 and O0 . Then:
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(a) p and q are consistent iff [p] and [q] are.
@ A [p] ∧ [q].
(b) Given consistency, [p ∧ q] a
a

Theorem 8 (∧ is And) Let P with p∈P, Q with q∈Q, and R with r∈R be Relaxed MIAs such
that IP ∩ OQ = 0/ = IQ ∩ OP , IR ⊇ IP ∪ IQ and OR ⊇ OP ∪ OQ . Then, (i) there exists such an R and
@ p and r @ q iff p ∧ q is defined. Further, in case p ∧ q is defined: (ii) r @ p and r @ q
r ∈ R with r a
a
a
a
@ p ∧ q.
iff r a
The situation for disjunction under alphabet extension is analogous to above, but exploiting
@:
monotonicity of the alphabet extension operation wrt. a
Definition 17 (Disjunction Operator) Let P, Q be Relaxed MIAs with disjoint state sets, p ∈ P
and q ∈ Q such that IP ∩ OQ = 0/ = IQ ∩ OP . Then, p ∨0 q =df [p]Q ∨ [q]P . Once again, we simply
write p ∨ q for p ∨0 q.
Lemma 5 Let P with p∈P and R with r∈R be Relaxed MIAs having the same alphabets, as
@ r iff [p] @ [r].
well as I 0 and O0 be suitable action sets for extending them. Then, p a
a
Theorem 9 (∨ is Or) Let P with p∈P, Q with q∈Q, and R with r∈R be Relaxed MIAs with
disjoint state sets such that IP ∩ OQ = 0/ = IQ ∩ OP , IR ⊆ IP ∪ IQ and OR ⊆ OP ∪ OQ . Then,
@ r iff p @ r and q @ r.
p∨q a
a
a

3.4

Example

We briefly illustrate the utility of our interface theory by a small example that models parts of a
communication protocol (see Fig. 4) and is inspired by an example in [RBB+ 11]. The protocol’s
abstract specification is given by MIA Spec. It receives a message from its environment (action
get?), delivers it (put!) and signals to its environment its willingness to handle the next
message (nxt!). The two τ-may-transitions making up the τ-loop model that the message’s
transmission may fail and that this failure may possibly be repaired.
The design of our communication protocol contains a generic component Sender, which
receives a message for delivery (get?). It sends this message (msg!) to the Medium and waits
for an according acknowledgment (ack?). In case a negative acknowledgment arrives (nack?),
the message is re-sent. Sender is specialized by conjoining it with component Resetter,
which can suggest a reset (rst!) after a negative acknowledgment; it is defined such that an
implementation may decide, e.g., to initiate a reset after exactly n negative acknowledgments,
showing the utility of may-inputs for specification and the model-refinement preorder.
(Relaxed) MIA Sender ∧ Resetter is the result of formally applying our conjunction operator to (Relaxed) MIA Sender and Relaxed MIA Resetter. Note that applying conjunction implicitly extends the alphabet of Resetter by get?, ack?, msg! and nxt! (cf.
Def. 16). In addition, no inconsistency arises in our example. However, if one would refine
Sender and Resetter by removing the rst!-loop at state D and making the reset transition
a must-transition instead of a may-transition, then state Db (or, more precisely, D ∧ b) would be
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Figure 4: Example: Design = (Sender ∧ Resetter) | Medium and Spec.

inconsistent; removing this state as is required by the definition of ∧ would then yield state Ab
unreachable.
(Relaxed) MIA Medium specifies a communication medium with potential failure, which receives a message (msg?) and may either deliver it to the environment (put!) or – via the
τ-may-transition – may lose it. In the former case, Medium returns to its initial state by sending an acknowledgment (ack!); in the latter case, it signals failure (failed!) and may return a negative acknowledgment (nack!). The parallel composition Design =df (Sender ∧
Resetter) | Medium is also shown in Fig. 4. Using our refinement preorder, it is now easy to
check that Design modal-refines Spec when the latter’s alphabet is extended by failed!,
@ [Spec]
i.e., Design a
. Note that this relies on our use of weak must- and may0,{failed}
/
@ , i.e., on the ability to abstract from internal τ-transitions.
transitions in the definition of a
As a practical case for the problem that we discussed using Fig. 3, observe the following: if
Resetter would permit everything after the unknown input get?, output rst! would then
always be allowed – also without any occurrence of nack?.
Proc. AVoCS 2013
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4

Conclusions & Future Work

Interface theories are an important tool for reasoning about component-based systems [BDH+ 12,
BMSH10, BCHS07, dH05, LNW07, LV13, RBB+ 11]. This paper advanced the state-of-the-art
of both the optimistic and pessimistic schools on interface theories. Regarding the optimistic
school, we repaired a shortcoming of the refinement preorder introduced in [LNW07], which
ignored internal must-transitions, thereby leading to unintuitive refinements. Regarding the pessimistic school, we showed how its approach may be extended by conjunction and disjunction
operators; conjunction is a key operator in any component-based setting, which enables engineers to express that some component is required to satisfy several interfaces.
In future work we wish to investigate whether there are suitable interface theories in-between
the optimistic and pessimistic approaches. This might fix their current limitations, namely allowing may-inputs as in the pessimistic approach while maintaining the truly open systems view
of the optimistic approach.
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Abstract: Integrating graphical representations with formal methods can help bridge
the gap between requirements and formal modelling. In this paper, we compare and
evaluate two graphical approaches aiming at describing control flows and refinement
in Event-B, and we use a fire dispatch system case study to perform this evaluation.
The fire dispatch system case study provides a good example of a complex workflow
through which we try to identify a process that facilitates defining the structural and
the behavioural parts of the Event-B model. In our case study, we focus on building
the dynamic part of the model to evaluate the two diagrammatic notations: UML Activity Diagrams and Atomicity Decomposition Diagrams. Based on our evaluation,
we try to identify the advantages and limitations of both approaches. Finally, we try
to compare how both graphical notations can affect the Event-B formal modelling
of our case study.
Keywords: Event-B, Atomicity Decomposition, UML Activity Diagram, Control
Flow

1

Introduction

From requirements described in free natural language to specifications in mathematical notations
with strict semantics, a large gap exists that suggests the need for a semi-formal intermediate
layer. That is why many studies and experiments, such as [RSP07], suggest the integration of
graphical representations with formal methods to reduce the gap from the requirements document
to the formal model on one hand, and facilitate the understanding of the formal models effectively
on the other hand.
In this paper we study two graphical techniques that describe control flows and refinement in
the Event-B formal method. These modelling techniques are UML activity diagrams (ActD) and
atomicity decomposition (AD) diagrams, which have a hierarchical based structure but are not
as well known to industry as UML diagrams. We apply these representations to a fire dispatch
system case study, that has a complex control flow and thus these techniques can be very useful
to simplify the problem.
In this case study, we try to compare and evaluate these two diagrammatic approaches, where
both have their advantages and limitations. Atomicity decomposition’s strength appears in its
natural approach to describe explicit refinement and explicit constructs to describe replications
and multiple instances in control flows. Activity diagram’s strength lies in the flexibility of its
layout supported by directed arrows and the use of guards explicitly in decision-nodes. However,
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both have some limitations when it comes to multiple instances replicators, atomicity decomposition with the limited behaviour of its all-construct, and activity diagram with the lack of some
explicit replicator constructs like the some-construct.
This paper is organised as follows: Section 2 describes some needed background information
about Event-B, activity diagrams and atomicity decomposition. Then in Section 3, we describe
our case study by presenting the requirements, the entity diagram that presents the structure of
the model, and finally to describe the behavioural part of our case study, we use activity and
atomicity decomposition diagrams. Later in Section 4, we compare and evaluate the dynamic
representations of the fire dispatch system, both graphically and in relation to the Event-B model.
Finally, we compare our approach with other related work and conclude in Sections 5 and 6
respectively.

2
2.1

Background
Event-B

Event-B is a formal method for modelling complex systems [Abr10]. Its language is based on
the set theory and first order logic. Correctness and consistency of models, are proved by means
of mathematical proofs [ABH+ 10].
Refinement & Decomposition: Refinement is a key concept in the Event-B modelling, where
instead of building a single model, we start with an abstract one, focusing on the main functionalities of the system. Then during refinement levels, details of the model and/or new functionalities
are added gradually. Refinement process aids understanding the model and proving its correctness and consistency [AH07]. However, adding lots of details at different refinement levels,
sometimes results in complex and long models. In some cases only parts of the model need to
be refined, hence the need for model decomposition, which is another key concept in Event-B.
In model decomposition, we divide a large model into some sub-models, each can be refined
individually [AH07].
Structure: The Event-B model is divided into a static part, the “Context” and a dynamic part,
the “Machine”. The context consists of the set types, constants and their properties as axioms.
The machine consists of variables, invariants describing the constraints applied on the variables,
and events that show how the variables’ values change provided some guard conditions hold. In
addition, theorems can be defined in both context and machine [MAV05]. Figure 1 presents a
simple Event-B model showing both the static and the dynamic parts of the model. Machine M,
on the left, consists of two events: the INITILIASATION event and “Event1”, which adds values
to the variable “set”. In order to define this variable as a subset of “SET” in context C, using
invariant “inv 1” enforced by the guard condition “grd1”, we add the “sees” clause to machine
M to access context C.

2.2

UML Activity Diagram

Unified Modelling Language (UML) [RJB98], is a graphical representation for modelling objectoriented systems. UML consists of many graphical types representing objects, behaviours, and
states. Activity diagram (ActD) is one of these types, that describes the behavioural, or the
Proc. AVoCS 2013
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Figure 1: Simple Event-B Model
dynamics, part of the system [Obj12].
An ActD is a directed graph, in which the direction of the arrows suggests the flow of activities.
In older versions of UML, an ActD was considered as a type of state machine diagram, but since
the introduction of version 2.0, ActD semantics is widely enriched, based on token flow inspired
by Petri Nets [Obj12]. However, it still lacks a formal definition and that is why many researchers
have tried to define a formal semantics of UML activity diagrams in different ways [Obj12].
Figure 2 describes some of the notations of UML ActD, that are used in this paper. We would like
to focus on expansion region [Obj12], which is a structured activity node that takes collections of
elements as input and can return output collections described in expansion nodes. The execution
of elements can be described in three different modes according to a keyword at the top of the
region, these modes are: parallel, where the elements execute concurrently and can overlap in
time. Iterative, where execution is done in sequence, so an execution does not start until the
previous one is completed, and follows the same order if ordering is applied. Lastly in a stream
mode, there is exactly one execution in the region, where elements are offered to execution in a
stream, preserving ordering if applied.

2.3

Atomicity Decomposition

Atomicity Decomposition (AD) diagrams were first introduced by Butler [But09]. AD provides
a graphical representation based on Jackson’s diagrams (JSD) [Jac83], that helps understanding
the relations between the abstract and concrete levels of the Event-B models. AD also helps to
explicitly describe the flows of events, which are implicitly described through guarded events in
an Event-B model [But09].
Figure 3 shows a basic structure of the atomicity decomposition diagrams, where each node
represents an event. The AD diagram indicates that the atomicity of the abstract event, appears
in the root node, is decomposed into some concrete sub-events, appear in the leaf nodes. Similar
to Jackson’s structure diagrams, the leaf events are read from left to right, so Event1 is executed
first, followed by Event2 and finally Event3.
The dashed line represents a newly added event that does not have a counterpart at the abstract
level, which we refer to as refining skip. The solid line represents a refining event, where exactly
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Figure 2: Some Notations of UML Activity Diagrams
one event can refine an abstract event. A construct can be one of the following: and, or, xor, loop,
all, some, one. The construct can be connected to one or more events depending on its type. We
can also add parameters to the events to indicate multiple instances modelling [But09, SBR12].

Figure 3: Basic Structure of Atomicity Decomposition Diagram
Semantics is given to AD diagram by transforming it into an Event-B model. Salehi et al.
in [SBR12] describe some of the rules of AD transformation into Event-B modelling language.
They use the subset relations approach to describe the order between events. They also apply
AD to two case studies [SB10, SRB11] to evaluate its role in clarifying the refinement and the
explicit ordering of events in the Event-B modelling language. Figure 4 shows the corresponding
Event-B translation of Event2 in Figure 3, provided that there is no construct applied. As shown,
the ordering is specified by invariant inv e2 seq, indicating that Event2 must follow Event1. In
the event, this is controlled by the guard grd seq, indicating that Event1 has occurred first, before
Event2 is allowed to happen, which has not occurred yet according to grd self.
Proc. AVoCS 2013
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Figure 4: Translation of the Sequencing Pattern from AD to an Event-B Model

3

Fire Dispatch System Case Study

3.1

Requirements Overview

In this section, we present the requirements of a fire dispatch system. We only try to model the
main operations of the dispatch system and discard some details for simplicity of presentation.
So, we do not include call waiting queues and we assume that all calls are served immediately and
there are enough resources to cover the incidents. We try to focus on the functional operations
that keep track of the status change of the incident and the resources throughout the dispatch
process, and also how these resources are assigned to an incident.
Functional Requirements: These can be divided into the following goals: location matching,
duplicate calls, action response, resources mobilisation to incident, resources attendance and
incident closure. First the control operator tries to get information about the incident, its location,
type and its emergency level that can be prioritised into 3 levels; critical, non critical or other.
Each incident type has a default priority level, that can be changed manually by the operator.
Then, the system tries to identify if the incident is a duplicate or not. If it is duplicate, it alerts the
operator who confirms that, resulting in an automatic closure of the incident call. From the type
and location (e.g. factory, school ...), the system can identify the suitable predetermined action
response plan, which in turn gives information about the type of resources needed.
As a result, the system will suggest the quickest available resources to the incident, that can
be allocated by the operator. The allocated resources will be notified automatically, and here
we assume an immediate response. At this point the tracking of the incident and resources
status change will start. Until the resource arrives to the incident location, the system will keep
looking for new quicker resources to become available, and suggest reallocating them to the
operator. After attending the incident and all resources get deassigned or deallocated, the incident
will be closed and the deallocated resources will either go back to station, or get reassigned to
new incidents. The status of the incidents changes from Opened, to In Progress and finally to
Closed, and that of a resource can be any of the following: Station Available, Mobile Incident,
In Attendance, Mobile Station or Unavailable. We use detailed states of the resources and the
incidents to help us keep track of the events later.
To summarise: The case study is focused on solving the following problems: how the action
plan (PDA or Pre-Determined Actions) determines the resources needed for the incident. This
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depends on the type, location and the priority level of the incident1 . We also focus on how the
status of the resources and the incident is changed throughout the dispatch process, which mainly
depends on the location of the resources compared to the incident and the stations.
Figure 5 describes the class diagram including the main entities and relationships used in our
model, which helps us in modelling the structural part of the Event-B model. For example,
entities INCIDENTS and RESOURCES are defined as sets in the context. The “Assigned to”
relationship, the arrow between these entities, is described as a relation between incidents and
Resources using an invariant in the Event-B model.

Figure 5: Fire Dispatch System Entities and Relationships

3.2

UML Activity Diagram Representation

After using the class diagram to identify the main sets and relationships needed, we represent the
fire dispatch system using UML activity diagrams, which mainly help in identifying the required
events and their sequence. We start by making a detailed graph of all the operations derived
from the requirements, because we find it easier to visualise the overall sequence of the events
than trying to figure out the relationship between the different sub-problems. Then we group the
related events into nested activities and this helps in abstracting the system, and later elaborating
these activities as steps, we do not show all these steps due to space limitation.
Figure 6 shows the ActD of the fire dispatch system after applying abstraction. The approach
we follow in grouping the events is that whenever there is a decision-node, we apply grouping.
Because, decision-nodes usually describe different scenarios of the events flow, before merging
into the next event; which is similar in a way to different solutions of the same problem before
moving into the next one. However, in the case of a duplicate location which is represented as a
decision-node (Is Duplicate), we leave it at the abstract level due to the presence of the activity
final node, where we want to indicate the end of the whole dispatch activity of the incident, and
not only one sub-activity like in the case of nesting.
Another grouping is used, when we need multiple instances in a sequence of events, or in
other words when we need expansion regions, and obviously these events are related by the same
objects, and consequently they represent the same sub-problem. At this point we end up with
three activity diagrams, but not shown for space limitation. The first one is an overall diagram
representing one instance, one resource, in the action plan. Then we apply grouping according
to the decision nodes, and finally add the second grouping of multiple instances, in this case the
resources in the action plan, to end up with Figure 6.
1

In our model, the effect of priority on PDA is implemented indirectly through its relation with the incident type
“TYPE”, and we restrict its change to before setting the action plan, but the direct effect of priority changes throughout
the workflow and its effect on resource allocation is left for future work.
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As you can see in Figure 6, we represent the multiple instances, the resources, in the Resource
Allocation using an expansion region with the parallel keyword to indicate that all these events
should run in parallel or concurrently for each resource, and this is the reason why, we do not
just use a loop and a decision node to decide when to stop. The rake symbol indicates nesting
or further refinement, for example Resource Allocation can be further refined, at the right, to
include the sub-events Find Quickest Resource, Allocate Resource etc.

Figure 6: Abstract Level of the Fire Dispatch System ActD, with Focus on Resource Allocation

3.3

Atomicity Decomposition Representation

As the next step, we represent the fire dispatch system using AD diagrams (Figure 7), which
focus on both control flows and refinement relationships between concrete events and the corresponding abstract events. As explained earlier in ActD, Figure 6; there are two activity final
nodes, which means two scenarios can close an incident call. That is why we split the AD into
two cases, one representing the normal case i.e. non-duplicate case, Figure 7(a); and the other is
when the incident is duplicate and hence it is closed immediately, Figure 7(b). The rake symbol
is used to indicate further refinements, which are omitted in this paper. The colour codes are
used to describe who/what performs the operations, like the swimlanes in ActD that are shown
only in the refinement of Resource Allocation, due to space limitation, in Figure 6.
In Figure 7(a), the root node of the tree represents the process name of the system, and it is dis7 / 15
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tinguished from other event nodes by being connected to the abstract level events using dashed
lines only. Considering the event sequencing from left to right, in the abstract level, first event
Create Incident executes, followed by Select event, which is in turn followed by Not Duplicate
and so on. As you can see, event Select is further decomposed into two branches in the first
refinement level. The and-branch that has two events (Select Type and Select Location), and Finish Select, which refines the abstract Select event. The and-constructor sub-events, Select Type
and Select Location, must execute in any order, before the execution of Finish Select.

(a) Atomicity Decomposition Diagram of Fire Dispatch System - Non-Duplicate Call Case

(b) Atomicity Decomposition Diagram of Fire Dispatch System - Duplicate Call
Case

Figure 7: Fire Dispatch System Atomicity Decomposition Diagrams

4
4.1

Evaluation
Graphical Comparison

We start with the AD constructs and finding their counterparts in UML ActD. We do not find
counterparts the other way round, because the notation of UML ActD is very rich especially
after the introduction of UML 2.0; and in general the constructs used in AD are more focused on
the Event-B modelling language.
Figure 8 shows some of the AD constructs and their counterparts in UML ActD. The andconstruct in AD, top left, means both Eve1 and Eve2, should be executed before Eve3 is enabled. In ActD this is translated as a fork to describe the concurrent execution of Eve1 and Eve2,
and then they are joined or synchronised into one flow before Eve3 can be executed. The xorconstruct, top right, means only one of the sub-events can be executed, similar to a decision-node
Proc. AVoCS 2013
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with mutually exclusive guards in ActD. The guards (condition1, condition2) are not shown explicitly in the AD diagram, they can be manually added to the event definition in the Event-B
model, but here they are shown for comparison purposes; the same applies to the loop conditions.
The or-construct means at least one of the sub-events is executed before the next event (Eve3)
can be enabled, that is why we use a merge-node in the ActD which requires at least one flow to
proceed and does not synchronise the flows like the join-node. While this case is not acceptable
in UML 1.x, UML 2.0 has removed the restriction of matching forks with joins, which makes
our comparison valid. Sequencing in AD is read from left to right, and in ActD the direction of
the arrow describes the order of events. Lastly, the star symbol indicates looping, zero or more
iterations of the event, which can be described by using a decision-node and a merge-node that
bring all flows together without synchronisation. Here the decision-node is added before the loop
event (Eve1) to describe the zero iteration, but if we need one or more iterations, we place it after
the loop event. UML 2.0 has also introduced a structured loop-node which is equivalent to the
use of the decision and merge nodes as shown in Figure 8.

Figure 8: Comparison between AD Non-Replicator Constructs and UML ActD
Replicator Patterns AD describes another three replicator constructors, which introduce a
new parameter to the contruct’s sub-events. These replicators are: all-replicator, which is a
generalisation of the and-construct; some-replicator, a generalisation of the or-construct, and
lastly the one-replicator, which is a generalisation of the xor-construct, that describes exactly
one iteration of an instance. To find an equivalence of the all-replicator in ActD, we distinguish
between two cases; one where you know how many instances are in your collection, in this case
you can use expansion regions. The fire dispatch case study in Figure 6, uses an expansion
region with parallel execution in Resource Allocation. Since the collection of resources needed
is determined at runtime, during the Action Plan event, and in this case you can decide how
the events can be executed using a keyword in the expansion region, this can be either parallel,
iterative or stream execution. In the second case where you can not determine the size of the
input collection neither at design time nor during runtime, you can use a loop for the multiple
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iterations and a decision node to determine whether you need to continue or stop these iterations.
Regarding the some-replicator and the one-replicator in AD, they can be represented in the same
way as the all-construct, Figure 7(a); but they have no explicit constructs in ActD.
Assessment We managed to represent the fire dispatch system using both AD and ActD,
and we found the corresponding construct for all the non-repliactors and some of the replicator
patterns of the AD to ActD, which shows that a transformation from AD to ActD should be
possible. But, we still have some limitations regarding the multiple instances representations of
both diagrammatic notations.
Regarding AD, the all-construct is described as a generalisation of the and-construct, so it only
describes parallel execution of events, unlike the expansion regions which are more general that
they can describe parallel, iterative and stream executions.
Take the example of a doctor who needs to visit “x” number of patients daily, this can not be
described as an all-construct in AD, because if the visit event is refined into further sequence
of sub-events, this event will be interleaving with other visits by the same doctor. This could
be described using a loop, but it is not so convenient because a loop means a zero or more
iterations, but here we have a specific number of iterations. To solve this problem, we need a new
description of the all-construct with sequential execution that preserves ordering of instances.
On the other hand, there is no explicit constructs of the some-construct and the one-construct
in the activity diagram. Although these can be described using a guard, this can lead to an
ambiguity in the representation and each modeller can use his own interpretation.

Figure 9: Select Type Refinement in Atomicity Decomposition and Activity Diagram
Concerning the layout of both diagrams, we find the directed arrows of the actD can be easier
to follow than the hierarchical representation of the AD diagrams. Take for example Figure 7(a),
if we want to follow the sequencing of the non-refining leaf nodes, we should start from Create Incident at the abstract level, then go to some refining level higher than the first refinement
because Select Type will be further refined as indicated by the rake symbol, then back again to
the first refinement level for Select Location and Finish Select and so on. On the other hand,
the hierarchy and structure of AD restrict the way you build your model in a positive sense. Because the refinement layers come naturally with its structure; whereas with UML ActD, it is up
to the modeller, how to apply nesting and refinement. So AD diagrams can provide a guideline
for when and how to refine the Event-B model, like the constrain that, the all-construct should
be only applied to one event, so in this case we add an extra level of refinement to apply the
all-construct to a sequence of events e.g. Resource Allocation in Figure 7(a). You can also see
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explicitly how the new events and the refining events relate to the abstract event using solid and
dashed lines. On the other hand, the rake symbol in ActD can describe that a refinement exists,
but does not show how the concrete events are related to the corresponding abstract events.
Regarding details and clarity, UML ActD with its rich notations can help in understanding
the model more. By using notes with pre and post conditions, and explicit use of guards in the
diagram. These guards can clarify some of the details of the Event-B model, by describing why a
flow takes a certain route rather than the other. Like in the decision-node that describes explicitly
the guards needed, unlike its AD equivalent, the xor-construct, the guards are left for manual
implementation in the Event-B model, as shown in Figure 9.

4.2

Event-B Comparison

For both representations we use the entity diagram (Figure 5) to define the structure of the model,
where the entities describe the sets, and the associations between them describe the relations
needed. Since there is no available plug-in to translate ActD to Event-B in Rodin, we apply the
following approach: all actions become events in Event-B and the event conditions are added
as guards; and whenever we have call action behaviour indicated by a rake symbol, we use
refinement. In our overall diagram we use notes to help in clarifying the details needed for
events, like the local pre and post conditions used in the refinement of Resource Allocation in
Figure 6, where preconditions become event guards and postconditions become event actions.
The AD translation into Event-B is done both manually and automatically using the AD plugin [Wik12]. AD uses subset relations to describe sequencing, where each event has a corresponding variable with the same name. Moreover one invariant and one guard are enough to describe
the ordering of the event, Figure 4, which facilitates tracking the workflow of events, especially
with the naming convention used. On the other hand, as a result of the flexible manual modelling, the sequencing used in the ActD model is more related to the relations described in the
entity diagram and the status change of the resources, which sometimes requires more guards
to describe sequencing. For example, to describe the sequencing of the Action Plan event in
ActD, we need to check that the incident “i” is not duplicate and it is in the domain of both
functions Select Type and Select Location, whereas for AD just checking if the incident “i” belongs to Non Duplicate is enough to describe the sequencing. However, we need to add the
application-specific data structures, described in the entity diagram, manually for the AD model
as a refinement to describe the details of the model, which can result in some kind of repetition.
AD can sometimes result in having extra events compared to ActD, take for example the
refinement of Select Type as shown in Figure 9. In this case we want to say that the operator
has to select the incident type first, then if the default priority associated with this type is correct
continue to Action Plan, else change the priority and then go to the Action Plan. In AD, we
must have at least two leaves when using the xor-construct, similarly with the decision node in
ActD. However, the flexibility of directed arrows can take us directly to the next step, in this
case the join-node before the action plan event; whereas in the hierarchical structure, we can not
have this flexibility and use the Finish Select as the other leaf because this will change the whole
workflow logic. So we need to have a dummy event which is here the Keep Priority that does
not make any changes.
Sometimes having the extra events can have advantages, because they can emphasise the be11 / 15
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haviour and the logic behind the used constructs. Take for example the Finish Select event in
Figure 10, it acts like a join-node in the ActD (Figure 6), and this is clear in the Event-B model
through the use of the logical-and between Select Type and Select Location (Figure 10). Also
the effect of the xor-construct in changing priority is clear by using the union of Change Priority
and Keep Priority. This encourages us to later study the practicality of translating the ActD
constructs as separate events or just imply their effects through guards in the existing events.

Figure 10: Finish Select Event at 1st and 2nd Refinement Levels
Regarding the all-construct of AD, it can only have one branch and is always associated with
a parameter. The intent is to execute the all-construct event for all instances of its parameter. In
the first refinement level of Figure 7(a), we apply the all-construct to the Resource Allocation
event, which will be later refined into some sequence of events. Consequently, we have an extra
refinement because we can not apply the all-construct to a sequence of events. We also have the
extra event Finish Resource Allocation to refine the All Resource Allocation event. This shows
how the rules of AD can provide a guideline for how and when to use refinement.
The all-construct mainly affects Finish Resource Allocation, which is the directly following
event. This event can not be executed until all instances of the all-construct parameter finish
executing. Figure 11, top part, shows the Event-B translation of Finish Resource Allocation.
The invariant “inv seq” and the guard “grd seq”, ensure that Finish Resource Allocation can not
be executed before Resource Allocation finishes executing for all instances of the parameter,
ptype[i pda(i)]. The function i pda describes the relation between incidents and PDA, and the
all-construct parameter, p type, represents the resources types of the incident’s PDA.

Figure 11: All-Construct Effect on AD and ActD at 2nd Refinement Level
In the ActD manual model, the parallel execution of Book Resource Home and Close Incident
follows the Resource Allocation expansion region. Due to space limitation, we only show the
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translation of Close Incident in Figure 11, bottom part. In this case we added the relation r types
to keep track of the allocated types. Similar to Finish Resource Allocation, we managed to describe the effect of the expansion region using the invariant inv Closed and the guard grd 4.
However for Book Resource Home we only used grd 4 but could not enforce the sequencing using an invariant due to the complexity of the relations used to describe the Book Resource Home
especially after refinement. This shows how having an extra event, Finish Resource Allocation,
and using the subset relations in AD, in this case both Close Incident and Book Resource Home
will be subset of Finish Resource Allocation, can simplify the sequencing invariants and make
the sequencing guard stronger by always being enforced by a sequencing invariant.

5

Related Work

Many researchers have studied the integration of formal methods and graphical representations in
an attempt to reduce the gap between requirements and formal language. A good example of such
approach is the translation of behaviour trees into CSP, that is extended to include state based
constructs [CH11]. Unlike our approach, behaviour trees as first introduced by Dromey [Dro03],
define each functional requirement as a separate tree and later all requirements’ trees are integrated into one. This integration is not simple and requires interference of the modellers to solve
integration problems.
Both Matoussi et al. [MGL11] and Laleau et al. [LSM+ 10] describe a formal translation of the
KAOS goal model. The first into Event-B and the latter use the KAOS goal model to extend the
SysML requirements model and then map it into the B method. Regarding refinement they both
follow the approach described in [DL96], where parent goals are refined into AND/OR refined
sub-goals, and they also use sequencing of sub-goals. Ben Younes et al. also use this approach
to describe refinement patterns of UML activity diagrams [YAH12], and they also describe the
translation of activity diagrams into Event-B in [BB08]. In both cases they do not describe, how
they determine the static part of the model.
Regarding UML activity diagrams de Sousa et al. [SSS11] also describe the translation of
IOD, which is a variant of activity diagrams, into Event-B, but they include boundary-controlentity class diagram to extend UML-B class diagram and describe the static part of the formal
model. However, when it comes to refinement in Event-B, they use the ICONICX process, that
includes four types of UML diagrams [SSS12].
In all the previously described approaches, there is no explicit notion of replicators like allconstruct and some-construct, even the ones that use activity diagrams, do not describe the use
of expansion regions or the loop case. When it comes to refinement, all these techniques do not
show how the new events relate to the abstract ones, the way AD explicitly describes.

6

Conclusion and Future Work

In this paper, we present an evaluation of two graphical approaches that show the behaviour of
a system and aim at facilitating the control flow of the Event-B model. Through the evaluation
of our case study, we would like to end up with a process to facilitate the Event-B formal modelling of complex workflow systems. This process starts by deriving an entity diagram from the
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requirements to model the structural part, and then using an activity diagram to better understand the workflow and the details of the system through guards, pre and post conditions etc.
and finally using atomicity decomposition as a guideline for refinement and follow its translation
rules to formally model the system using Event-B, which can be further enriched with the help
of the details described in the activity diagram. Based on our comparison, we would like to study
the possibility of extending the atomicity decomposition patterns and translation rules and add
these extensions to the existing atomicity decomposition plug-in. We would also like to study
the possibility of integrating AD approach with ActD and the entity diagram. Finally, we intend
to enhance our case study to see the effects of the change of an event conditions on the rest of
the Event-B model.
Acknowledgements: Butler and Salehi were partly funded by the FP7 ADVANCE Project
(287563), www.advance-ict.eu. We would like to thank the reviewers for their helpful comments.
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Abstract: Constructing traceable Event-B models from requirements is crucial in the system
development process. It enables the validation of the model against the requirements and allows to identify different refinement levels, which is a key to successful formal modelling with
a refinement-based method. Our objective is to present an approach based on the use of semiformal structures to bridge the gap between requirements and Event-B models and retain traceability to requirements in Event-B models. The presented approach makes use of the UML-B and
Atomicity Decomposition (AD) approaches. UML-B provides UML graphical notation that enables the development of an Event-B formal model, while the AD approach provides a graphical
notation to illustrate the refinement structures and assists in the organisation of refinement levels.
The AD approach also combines several constructor patterns to manage control flows in Event-B.
The intent of this paper is to harness the benefits of the UML-B and AD approaches to facilitate
constructing Event-B models from requirements and provide traceability between requirements
and Event-B models.
Keywords: Event-B, Traceability, UML-B, AD

1

Introduction

We present an approach for incrementally constructing a formal model from informal requirements with the
aim to retain traceability to requirements in models. The approach helps to identify the modelling elements
from requirements, assists the construction of a formal model, and facilitates layering the requirements and
mapping the informal requirements to traceable formal models. Traceability supports the process of validation
of the model against the requirement document and allows missing requirements to be easily accommodated
in the model.
Our approach is based on the Event-B formal method [Abr10]. Event-B is a refinement-based formal
method with good tool support for developing various kinds of systems. Event-B covers a range of approaches
to support a formal modelling.
In our approach, we make use of UML-B [SB06] and Atomicity Decomposition (AD) [But09a, FBR12]
approaches. UML-B provides a graphical modelling environment (UML notation) which enables the development of an Event-B formal model. The AD approach provides a graphical notation to structure refinement
and describes the ordering between events. The visual view of the system provided by the UML-B and AD
assists in the development of the refinement strategy before the actual work on modelling is performed. The
combined AD diagrams, which show the overall refinement structure of the system, can be modified until an
acceptable refinement structure is reached. In addition, the AD approach provides several constructor patterns that can be used to manage the flow of events and define event ordering. Moreover, Event-B models
corresponding to AD diagrams and UML-B diagrams can be generated automatically by the AD and UML-B
tool.
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The presented approach comprises of three stages, which are shown in Figure 1 . The first step in our

Figure 1: Steps for constructing a traceable formal models
approach is requirement classification. Requirements are classified based on Event-B components. The classification consists of five classes: data-oriented, constraint-oriented, event-oriented, flow-oriented, and others.
Data-oriented requirements represent attributes and relationships between attributes, constraint-oriented requirements represent conditions that must remain true in the system, event-oriented requirements represent
the activities of the system and its components, flow-oriented requirements represent relationships between
events, and “others” represents other requirements that do not fit into the previous classes.
The second step consists of three main stages. Firstly, we use semi-formal artifacts described using UML-B,
AD diagrams and structured English to represent requirements. The UML-B is used to represent data-oriented
requirements. The AD is used to represent flow-oriented requirements. The structured English is a way of
breaking down constraint and event-oriented requirements into shorter sub-requirements and mapping each
sub-requirements to the proper class (constraint or event-oriented). The semi-formal artifacts serve as an
intermediate representation that map requirements to Event-B formalism. Representing requirements using
semi-formal artifacts is reasonably simple, and at the same time the movement from the semi-formal artifacts
to the Event-B is straightforward. Secondly, we merge the fragmented structured English of a single event
together to facilitate tracing the event components. Thirdly, we combine AD diagrams and use these diagrams
to assist the process of developing the refinement strategy.
The third step of the proposed approach is to use the UML-B tool and the AD tool to generate Event-B
models and also write manually the corresponding Event-B from the structured English representation.
This paper is structured as follows: Section 2 gives an overview of the Event-B formal method, UML-B,
and AD approach. The description of the presented approach is introduced in Section 3. Section 4 introduces
some related works in requirement traceability. Conclusions are drawn in Section 5 and Future work is
presented in Section 6.

2
2.1

Preliminaries
Event-B

Event-B is a formal method developed by Jean-Raymond Abrial, which uses set theory and first order logic
to provide a formal notation for the creation of models of discrete systems and the undertaking of several
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refinement steps. An abstract Event-B specification can be refined by adding more detail and bringing it closer
to an implementation. A refined model in Event-B is verified through a set of proof obligations expressing that
it is a correct refinement of its abstraction. Event-B may be used for parallel, reactive or distributed system
development, and has shown success in the development of different complex real-life systems [But09b,
BA05]. The Event-B notation contains two constructs: a context and a machine. The context is the static part
of a model in which the data of the model (sets, constants and axioms) is defined. The dynamic and functional
behaviour of a model is represented in the machine part, which includes variables to describe the states of the
system, invariants to constrain variables, and events to trigger the behaviour of the machine.
Rodin [ABHV06, ABH+ 10] is a platform for modelling and proving in Event-B models. Rodin exhibits
many features and can be extended further with supportive plug-ins. Relevant to this work is the Atomicity
Decomposition (AD) plug-in, which provides a graphical notation to structure refinement and to manage flows
in Event-B models. An overview of the AD approach is given in Section 2.3.

2.2

UML-B

UML-B is a diagrammatic notation based on UML and Event-B. It provides a graphical modelling environment that allows the development of an Event-B formal model through the use of UML graphical notation.
There are four types of UML-B diagrams, namely package diagrams, context diagrams, class diagrams and
state machine diagrams. Package diagrams represent the structure and the relationships between Event-B
contexts and machines. A context diagrams describes the context part of an Event-B model. describes only
the context components such as constants. Class diagram and state machine diagrams describe state and
behaviour and are used in Event-B machines. Class diagrams in UML-B may contain attributes (variables),
associations (relationships between two classes), events and state machines (transitions between events). State
machine diagrams describe the behaviour of instances of classes as transitions linked to events.
UML-B assimilates the notion of refinement. It is possible to introduce a class in a refined machine that
refines a class of its abstract machine. A refined class can keep all attributes of its abstract class, corresponding to the case where a refined machine keeps all the variables of an abstract machine. It is also possible
that a refined class drops some of the attributes of the abstract class, corresponding to the case of removing
variables through performing data refinement. Moreover, a refined class can introduce new attributes in the
class diagram, corresponding to the case of introducing new variables in the refinement levels.
A UML-B tool [SB08] has been developed for the Rodin platform which can be used to generate an Event-B
model corresponding to a UML-B development.

2.3

Atomicity Decomposition Approach

Although refinement in Event-B provides a flexible approach to modelling, it has the weakness that it cannot explicitly represent the relationships between abstract events and new events which are introduced in a
refinement level. The Atomicity Decomposition (AD) approach addresses this limitation. The idea is to augment Event-B refinement with a graphical notation that is capable of representing the relationships between
abstract and concrete events explicitly. Using the AD approach has another advantage, namely that it allows
event ordering to be represented explicitly. Figure 2 illustrates these two features of the AD graphical notation. Assume machine M1 on the left hand side of Figure 2 refines some machine M0 which contains the
abstract specification of AbstractEvent. The machine M1 encodes its control flow (ordering between Event1
and Event2) via guards on the events. This control flow is made explicit in the AD diagram presented on the
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machine M1 refines M0 sees C0
variables Event1 Event2
invariants
@inv1 Event1 ⊆ PAR_SET
@inv2 Event2 ⊆ Event1
@inv3 Event2 = AbstractEvent
event INITIALISATION then
@act1 Event1 ≔ ∅
@act2 Event2 ≔ ∅
end
event Event1 any par where
@grd1 par ∉ Event1
then
@act1 Event1 ≔ Event1 ∪ {par}
end
event Event2 refines AbstractEvent
any par where
@grd1 par ∈ Event1
@grd2 par ∉ Event2
then
@act1 Event2 ≔ Event2 ∪ {par}
end

Root, abstract event, is decomposed into sub events

AbstractEvent (par)
A dashed line: refines skip

Event1 (par)

A solid line: refines AbstractEvent

Event2 (par)

The sub events are read from left to right and indicate sequential control

Figure 2: Atomicity decomposition diagram

right hand side. This diagram explicitly illustrates that the effect achieved by AbstractEvent at the abstract
level, machine M0, is realized at the refined level, machine M1, by the occurrence of Event1 followed by that
of Event2. The ordering of the leaf events is always from left to right (this is based on JSD diagrams [Jac83]).
The solid line indicates that Event2 refines AbstractEvent while the dashed line indicates that Event1 is a
new event which refines skip. In the Event-B model of machine M1 on the left hand side, Event1 does not
have any explicit connection with AbstractEvent, but the diagram indicates that we break the atomicity of
AbstractEvent into two sub-events in the refinement.
The parameter par in the diagram indicates that we are modelling multiple instances of AbstractEvent and
its sub-events. Events associated with different values of par may be interleaved, thus modelling interleaved
execution of multiple processes. The effect of an event with parameter par is to add the value of par to a
set control variable with the same name as the event, i.e., par ∈ Event1 means that Event1 has occurred with
value par. The use of a set means that the same event can occur multiple times with different values for par.
The guard of an event with parameter par specifies that the event has not already occurred for value par but
the previous event has occurred, e.g., the guard of Event2 says that Event1 has occurred and Event2 has not
occurred with value par.

3

Steps for Constructing Traceable Event-B Models

This paper presents an approach for constructing traceable Event-B models using UML B and the AD approach. We do not address the question of how requirements are arrived at. Requirements could have been
arrived at using use cases [KG12]. In use cases, the system’s functionality is described through structured stories in easy-to-understand text form, from which requirements can be derived. Our objectives are to provide
a link between requirements and formal models and to facilitate building traceable Event-B formal models
from requirements. The following subsections describe the steps proposed to achieve these goals.
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3.1

Step 1: Classify Requirements

We classify requirements into the following five classes as stated above, based on the structure of EventB models: data-oriented requirements, constraint-oriented requirements, event-oriented requirements, flow
requirements, and other requirements. Each requirement can be classified into at least one category. A
detailed description of the requirement classification, with examples of lift controller requirements taken
from [Rob10], is given below.
Data-oriented requirements: requirements that describe attributes of nouns and the relationships between
nouns are data-oriented requirements. Here are three examples of this requirement class:

REQ1
REQ2
REQ3

Each floor has one button for requesting travelling to another floor
The lift-door can be closed or opened
The lift can be moving or stopped

The nouns “ floor” and “button” in the requirement REQ1 are identified as data-oriented requirement. The
noun “lift-door” and the attributes “closed” and “ opened” in the requirement REQ2 are also identified as
data-oriented requirement since they describe states of the door. Similarly, the noun “lift” and the attributes
“moving”, and “stopped” in the requirement REQ3 are identified as data-oriented requirement since they
describe states of the lift.
Constraint-oriented requirements: requirements that describe properties about the data that should always remain true. They are normally identified by keywords such as never, must not, always etc.
The following is a constraint-oriented requirement:
REQ4

The lift door of a moving lift must be closed

Requirement REQ4 describes a system property relating the position of the lift door and the lift motion.
Event-oriented requirements: requirements that describe a function or activity of the system or its components. Events are normally identified by the “verbs”, such as the following requirement:
REQ5

People on a floor press a button to request a lift

The verb “request” denotes that REQ5 is of event-oriented type. The part of an event-oriented requirement
that describes conditions under which an event can happen is called a guard requirement, whereas the part of
an event-oriented requirement that describes how the data is going to change is called an action requirement.
Flow requirements: requirements that describe the interaction between operations. We can classify flow
requirements generally into three types: sequence requirements which describe sequencing between operations, selection requirements which describe “if-then-else” structure to indicate the selection between two or
more operations, and repetition requirements which describe the iteration of a particular operation multiple
times. Table 1 provides examples of flow requirements:
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Flow
requirements
sequencing
requirements

Example

Description

REQ6 The floor door closes before
the lift is allowed to move

selection requirements

REQ7 If a lift is stopped then the
floor-door for that lift may be open

repetition
quirements

REQ8 There might be more than
one external floor request in a particular floor, the lift will respond to
them (stop) only once

The relationship between the door closing operation and the lift moving operation
can be seen as a sequence. After the liftdoor closes, the lift is allowed to move.
In this requirement the lift door can be either opened or left closed when the lift is
stopped.
Here, “more” indicates the iteration of the
floor request operation.

re-

Table 1: Description of flow requirements
The above classification seems to be more prevalent to many case studies. Nevertheless, flow requirements
are not restricted to this classification, and other classes can be identified by analysing more case studies.
Other requirements: other requirements that do not fit into the previous classes can be considered in this
class. This includes requirements that are very hard to model in Event-B, such as requirements that represent
fairness properties or timing properties.

3.2

Step 2: Construct Semi-formal Artifacts and Develop Refinement Strategy

This step comprises three stages, described in what follows.
3.2.1

Stage 1: Use semi-formal artifacts (UML-B, AD, and Structured English)

In the first stage, requirements are represented in a semi-formal notation depending on their type:
• Data-oriented requirements are represented using UML-B diagrams: nouns or attributes are represented using class diagrams, relationships between nouns are represented using UML-B associations,
and transitions between attributes are represented using state machine diagrams.
• Constraint and Event-oriented requirements are represented using structured English. The structured
English is a way of breaking down constraint and event requirements into smaller requirements and
mapping each sub-requirement into their requirement identifiers to facilitate the tracing of requirements.
The structured English representation for constraint-oriented requirements is of the following form:
constraint : < constraint requirement >−−−−→< REQ >

The structured English representation for event-oriented requirements is of the following form:
event name
guard : < guard requirement >−−−−→< REQ >
action : < action requirement >−−−−→< REQ >
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In the above notation, the arrow is used for tracing back to the original requirement, and REQ denotes
the requirement identifier.
• Flow requirements are mapped to the appropriate AD diagram according to Table 2 which summarises the behaviour of the AD patterns: sequence requirements are mapped to sequence/and diagrams, selection requirements are mapped to or/xor diagrams, and repetition requirements are mapped
to loop/all/some replicator diagrams.

pattern
sequence-/andconstructor
or -constructor
xor- constructor
loop pattern
all-replicator
some-replicator
one-replicator

description
execute events in a sequence. The difference between sequence- and andconstructor is that and-constructor executes all available events in any order,
while the sequence constructor executes events in a particular order.
execute one or more events from two or more available events, in any order
execute exactly one event from two or more
execute an event zero or more times
execute an event for all instances of a defined set
execute an event for one or more (some) instances of a defined set
execute an event for one instance of a defined set
Table 2: Description of the AD patterns

Representing requirements into graphical/structured English notation provides an intermediate level of tracing information and enables the validation of the model against the requirements.
Assuming that requirements are analysed based on the described requirement classification, the following
examples illustrate how to represent each requirement class in a graphical or structured English notation.
The data-oriented requirement REQ1 is represented as follows:

Figure 3: The class diagram for REQ1

The class Floor consists of the association FloorButton of type Button which is defined as a boolean
that indicates whether there is a request for the lift to stop at that floor. The multiplicity property for the
association FloorButton specifies a many-to-one relationship (i.e., total function). That is, there are n+1
floors and a boolean for each floor to indicate whether there is a request for the lift to stop at that floor.
The data-oriented requirement REQ2 is represented using the state machine in Figure 4, which shows two
states, “open” and “ close”, and two transitions OpenLiftDoor and CloseLiftDoor:
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Figure 4: The state machine diagram for REQ2
The data-oriented requirement REQ3 is represented using the state machine in Figure 5, which shows two
states, “stopped” and “ moving”, and two transitions LiftStop and LiftMoving.

Figure 5: The state machine diagram for REQ3
The constraint-oriented requirement REQ4 is represented as follows:
constraint : T he li f t door o f a moving li f t must be closed −−−−→ REQ4

The event-oriented requirement REQ5 is represented as follows:
event RequestFloor
guard : a request at f loor f is made −−→ REQ5
action : new request is added to the pool o f pending requests −−→ REQ5

The flow requirements REQ6, REQ7 and REQ8 can be represented as follows:

(a) The ADD for REQ6

(b) The ADD for REQ7

(c) The ADD for REQ8

Figure 6: The AD diagrams for REQ5, REQ6 and REQ7
Figure 6a shows that the behaviour of the Li f tMove event is exhibited by executing the CloseLiftDoor
event followed by the LiftMove event. The xor-constructor pattern in Figure 6b indicates that the behaviour
of the Li f tStop event in the root node is exhibited by executing the LiftStop event followed by either the
OpenLiftDoor event or the NotOpenLiftDoor event. The latter event has skip action and is used to skip from
applying any change to the lift-door status; this is because the “xor” pattern forces the execution of only one
leaf. Finally, the behaviour of the Li f tStop event in Figure 6c is exhibited by executing the RequestFloor
event multiple times followed by the LiftStop event.
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3.2.2

Stage 2: Merging structured English of a single Event

It is possible that two or more structured English requirements refer to a single event. If such requirements
exist, we merge them here. However, in this small case study we do not have requirements that refer to a
single event. An example of this aspect is given by the following two requirements:
TSK1
TSK2

Tasks can be created and destroyed
Tasks are assigned priority when created

Requirements TSK1 and TSK2 are event-oriented requirements that refer to a Task Create event. The
structured English of the requirements TSK1 and TSK2 need to be merged in this step.
3.2.3

Stage 3: Develop Refinement Strategy

Here we combine the AD diagrams developed in the first stage in order to organise the refinement levels. Flow
is one criterion that can be considered in devising the refinement strategy. The nature of the requirements, the
nature of the architecture that the refinement is aiming towards and the nature of the data types being refined
are other important criteria that might come before the flow criterion since they may influence the flow requirements. The visualisation of the overall structure of the system gives more insight into the development
of the refinement strategy before any Event-B modelling is carried out. It allows the developer to illustrate
visually the hierarchy of the model based on the important criteria the developer is aiming at, and also helps
to control the size of the model and view the number of events in each refinement level. Another advantage of the diagrammatic view of the refinement strategy is that it allows to visualise event dependencies and
structure/variable dependencies. For example, in Event-B, events that update a particular variable should be
introduced in the same modelling level. This is a restriction imposed by Event-B and is often only discovered
during the modelling activity. The visual view of events given by the AD diagrams helps to deal with this restriction before modelling. Moreover, using this view, the developer can first introduce the basic properties of
the system, and then introduce more complex properties that depend on the basic properties in the refinement
levels. For instance, the developer of a real-time operating system (OS) can introduce basic properties of the
processes used by the application developer in the abstract model, and in deep refinement levels the developer
can introduce complex properties that are used by the real-time OS to handle the processes.
Figure 7 shows the refinement levels for the lift controller case study.

Figure 7: The combined AD diagrams for the lift controller
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In the abstract level, we decided to model two abstract events: AbstractLiftStop and AbstractLiftMove.
We use a sequence pattern to indicate the sequencing between the abstract events. In the first refinement,
we decided to combine the tree structure with root AbstractLi f tStop that corresponds to the AD diagram in
Figure 6b and the tree structure with root AbstractLiftMove that corresponds to the AD diagram in Figure 6a.
Finally, we make use of the AD diagram given in Figure 6c to refine the LiftStop1 event. We note that,
because of a restriction in the AD tool, event names in the combined AD diagrams are changed slightly from
their names in the individual AD diagrams. The AD tool automatically generates flags and gluing invariants
according to event names. The generated gluing invariants show the relationships between the abstract flags
and concrete flags. Therefore, the flag names for the abstract events are required to be different from the flag
names for the refined events.

3.3

Step3: Construct Formal Models

In this step, we use the UML-B and AD tools to convert the diagrams of step 2 to Event-B notation. We also
manually convert the structured English representation into Event-B.
The Event-B specification of the requirements REQ1, REQ2, and REQ3, generated from the class and state
machine diagrams, is given below:
SETS
Floor SET, Button SET, door STAT ES, li f t STAT ES
CONSTANTS
open
close
moving
stopped
AXIOMS
open.type open ∈ door STAT ES
close.type close ∈ door STAT ES
distinctStates door STAT ES partition(door STAT ES, {open}, {close})
distinctStates li f t STAT ES partition(li f t STAT ES, {moving}, {stopped})
End

Figure 8: Sets, constants and axioms generated from the class and state machine diagrams
Figure 3 contains two classes represented by the variables Floor and Button. These variables are defined as
subsets of Floor Set and Button Set, that represent the set of all possible instances for each class. The UMLB associations are translated into variables whose type is a function from the class set to the attribute type.
Hence, FloorButton in Figure 3 is translated into a function from Floor set to Button set. The multiplicity of
an association determines the type of the function: partial, total, injective etc. Here (0.. ∗ →1..1) is translated
into a total function that maps Floor to Button. The state machine in Figure 4 is translated into Event-B
as disjoint sets representation as shown in axiom distinctstates door STAT ES. States open and close are
translated into constants of type door STAT ES.
Each transition is translated into an event whose guard specifies the source state and whose actions specify
its target state. Hence, OpenLiftDoor is an event that changes the lift door from close state to open state
and CloseLiftDoor is an event that changes the lift door from open state to close state. The state machine of
Figure 5 is translated in a similar manner to the state machine of Figure 4.
Proc. AVoCS 2013
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event CloseLiftDoor
any self
where
sel f ∈ Floor
door(self) = open
then
door(sel f ) := close
end

variables
Floor Button FloorButton door li f t
invariants
Floor ∈ P(Floor SET )
Button = bool
FloorButton ∈ Floor → Button
door ∈ Floor → door STAT ES
li f t ∈ li f t STAT ES
event LiftMove
where
lift= stopped
then
li f t := moving
end

event OpenLiftDoor
any self
where
sel f ∈ Floor
door(self) = close
then
door(sel f ) := open
end

event LiftStop
where
lift= moving
then
li f t := stopped
end

Figure 9: Variables, invariants and events generated from the class and state machine diagrams
The Event-B specification written manually for the requirement REQ4 is:
∀ f . f ∈ dom(door) ∧ li f t = moving =⇒ door( f ) = close

Also, the structured English for the requirement REQ5 can be formalised manually as follows:
event RequestFloor
any f
where
grd1 f ∈ Floor \ request
then
act1 request := request ∪ { f }

Figure 10: The Event-B specification of the structured English for the requirement REQ5
The Event-B specification generated from the AD diagram for the requirement REQ8 is:

event RequestFloor
where
Li f tStop2 = FALSE
end

event Li f tStop2 refines Li f tStop1
where
Li f tStop2 = FALSE
then
Li f tStop2 = T RUE
end

Figure 11: The Event-B specification generated from the AD diagram (loop pattern)
According to the loop pattern rule, the RequestFloor event can be executed zero or more times before
the execution of the LiftStop event. Thus, the RequestFloor event does not have a variable and an action to
record the loop execution. It only has one guard Li f tStop2 = FALSE that allows zero executions of the loop
event. We need to make a slight change to this pattern to allow the RequestFloor event to be executed at least
one time before the execution of the LiftStop event. This can be achived by adding manually a boolean flag
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RequestFloor together with the action RequestFloor:=TRUE in the RequestFloor event instead of the guard
LiftStop2 = FALSE in the RequestFloor event. Also we add the guard RequestFloor=TRUE to the LiftStop
event to check the execution of the RequestFloor event. That way, RequestFloor must be executed at least
one time before the LiftStop event. This modification can be considered as a new repetition pattern that allows
the execution of an event one or more times before the execution of other events. Clearly, there is a need to
investigate different AD patterns for different requirement types.
The following gluing invariant is generated by the AD tool for the leaf with solid line in the loop AD
diagram in Figure 6c:
Li f tStop2 = Li f tStop1

The gluing invariant defines the relationship between the abstract flag LiftStop1 and the concrete flag LiftStop2 and is used to discharge the refinement proof obligation.
Requirements REQ6 and REQ7 are dealt with in a similar way. The generated Event-B models from AD
diagrams and UML-B diagrams can be combined using shared-event composition [SB11]. This concludes the
application of the general approach described in this section.
We note that the presented approach has been applied also to a larger case study of 32 requirements. The
case study is an Event-B specification for queue management in FreeRTOS. FreeRTOS [Bar10] is an open
source, mini kernel developed by Richard Barry to serve real-time application requests. Data transfer is established by means of queues. Queues are mechanisms used to serve communication between a task-to-task or
a task-to-Interrupt Service Routine (ISR) [Bar10]. The requirement categorisation for the queue management
case study was useful: 9 requirements were classified as data-oriented requirements, 3 as constraint-oriented
requirements, 20 as event-oriented requirements and 7 as flow requirements. Four conclusions were drawn
from the application of our approach to the queue management case study. Firstly, we found that flow requirements can sometimes be extracted from more than one requirement. For example, the sequencing between the
event responsible for sending an item successfully to a queue in the requirement QUE1 and the event responsible for removing the highest-priority task from the collection of receiving task-waiting in the requirement
QUE2.
QUE1
QUE2

A task can only send items to a queue when there is enough room in the queue
When a queue becomes available (there is an item in the queue to be received) then
the highest-priority task waiting for item to arrive on that queue will be removed from
the collection of receiving task-waiting

Secondly, AD patterns do not cover all possible flows, we sometimes need to modify them to represent the
exact flow we are looking for, or even explore some new patterns. For example, one might need to represent
“one or more” executions of an event. This is currently not supported by the existing patterns, however, the
loop AD pattern together with an additional manual flag can be used to represent this particular case. Thirdly,
it is possible that a particular event becomes a leaf in different AD diagrams. In some cases however, it is
necessary to change the name of the recurrent leaf to avoid an invalid combination of AD flags. Assume that
an event x is a leaf in a sequence diagram and also a leaf in an “xor” diagram. If this leaf has the same name
in both trees, then the AD tool will generates “xor” flags and sequence flags for the event x. Mixing flags
together in a single event can result in mis-behaviour of the intended flows. Overall, further investigations
should be considered to evaluate the presented approach and to explore more useful patterns for managing
Proc. AVoCS 2013

12 / 15

ECEASST

flows. Finally, the proposed approach allows different requirements to be represented in the same modelling
element (variable, event, etc). For example:
TSK3
TSK4

Task is an object in FreeRTOS
Task can send an item to a queue

Task is shared variable between the requirement TSK3 and the requirement TSK4. The requirement TSK3
is classified as a data-oriented requirement whereas TSK4 is classified as an event-oriented requirement.

4

Related Works

This section presents three works in the area of requirements traceability. SOFL (Structured Object-Oriented
Formal Language) [Liu04] is an approach that uses graphical and textual formal notation for system construction. It is an integration of Data Flow Diagrams, Petri Nets, and VDM-SL. The graphical and textual formal
notation serve as a good communication mechanism between a user and a developer. One of the main differences between our work and [Liu04] is that our work makes use of structured English and graphical notation
represented in UML-B and the AD approach to bridge the gap between requirements and Event-B models,
whereas the semi-formal artifacts used in the SOFL approach are used to document requirements.
Jastram et al [JHLG10] presented another approach to achieving requirement traceability. They structure
the requirements based on WRSPM. WRSPM is a model used for the formalisation of system requirements.
It differentiates between phenomena (state space and transitions of the system) and artifacts (the restriction on
states and transitions). The artifacts are classified into groups: Domain Knowledge (W), Requirements (R),
Specifications (S), Program (P) and Programming Platform (M). Once the requirements are structured using
WRSPM, the second step is to use a formal model for system specification. WRSPM elements are mapped to
Event-B. This mapping provides a way for traceability between requirements and the Event-B model. They
distinguish three types of possible traces: evolution traces, explicit traces, and implicit traces. Evolution traces
are explored through the requirement evolution over time. Explicit traces are used to link each non-formal
requirement to a formal statement. Implicit traces are discovered via refinement relationships, references to
model elements or proof obligations. The main difference between our approach and the [JHLG10] approach
is that the latter focuses more on traceability and uses intermediate constructs based on WRSPM to provide
traceability between requirements and Event-B models. On the other hand, the intermediate constructs which
we use are based on requirement classification derived from Event-B components. In effect, the process
of converting the semi-formal artifacts into an Event-B model are straightforward, as this is done using the
UML-B and AD tools. Moreover, our approach focuses not just on building Event-B models but also on
traceability.
Yeganefard and Butler [YB12] described an approach for structuring requirements of control systems to
facilitate refinement-based formalisation. The approach has three stages: In the first stage, requirements are
categorised into monitored (MNR) requirements, commanded (CMN) requirements and controlled (CNT)
requirements. The second step lays on layering requirements by modelling one feature in each refinement
level; the developer chooses which feature to model in each refinement level. They suggest modelling the
main role of the system with a minimum set of requirements in the very abstract model. The third step is
based on revising the requirement document and the formal model to investigate any inconsistent, ambiguous
or missing requirements. Comparing our work with [YB12], the approach used in [YB12] is specific to control
systems whereas the approach of this paper is based on Event-B structures. We also think that structuring
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refinement levels based on a textual requirement document is difficult. We believe that the visualisation of
Event-B components using AD diagrams gives a clear overview of the whole system and helps decide which
feature to model in each refinement level. It is possible to combine our approach and that of [YB12] to obtain
more effective guidelines for developing traceable Event-B models for control systems.

5

Conclusions

We presented an approach which facilitates constructing Event-B models and provides clear traceability between requirements and the Event-B model. The approach is based on the use of the UML-B and AD approaches. The UML-B provides UML graphical modelling environment that allows the development of an
Event-B model, whereas the AD approach provides a graphical notation to structure refinement and manage
flows in an Event-B model.
Applying UML-B at the requirement level facilitates the mapping from data-oriented requirements to
Event-B model. Event-B models of the UML-B diagrams are generated automatically by the UML-B tool.
On the other hand, applying the AD approach at the requirement level assists a developer in the process of
deciding which features to be modeled in each refinement step. Moreover, the Event-B model is generated
automatically by the AD tool, which reduces the burden of the manual work especially in the development of
complex systems. The combined AD diagrams provide insight into the overall visualisation of the refinement
structure and demonstrate the relationships between events even before any model is written.

6

Future work

The application of the proposed approach to several case studies is the primary goal of future work. In
this paper we describe one kind of constraint-oriented requirements, namely requirements on the system
being developed, such as requirement REQ4. We also need to investigate another type of constraint-oriented
requirements, which describe assumptions on the environment, such as the following requirement:
REQ9

The lift can transition from stopped to moving-up or moving-down, from moving-up
or moving-down to stopped, but not from moving-up to moving-down or vice versa

Exploring the scalability of the graphical models is another direction for future work. The visual view of the
refinement strategy provides some support for scalability: the ADD diagrams are hierarchical and it always
possible to partition the diagram into sub-hierarchies; UML-B class diagrams can be also layered through
refinement. Further work is needed to investigate the scalability issue. Finally, further investigation of several
AD patterns is necessary to support a larger class of flow requirements.
Acknowledgements: Butler and Salehi were partly funded by the FP7 ADVANCE Project (287563),
http://www.advance-ict.eu/
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Abstract: In this paper we present a modelling formalism for dynamic networks
of stochastic hybrid automata. In particular, our formalism is based on primitives
for the dynamic creation and termination of hybrid automata components during
the execution of a system. In this way we allow for natural modelling of concepts
such as multiple threads found in various programming paradigms, as well as the
dynamic evolution of biological systems.
We provide a natural stochastic semantics of the modelling formalism based on repeated output races between the dynamic evolving components of a system. As
specification language we present a quantified extension of the logic Metric Temporal Logic (MTL). As a main contribution of this paper, the statistical model checking
engine of U PPAAL has been extended to the setting of dynamic networks of hybrid
systems and quantified MTL. We demonstrate the usefulness of the extended formalisms in an analysis of a dynamic version of the well-known Train Gate example,
as well as in natural monitoring of a MTL formula, where observations may lead to
dynamic creation of monitors for sub-formulas.
Keywords: Hybrid automata, statistical model-checking, process creation

1

Introduction

A computer program was originally seen as a single stream of instructions performed in a linear
sequence. In contrast to this are multitasking systems where one program has multiple computational threads with their instructions interleaved in each other. To complicate matters, computational threads are even allowed to spawn other threads.
The study of such systems was pioneered by the introduction of process algebras, e.g. CSP [Hoa85]
and CCS [Mil80]. Process algebras describe the behaviour of systems with a minimal set of
primitives and allow us to reason about the equivalence of systems using bisimulation relations.
Adding a recursion/replication operator permits expressing spawning of new threads.
Besides having multiple computational threads, modern software is getting more complex due
to the distribution of labour: clients connect to servers, servers may delegate work to others and
servers may need to contact some other service etc. In general, systems may establish connections to other systems and share communication links. The π-calculus [MPW92b, MPW92a], an
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extension of CCS, allows processes to pass communication links to each other. The minimalistic
approach of process algebras, however, makes modelling actual systems tedious.
In model checking communities the formalism timed automata [AD94] is one of the most
successful modelling formalisms for concurrent systems. Each computational thread can be
modelled as a single automaton and all the automata coordinate their actions through synchronisations on channels. Because the timed automata formalism was developed for model checking,
it defines a finite (symbolic) state space. The number of automata is as a result fixed during
execution of the model thus a spawning primitive is not part of the formalism.
Statistical model checking is a software verification technique that relaxes the requirements to
the modelling language. In particular, the state space does not need to be finite as an execution
of the model is always terminated at a specific time point - provided the model is time diverging.
We will construct a formalism that allows spawning new threads as in process algebras.
In this paper, we present a new modelling formalism founded on the basis of timed inputoutput (IO) transition systems. The formalism operates on a collection of timed IO-transition
systems (templates) that can be instantiated during transitions of active templates. The templates
could be generated by any model with semantics given as timed IO-transition system but in
our implementation we rely on Hybrid Automata. We present a stochastic semantics for our
formalism based on races between the instantiated components. We develop a specification logic
based on MTL [Koy90]. The main difference from MTL is the addition of two operators, one
to quantify on the (unknown) number of components of the network, and another to reason
on arithmetic operations on this number. We have made an implementation of the modelling
formalism and the monitoring technique inside U PPAAL SMC [DLL+ 11].

Related Work. Dynamic creation of processes is already part of extensions of process algebras. An example is the fork calculus [HL94] that extends CCS with a fork primitive. The extensions do not consider quantities and runtime verification of complex requirements expressed
in MTL. As said above, the study of dynamical architecture is an intensive research topic. At
the software engineering level, several works propose extensions of UML/MODAF/DODAF to
handle dynamicity. Those extensions do not rely on a formal semantic which makes run-time
(verification) almost impossible. Additionally, timed and stochastic information are rarely considered in those works. From a more formal perspective, the work of Chen [Ca09] deals with
adaptive systems, but again assume that the state space is known in advance. Recently, Sharifloo
proposed to avoid this assumption by combining verification and run-time of the deployed system
within the Lover framework [SS12]. This work is in line with our objective, but ignores timed
and stochastic aspects. Tools such as BIP have been extended to deal with dynamical architecture [BJMS12]. BIP focuses on interactions, while U PPAAL proposes a quantitative framework.
Other approaches such as PRS also consider dynamical networks. However, they remain at a
highly theoretical level, mostly studying what is decidable and what is not [ST09]. Those approaches do not consider effective and efficient algorithms. Finally, Henzinger et al., have also
considered dynamical extension of reactive module with an application to systems biology. The
theory presented in [FHN+ 11] remains very complex, there is no run-time monitoring procedure
and the verification process is limited to conformance. There are also a wide range of dynamical
architectures dedicated to a specific problem [FL10]. Our approach is more generic and hence
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incomparable to those approaches.

2

Dynamic Networks of Hybrid Automata

We introduce a general framework for dynamically evolving networks of real-time components.
As the semantical basis of the individual components and the network itself, we use the notion
of timed IO-transition systems.
Definition 1 (Timed IO-transition System) A timed IO-transition system S is a tuple (S, s0 , Σ, −→
), where (i) S is a set of states, (ii) s0 ∈ S is the initial state, (iii) Σ = Σ0 ] Σi is a finite set of actions partitioned into inputs (Σi ) and outputs (Σo ), and −→⊆ S × (Σ ∪ IR≥0 ) × S is the transition
relation.
α

α

α

As usual we write s −→ s0 whenever (s, α, s0 ) ∈−→, and s −→ whenever s −→ s0 for some
α
s0 . We call s −→ s0 a discrete (input respectively output) transition whenever α ∈ Σ (α ∈ Σi
respectively α ∈ Σo ), and a delay transition whenever α ∈ IR≥0 .
Following the compositional specification theory for timed systems in [DLL+ 10], we assume
α
α
that S is deterministic, i.e. whenever s −→ s0 and s −→ s00 then s0 = s00 . We denote by sα the
α
unique state s0 such that s −→ s0 (whenever it exists). Also we assume that S is input enabled,
α
i.e. s −→ for all α ∈ Σi .
Well-known formalisms for expressing timed IO transition systems include timed automata
[AD94], priced timed automata [BFH+ 01] and hybrid automata [HR98]. In these formalisms,
states are of the type (`, ν), with ` ∈ L being a location of the given automaton, and ν ∈ V a
valuation assigning values to the various continuous variables of the automaton (e.g. clocks,
α
costs and hybrid variables). A discrete transition, (`, ν) −→ (`0 , ν 0 ), corresponds to an edge
between ` and `0 in the given automaton, whose guard is enabled by the source valuation ν
and where the resulting valuation ν 0 is obtained from ν by performing the updates required by
d
the edge. In delay transitions, (`, ν) −→ (`, ν 0 ), the values of the various continuous variables
are changed according to a “flow” function F` : IR≥0 × V →
− V specified by the location `, i.e.
ν 0 = F` (d, ν). For timed automata F` (d, _) simply corresponds to increasing the value of all
clocks with d, whereas the “flow” function for hybrid automata are specified using differential
equations.
Example 1 Consider the variant of the bouncing ball in Fig. 1. Here a ball is repeatedly bouncing on the floor expressed by the hybrid automaton (template) in Fig. 1(a). In the model p
is the height of the and v its velocity on the vertical axis. After being initialised to the state
(p = 10, v = 0) - by the first transition allowed in Fig. 1(a) - the following transition sequence
may occur:
1.02

bounce!

(p = 10, v = 0) −→ (p = 0, v = −10.00) −→ (p = 0, v = 9.01)
where in the bounce!-transition the dampening factor has non-deterministically been chosen
from the interval [0.80, 0.92] as 0.901. Fig. 1(b) models an (inexperienced) player that attempts
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p==0 && v>=-1 && v<0
exit()
hit?
v’==-9.81 &&
p >= 6 && v >= 0
p’==1*v
v = -(0.85+random(0.1))*v - 4,
spawn Ball(hit)
p=10
hit?
p >= 6 && v < 0 && v >= -4
bounce!
v=-4.0,spawn Ball(hit),hits++
p==0 && v < 0
v=-(0.8+random(0.12))*v

10,0

10,0

7,5

7,5

5,0

h.x
b.p

2,5
0
0

8,3
time

16,6

x<=3

(b) Player template

value

value

(a) Ball template

hit!
x=0

24,9

(c) Individual behaviours

h.x
b.p
b.p
b.p

5,0
2,5
0
0

8,3
time

16,6

24,9

(d) Interacting behaviours

Figure 1: Bouncing Balls with a Player.

to repeatedly hit the ball after non-deterministic delays between 0 and 3. The individual behaviours of the ball and player are illustrated in Fig. 1(c).
In our framework, a system consists of a dynamically changing number of interacting components, where each component is an instance of a template. The available templates is given by a
template collection T = (T1 , . . . , Tn ), describing closed networks: all templates have the same
action set Σ, and their output action sets provide a partitioning of Σ, i.e. Σ = ∪ j Σoj . For a ∈ Σ we
denote by c(a) the unique j for which a ∈ Σoj . For a set A, we shall denote all multisets over A by
M (A). By X ]Y , we denote the multiset union of two multisets X and Y . Whenever f : A → B,
where A and B are sets, we shall extend f to the corresponding multisets in the obvious manner,
i.e. for X ∈ M (A), f (X) = {· f (a) : a ∈ X ·} ∈ M (B) where {. . .} defines a multiset construction.
Definition 2 (Template Collection) Let Σ be a set of actions. A template collection over Σ is a
tuple T = (T1 , . . . , Tn ), where for j = 1 . . . n, T j = (S j , s0j , −→ j , Σ j , Ψ j ) with:
• (S j , s0j , Σ, −→ j ) is a timed IO transition systems over Σ with Σ j as output action set;
• Σ1 , Σ1 , . . . , Σn is a disjoint partitioning of Σ;
• Ψ j : Σ j × S j −→ M ({T1 , . . . , Tn }) gives for each output-action-state-pair of T j a multiset
a

of templates that should be spawned while performing the output action. Whenever s −→
a j
s0 with a ∈ Σ j and P = Ψ j (a, s), we write s −→P s0 .
Proc. AVoCS 2013
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d

(M1 , . . . , Mn ) −→ (M10 , . . . , Mn0 )

D ELAY

d

if d ∈ IR≥0 and for all i ≤ n, Mi −→i Mi0 ;
a

(M1 , . . . , M j ] {s}, . . . , Mn ) −→ (M100 , . . . , M 00j , . . . , Mn00 ) ⊕ P

ACTION

a

j

a

if a ∈ Σ j and s −→P s0 , M 00j = M j ] {s0 }, and Ml −→l Ml00 for l 6= j.
Table 1: Transition relation for S T , where T = (T1 , . . . , Tn ) is a template collection.

Formally, a template collection T = (T1 , . . . , Tn ) describes a timed IO transition system of
dynamic networks S T = (ST , s0 , Σ, −→), where all actions are output actions. The set of states
ST are tuples (M1 , . . . , Mn ) with M j ∈ M (S j ) describing the multiset of states comprising the
currently active instances of template T j . The initial state s0 is ({s10 }, . . . {sn0 }), i.e. initially one
instance of each template Ti is instantiated. The transition relation −→ of S T is given by the
rules of Table 1. To delay from a state s = (M1 , . . . , Mn ), all active instances of all templates must
participate in the delay. An a-action transition is driven by an instance of the template T j for
which a is an output. All other instances of T j ignore this output, whereas instances of other templates respond with a corresponding input transition on a. Importantly, instances of the templates
in the multiset P are spawned and added to the new configuration. Formally, (M1 , . . . , Mn ) ⊕ P is
defined inductively in the size of P. As basis (M1 , . . . , Mn ) ⊕ 0/ = (M1 , . . . , Mn ). If P = P0 ] {T j }
and (M1 , . . . , Mn ) ⊕ P0 = (M10 , . . . , Mn0 ), then (M1 , . . . , Mn ) ⊕ P = (M10 , . . . , M 0j ] {s0j }, . . . , Mn0 ). An
(infinite) timed run over T is a sequence ω = s0 d0 s1 d1 . . . sn dn sn+1 . . ., where for all i ≥ 0 si ∈ ST ,
d

a

i
i
di ∈ R≥0 and si −→
−→
si+1 for some ai ∈ Σ. We denote by ω i the suffix si di si+1 di+1 . . ..

Remark 1 For readability, we only consider spawning of template instances on output actions.
Extending the semantics to also allow spawning on input actions is, however, straightforward.
a j
Alternatively, a desired transition s −→P s0 , where a is an input of template T j , may be encoded
a

j

o

j

as a sequence s −→ sa −→P , with o being a new output action for T j and sa being a new
intermediate state that can only output o while spawning P.
Remark 2 For simplicity our theoretical construction does not allow for parameterising templates. It is, however, allowed in our implementation in U PPAAL SMC.
Example 2 Reconsider the bouncing ball example from Fig. 1. Jointly the ball and the player
constitutes a template collection T with two templates (Ball and Player), with initially one
ball and one player. Figure 1(d) depicts the joint behaviour during the first 25 time-units, with
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the first transitions detailed as follows:
 1.02

{hp = 10, v = 0i}, {hx = 0i} −→ {hp = 0, v = −10.00i}, {hx = 1.02i}

bounce!
−→
{hp = 0, v = 9.01i}, {hx = 1.02i}

0.8
−→
{hp = 6.1, v = 1.16i}, {hx = 1.82i}

hit!
−→
{hp = 6.1, v = −5.04i, hp = 10, v = 0i}, {hx = 1.82i}
In particular, we note that after the (initial) ball have bounced, the player successfully hits it
resulting in a new (second) ball being spawned. We see that during the 25 time-units the player
is also successful in hitting that (second) ball. In the figure we can see a ball being spawned by
the extra curves compared to Fig. 1(d).

3

Stochastic Semantics for Dynamic Networks

Reconsidering our dynamic version of the bouncing ball from Section 2, we may consider that
there is a constant race between the ball(s) bounce!ing on the floor and the player hit!ing
the ball(s). Whereas the time of bouncing is deterministic – given by the ODE obtained from
the (stochastic) effect of the previous bounce! or hit! – the time of the hitting by the player
is stochastic according to a uniform distribution in the interval [0, 3]. In the randomly generated
trajectory of Fig. 1(d) it seems that the player was successful in hitting twice, thus generating
two additional balls. In fact, a measure on sets of runs of the system is induced, according to
which quantitative properties such as “the probability that there are two or more balls with a
height greater than 5 within 4 and 6 time-units” become well-defined.
Our stochastic semantics is based on the principle of independence between components. Repeatedly each component decides on its own – based on a given delay density function and output
probability function – how much to delay before outputting and what output to broadcast at that
moment. Obviously, in such a race between components the outcome will be determined by the
component that has chosen to output after the smallest delay: the output is broadcast and all other
components may consequently change state.
Stochastic Template Collection Stochastic template collections refine the non-deterministic
choices that may exist with respect to delay, output and next state in the specification of a template collection T = (T1 , . . . , Tn ). Let T j be a template of the collection and let S j denote
the corresponding set of states. For each state s ∈ S j , we assume that there exist probability
distributions for delays, outputs as well as next-state:
• the delay density function, µs over delays in IR≥0
, provides stochastic information for
R
when the component will perform an output, thus µs (t)dt = 1;
• the output probability function γs assigns probabilities for resolving what output o ∈ Σoj to
generate, i.e. ∑o γs (o) = 1 1 .
1

For outputs happening deterministically at an exact time point d, µs becomes a Dirac delta function δd .

Proc. AVoCS 2013

6 / 15

ECEASST

Remark 3 In U PPAAL SMC uniform distributions are applied for states where delay is bounded,
and exponential distributions (with location-specified rates) are applied for the cases, where a
component can remain indefinitely in a location. Also, U PPAAL SMC provides syntax for assigning discrete probabilities to different outputs as well as specifying stochastic distributions on
next-states (using the function random[b] denoting a uniform distribution on [0, b]).
Stochastic Dynamic Networks A stochastic template collection T = (T1 , . . . , Tn ) in turns induces a stochastic semantics of the dynamic network timed IO transition system S T = (ST , s0 , −→
, Σ). For s = (M1 , . . . , Mn ) ∈ ST , π(s, a1 a2 . . . ak ) denotes the set of all maximal runs from s with
a prefix t1 a1t2 a2 . . .tk ak for some t1 , . . . ,tn ∈ IR≥0 (a cylinder), that is runs where the i’th action ai
has been outputted by some instance of Tc(ai ) . Providing the basic elements of a Sigma-algebra,
we now inductively define the measure for such sets of runs:

PT π(s, a1 . . . an ) =

Z

∑

s∈Mc
t≥0



µs · ∏



∏

j6=c s0 ∈M


j


Z

∏

s00 ∈Mc \{s}

µs0 (τ)dτ  ·

τ>t






Z




µs00 (τ)dτ  · γst (a1 ) · PT π((st )a1 , a2 . . . an ) dt

τ>t

where c = c(a1 ). This definition requires an explanation: at the outermost level we sum over all
states from Mc , i.e. active instances of the template Tc for which a1 is an output. For a given
delay t, the outputting component, sc , will choose to make the broadcast at time t with the stated
density. Independently, the other components (other components of the template Tc as well as
components of other templates) will choose a delay amount, which – in order for c to be the
winner – must be larger than t; hence the (two) products of the probabilities that they each make
such a choice. Having decided for making the broadcast at time t, the probability of actually
outputting a1 is included. Finally, the probability of runs according to the remaining actions
a2 . . . an is taken into account.
360

L
2
spawn P()

(a) Template P.

value

240
sum (p : P )( p.L)

120
0
0

1,50
time

3,00

(b) Number of instances.

Figure 2: An exploding template collection?

Example 3 Given the dynamic spawning of new instances, the question arises whether the resulting network explodes in the sense that discrete actions may occur with shorter and shorter
time between them as the number of instances grows, and hence the race between components
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become more and more intense over time. Stated differently, we worry that the dynamic network
may exhibit Zeno behaviour with a non-zero probability. As a (potential) example consider the
template P of Fig. 2, where each instance will spawn new instances according to an exponential
distribution with rate 2. The resulting evolution of the number of instances during a random
run is illustrated in Fig 2. Fortunately, it follows from Reuter’s criteria for birth-and-death processes [Reu57], that for template collections where all delay densities are either exponential
distributions (spanning a finite range of rates) or uniform (spanning a finite range of intervals),
the system does not explode. This is important as termination of our method of statistical model
checking relies on the assumption that random runs will eventually exceed any given time-bound
with probability one.

4

Dynamic Metric Interval Temporal Logic

In this section we present Dynamic Metric Temporal Logic (DMTL) for defining properties of
runs of a dynamic network. The logic is based on Metric Temporal Logic (MTL), where atomic
propositions have been extended with means for quantifying over the dynamic components of
the systems.
Let T = (T1 , . . . , Tn ) be a template collection. For each template T ∈ {T1 , . . . , Tn }, we
assume the existence of a syntactic category of arithmetic expressions, E XPRT , interpreted over
the states ST of T . Thus, whenever ε ∈ E XPRT and s ∈ ST then [[ε]](s) ∈ N. Similarly we
assume a syntactic category of Boolean expressions, B OOLT , interpreted over the states ST of
T . Thus, whenever β ∈ B OOLT and s ∈ ST then [[β ]](s) ∈ B.
Considering now global states (M1 , . . . , Mn ) of the template collection T , we introduce the
sets of arithmetic expressions, E XPR , and Boolean expressions, B OOL given by the following
grammars:
e ::= c | e1 op e2 | sum(t : T ).εT
b ::= tt | ff | ¬b | b1 ∧ b2 | e1 ./ e2 | forall(t : T ).βT
where c ∈ Z, op is a binary arithmetic operator, ./ is a binary comparison operator, and T is a
template from the collection T . The semantics are:
[[sum(t : T ).εT ]](M1 , . . . , Mn ) =

∑

[[εT ]](s)

s∈MT

[[forall(t : T ).βT ]](M1 , . . . , Mn ) =

^

[[βT ]](s)

s∈MT

Definition 3 (Dynamic Metric Temporal Logic) Let T = (T1 , . . . , Tn ) be a collection of templates. A DMTL formula ϕ over T is defined by the grammar:
ϕ ::= b | ¬ϕ | ϕ1 ∧ ϕ2 | Xϕ | ϕ1 U[x,y] ϕ2
where b ∈ B OOL , x, y ∈ Q with x ≤ y.
Proc. AVoCS 2013
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We use ff as an abbreviation for (b ∧ ¬b), tt for ¬ff, and exists(t : T ).βT for ¬forall(t :
T ).¬βT . Other commonly used operators of MTL are derived in the usual manners, e.g.:
ϕ1 ∨ ϕ2 = ¬(¬ϕ1 ∧ ¬ϕ2 ), ϕ1 → ϕ2 = (¬ϕ1 ∨ ϕ2 ), ♦[x,y] ϕ = tt U[x,y] ϕ, [a,b] ϕ = ¬♦[x,y] ¬ϕ,
and ϕ1 R[x;y] ϕ2 = ¬(¬ϕ1 U[x,y] ¬ϕ2 ), where R is the “release” operator. For a given timed run
ω = s0 d0 s1 d1 . . . sn dn sn+1 . . . over S T and a DMTL formula ϕ, we define satisfaction ω i |= ϕ
inductively as follows:
1. ω i |= b iff [[b]]si
2. ω i |= ¬ϕ iff ω i 6|= ϕ
3. ω i |= ϕ1 ∧ ϕ2 iff ω i |= ϕ1 and ω i |= ϕ2
4. ω i |= Xϕ iff ω i+1 |= ϕ
j−1
5. ω i |= ϕ1 U[x,y] ϕ2 iff there exists j ≥ i such that ω j |= ϕ2 and ∑k=i
dk ∈ [x, y] and ω k |= ϕ1
whenever i ≤ k < j.

We say that a timed run ω satisfies ϕ if ω 0 |= ϕ. We say that a template collection T satisfies ϕ,
T |= ϕ, iff all timed runs of S T starting in s0 satisfies ϕ. Given the stochastic semantics of T ,
we define PT (ϕ) to be the probability that a random run of T satisfies ϕ. As we shall see later,
this probability is well-defined as it may be characterized as a countable union and intersection
of cylinders over T extended with a monitor Mϕ for ϕ, and is thus measurable.
Example 4 Reconsider the bouncing ball from Fig. 1. The property “there are two or more
balls with a height greater than 5 within
 2 and 3 time-units” may be expressed as the DTML
formula ♦[2,3] sum(b : Ball)(b.p > 5) ≥ 2. Similarly, the property “for any time-point within
1 and 3 time units, all balls have height less than or equal to 4” corresponds to the formula
[1,3] forall(b : Ball)(b.p ≤ 4). Using U PPAAL SMC, we find [0.164092, 0.264092], resp. [0.82, 0.92],
to the interval of the probability that a random run will satisfy the first, resp. the second, property
with 95% confidence.
Theorem 1 Let T be a template collection and ϕ be a DMTL formula . Then there exists a
template collection T ϕ = {Tϕ , Tϕ1 , . . . , Tϕn } over Σφ with ttϕ !, ffϕ ! ∈ Σφ associated with ϕ
such that:
!
[

PT (ϕ) = PT ∪T ϕ
π (s, sϕ ), ωttϕ !
(1)
ω∈Σ∗
ϕ

where sϕ = (Mϕ , Mϕ1 , . . . Mϕn ) with Mϕ = {s0 } and for all j 6= 0, Mϕ j = 0,
/ and Σ is the combined
alphabet of T and T ϕ excluding ttϕ ! and ffϕ !.

5

Dynamic Networks of Hybrid Automata in U PPAAL

U PPAAL SMC has been extended to dynamic instantiation of templates. Templates are, as usual,
defined as Stochastics Hybrid Automata (SHA). The extension includes extending the core language with two keywords (spawn and exit) to create and terminate processes, extending the
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notion of ranges to sets of processes using a similar syntax, and extending MTL to refer to the
dynamic processes. We mention some interesting details that are important.
Core Language Extensions. New processes are created by calling spawn T(args...)
where T is the name of a template. The argument list is similar to the ordinary process instances.
However, the internal mechanism for dynamically creating processes is different. A dynamic
process terminates by calling the special function exit().
Normally, an instance corresponds to a template with its arguments substituted that is then
compiled to obtain some byte-code specific for that instance. This is too expensive for dynamic
instances not to mention the serious issue concerning memory management when terminating an
instance (and the byte-code in the engine too). The mechanism we have creates local variables
that correspond to the instance parameters of these templates. The templates are instantiated
when needed but are recycled and kept in the engine when they terminate, in particular between
each run. Instantiating a dynamic instance (spawn) is done by taking a process in a pool, writing
to its local variables (instead of substituting and generating new byte-code), and adding it to the
state. Termination of a process (exit) corresponds to recycling.
Sets of Processes. The language extends the notion of ranges to sets of processes. The processes are here instances of stochastic hybrid automata templates. Normally, the user can use
for loops, and the statements sum, forall, and exists over ranges, e.g., for(i:id_t)
for iteration purposes. Now, this is extended to sets of processes for a given template type. For
a template of type T, it is now possible to use the syntax t:T to iterate over this set with, e.g.,
sum(t:T) t.count.
Statistical Model Checking (SMC). We use SMC [SVA04, YS02, LDB10] to estimate and
test on the probability that a random run of a network of stochastic hybrid automata satisfies a
given property. Given a model H and a trace property φ (expressed in LTL or MTL), SMC
refers to a series of simulation-based techniques that can be used to answer two main questions:
(1) Qualitative: is the probability that a random run of H satisfies φ greater or equal to a
certain threshold θ ? and (2) Quantitative: what is the probability that a random run of H
satisfies φ ? In both cases, the answer will be correct up to a user-specified level of confidence,
providing a upper bound on the probability that the conclusion made by the algorithm is wrong.
For the quantitative approach, the method computes a confidence interval that is an interval of
probabilities that contains the true probability to satisfy the property. Here the confidence level
provides the probability that the computed confidence interval indeed contains the unknown
probability.
Implementation of DMTL Monitoring. When checking DMTL properties, the engine rewrites
the DMTL formula φ on-the-fly in such a way that the new formula φ1 is satisfied from the next
state if and only if φ was satisfied from current state. The technique is similar to the one presented in [BDL+ 12], but the engine has been extended to check the construct forall(t : T ).βT .
methods.
Proc. AVoCS 2013
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Terminate

Safe
appr!
x=0
Appr

x<=20

leave!
exit()

x>=10
x=0,b=true

x<=20
stop?

go?
x=0

Stopped

Cross
x<=5
x>=7
x=0,b=true

i<h

start
x<=15

train (chan& stop, chan& go, chan&
appr,chan& leave)

(a)

c = getFreeChanSet(),
spawn train (stop[c],go[c],appr[c],leave[c]),
c=-1, i++

2

i==h

(b) trainSpawner ()

Figure 3: Automaton of a train (a) and an automaton for spawning trains (b)

Visualization of Simulated Runs. As part of the statistical model-checking analysis output,
plots are very useful tools. When generating processes dynamically, we need a new way to ask
for plots on such dynamic instances. To do this, the special statement foreach(t:T) expr
is used to tell the model-checker to generate plots for each of the expressions expr that depend
on t. An example of such a plot is shown in Fig. 1(d).

6

Dynamic Train Gate

We consider a dynamic version of the train gate example distributed with U PPAAL: a gate controls the access to the one rail over a bridge. When a train approaches the bridge it signals the
gate that it is approaching. Depending on the speed of the train, the train will proceed onto the
crossing after 10 and before 20 time units. The actual crossing takes 5 time units. From the
approach signal has been sent, the gate can stop the train to avoid a collision. When stopped, the
train can be restarted which takes between 7 and 15 time units. Afterwards the train enters the
bridge and cannot be stopped. To ensure only one train crosses at a time, the gate allows the train
arriving first to proceed and queue the latter. When a train leaves the crossing, the gate will start
the first train in the queue.
In our model each train is modelled as a single SHA, depicted in Fig. 3(a). The train-SHA has
four parameters, namely the channels leave,stop,go and appr. The trains are spawned according
to an exponential distribution with rate 2 by the SHA in Fig. 3(b). This uses a function to acquire
channels, from a pre-allocated set of channels, to be used by the spawned train.
The gate, see Fig. 4(b), listens on all channels that can be used as appr channels and when a
train signals its approach a train stopper, depicted in Fig. 4(a), is spawned . The train stoppers
are given a number (myNumber) that they decrease when a train has left the crossing (signalled by
a synchronisation on globalStop?) . When myNumber is equal to one, the train stopper broadcasts
go! to its associated train. Whenever a train broadcast leave! the associated train stopper will
broadcast globalStop!. This results in starting a stopped train. In this manner the train stoppers
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globalStop?
myNumber=myNumber-1
myNumber>1
stop!

TrainStopped

Started
x<=tdecide

globalStop?
cur=cur-1

myNumber=myNumber-1
globalStop?
myNumber ==1
myNumber==1
go!
myNumber>1

SomeTrainLeft

leave?

globalStop!

StartStopper

exit(),
releaseChanSet (chanSet) Trainleft

(a)

Waiting

initialise()

TrainRunning

k : int [0,channels-1]
appr[k]?
cur=cur+1,c=k

spawn trainStopper(cur,stop[c],leave[c],go[c],c)

trainStopper ( int myNumber, chan &stop, chan
&leave, chan &go)

(b) gate()

Figure 4: Model of the queue (a) and the gate controller (b)

are encoding a queue. In the original model the queue was encoded explicitly in the C-like
language of U PPAAL but as this does not allow dynamic allocation of memory we resorted to
using templates. Initially the only instances in the system are the gate and train spawner..
Experiments Fig. 5 shows the number of trains in each of their possible location. This plot
was obtained by running the U PPAAL SMC query:
simulate 1 [<=300] {sum (t:train)(t.Stopped),sum
(t:train)(t.Safe)...}
We see in the run that only one train is on the bridge at a time (i.e. in the location Cross). We also
see that the trains are spawned at the beginning of the run, resulting in a high number of trains
being stopped. At some point,approximately about 40 time units into the run, all the trains have
been spawned and the number of stopped trains decreases, as the trains are moved one by one to
the crossing.
18
15

value

12

sum
sum
sum
sum
sum

9
6
3
0
0

40

80

120

160
time

200

240

280

(t
(t
(t
(t
(t

:
:
:
:
:

train
train
train
train
train

)(
)(
)(
)(
)(

t.Safe)
t.Appr)
t.Stopped)
t.start)
t.Cross)

320

Figure 5: The number of trains in each location. The number of trains in this run is 20 and the
trains stoppers time to decide (tdecide) is 0
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In the model h trains are spawned by the the template in Fig. 3(b) with some delay in between. The gate is supposed to ensure only one train crosses the bridge at a time, and in
order to do so it relies on the train stopper templates.
h tdecide
Probability
The train stoppers need some time, tdecide, to decide if
20
10
[0.000; 0.097]
a train should be stopped or not. Using U PPAAL SMC
20
12
[0.091; 0.191]
we can find the probability that two trains are on the
20
15
[0.393; 0.494]
bridge simultaneously within 1100 time units through the
40
10 [0.000; 0.0974]
query:
40
12
[0.156; 0.255]
40
15
[0.701; 0.801]
Pr[<=X]
(<> exists (t : train) (t.Cross &&
exists (p : train)(p.Cross && p!=t)))

Table 2: Probability of collision
within 110 time units with h trains
and a decision time of tdecide

The delayed reaction from the train stoppers may, obviously, result in the gate not being safe. The results in Table 2 suggests, however, that if the time
the train stoppers need is less than the minimum time for the train to enter the bridge then the
probability is low.

7

Experiments with the Monitoring of DMTL

For experimenting with the MTL monitoring stated in Theorem 1 we have created an automaton
that generate random runs over the propositions p, q and r. The automaton “flips” the truth
assignment of p,q or r with a rate of 2 i.e. the delays between state changes is extracted from an
exponential distribution with rate parameter 2.
The advantage of “implementing” the rewrite technique as observers is that we can use the
plotting feature of U PPAAL SMC to obtain plots of the number of active observers during a
simulation. This can be done with a query in the style of
Pr[<=10]{sum (b :

T1) (1) +sum (b :

T2) (1) ...}.

value

We show such a plot in Fig. 6. Obtaining this plot with the optimised version in U PPAAL SMC
is more difficult because you would have to explicitly gather information during the rewriting. In
addition to obtain such plots,
we can experiment with variations of
the rewrite technique. It is well-known, that
30
for run time verification it is not feasible to
15
observe a system every time it changes state.
0
Instead the system is observed at distinct time
0
0,36
0,72
1,08
1,44
1,80
2,16
time
points. This can result in different verification results thus we are interested in knowing
how the verification result differs when usFigure 6: The number active observers during fewer observations. To exemplify this we
ing a verification of the formula ♦[0;1] (p ∧
have created three collections of observers for
[0; 1](¬r) ∧ ♦[0;1] (q))
the formula ♦[0;1] (p ∧ [0; 1](¬r) ∧ ♦[0;1] (q))
and parallel composed them with the random
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automata previously described: The first one, T 1φ , observes every state change of the system.
The second one T 2φ observes the system at time points randomly selected - with the restriction
that there should be one observation each time unit. The third, T 3φ , is similar to the second, but
the maximal time between observations is 2.
Verifying the property with the different observer setups gives probability bounds [0.02, 0.12]
using T 1φ and [0.03, 0.13] for T 2φ . For T 3φ we obtain a probability bound [0.00, 0.10]. These
results are not surprising, but they exemplify the possibility of using U PPAAL SMC to make an
analysis of a run validation technique.

8

Conclusion & Future Work

We have presented a formalism that allows for dynamical instantiation of templates of hybrid
automata. The formalism is given a natural stochastic semantics based on repeated output races.
Also, we have extended MTL with the possibility of quantifying over components at the propositional level. In particular, the engine of U PPAAL SMC has been extended to allow for statistical
model checking of DMTL properties for dynamic networks of stochastic hybrid systems. Also
we added additional visualisation option to U PPAAL SMC.
Future extension involve extension to more advanced specification formalism in which we
allow for nesting the quantifications over components.
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Fully Symbolic TCTL Model Checking for Incomplete Timed
Systems ∗
Georges Morbé and Christoph Scholl
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(morbe, scholl)@informatik.uni-freiburg.de

Abstract: In this paper we present a fully symbolic TCTL model checking algorithm for incomplete timed systems. Our algorithm is able to prove that a TCTL
property is violated or satisfied regardless of the implementation of unknown timed
components in the system. For that purpose the algorithm computes over- approximations of sets of states fulfilling a TCTL property φ for at least one implementation
of the unknown components and under-approximations of sets of states fulfilling φ
for all possible implementations of the unknown components. The algorithm works
on a symbolic model for timed systems, called a finite state machine with time
(FSMT), and makes use of fully symbolic state set representations containing both
the clock values and the state variables. In order to handle incomplete timed systems our model checking algorithm deals with different communication methods
between the system and its unknown components, e.g. shared integer variables and
urgent and non-urgent synchronization. Our experimental results demonstrate that it
is possible to prove interesting properties at early stages of the design when parts of
the overall system may not yet be finished. Additionally, fading out components of
a large system may dramatically reduce the complexity of the system and thus the
effort for verification.
Keywords: Timed Automata, TCTL Model Checking, Black Box Model Checking

1

Introduction

Both the application areas and the complexity of real-time systems have grown with an enormous
speed during the last decades. Moreover, in many applications the correct operation of realtime systems is safety-critical. These reasons make verification of such systems crucial. Timed
Automata (TAs) [AD94, Alu99] have become a standard for modeling real-time systems. They
extend finite automata to the real-time domain by adding real-valued clock variables. All clock
variables evolve over time with the same rate. During a discrete step that happens in zero-time a
clock variable may be reset.
Model checking approaches for TAs based on reachability analysis can be classified into semi
symbolic and fully symbolic approaches. Semi-symbolic approaches represent discrete locations
of TAs explicitly whereas sets of clock valuations are represented symbolically e.g. by unions of
clock zones. Clock zones are convex regions that result from an intersection of clock constraints
of the form xi − x j ∼ d where d ∈ Q, ∼ ∈ {<, ≤, =, ≥, >} and xi , x j are clock variables.
Uppaal [LPY97, BDL04], the probably most prominent semi-symbolic approach, represents
clock zones by so-called difference bound matrices (DBMs) and provides efficient methods for
manipulating DBMs. In [MPS11] a fully symbolic model checking algorithm for reachability
analysis based on finite state machines with time (FSMTs) and LinAIGs (‘And-Inverter-Graphs
∗

This work was partly supported by the German Research Council (DFG) as part of the Transregional Collaborative Research Center “Automatic Verification and Analysis of Complex Systems” (SFB/TR 14 AVACS,
http://www.avacs.org/).
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with linear constraints’) [DDH+ 07, SDPK09, DDD+ 12] was presented. An FSMT is a formal model to represent real-time systems using transition functions and reset functions, which
is especially suited for symbolic verification algorithms. TAs may be translated into FSMTs.
LinAIGs provide a fully symbolic representation both for the continuous part (i.e. the clock
values) and the discrete part (i.e. the state variables). A review of a number of alternative data
structures for a fully symbolic representation of timed systems as well as their comparison to
LinAIG representations can be found in [MPS11] as well.
In this paper we consider verification approaches for incomplete timed systems, i.e., timed
systems that contain unknown components. Unknown components are called ‘Black Boxes’
(BBs), whereas all known components are combined into the so-called ‘White Box’ (WB). Our
verification algorithm deals with different communication methods between the WB and the BB,
namely shared integer variables and urgent and non-urgent synchronization.
We address two interesting questions: The question whether there exists a replacement of the
BB such that a given property is satisfied (‘realizability’) and the question whether the property
is satisfied for any possible replacement (‘validity’).
The verification of incomplete timed systems can provide three major benefits: First of all,
certain verification steps can be performed at early stages of the design of a timed system, when
parts of the overall system may not yet be finished, so that errors can be detected as early as
possible. Second, complex parts of a complete timed system can be abstracted away and just
the relevant components for verifying a certain property are considered. Finally, the location of
design errors in timed systems not satisfying some property can be narrowed down by iteratively
masking potentially erroneous components.
We use fully symbolic methods to do full TCTL model checking for incomplete timed systems.
We use over-approximations of the set of states satisfying the given TCTL property φ for at
least one implementation of the BB and we use under-approximations of set of states satisfying
φ for all BB implementations. Using these sets, we provide sound proofs of validity and nonrealizability.
The paper is organized as follows. In Sect. 2 we give a brief review of Timed Automata
(TAs), TCTL model checking, and finite state machines with time (FSMTs) as a fully symbolic
representation for real-time systems. In Sect. 3 we compare our approach to related work. Our
model checking algorithm for incomplete systems is given in Sect. 4. We conclude the paper in
Sect. 6 after presenting experimental results in Sect. 5.

2
2.1

Preliminaries
Timed Automata

Real-time systems are often represented as Timed Automata (TAs) [Alu99, AD94]. TAs use
real-valued clock variables X := {x1 , . . . , xn } to represent time. The set of clock constraints
C (X) contains atomic constraints of the form (xi ∼ d) and (xi − x j ∼ d) with d ∈ Q and ∼ ∈
{<, ≤, =, ≥, >}.
We consider TAs extended with integer variables. Let Int := {int1 , . . . , intm } be a set of
bounded integer variables with fixed lower and upper bounds for each integer.
A TA has a finite number of discrete locations. A state of a TA is a combination of a location
and a valuation of the clock variables and integer variables. When a TA stays in a location, a
continuous transition may take place, i.e., all clock variables evolve over time with the same rate
without changing the location or the values of the integers. In addition to continuous transitions,
TAs may take discrete transitions from one location to another (which happen in zero time).
Assignments to clocks and integers on a discrete transition take effect after taking the transition.
Proc. AVoCS 2013
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In general, transitions in TAs are labeled with guards, (synp0
a
chronization) actions, assignments to integers and resets of clocks.
x0 := 0
x ≥6
Guards are restricted to conjunctions of clock constraints and conl2
l0 i 0:= 2 l1 au
straints on integers. A transition can only be taken, if its guard is
u
a
a
i
satisfied, i.e., if it is ‘enabled’. Actions from Act := {a1 , . . . , ak } are
x
i
=
2
1 ≤ 5
used for synchronization between different TAs. For our purposes
r0
r1
r2
au
they do not have a special meaning when considering one timed aua
x1 := 0
tomaton in isolation. Transitions in different automata labeled with
p1
the same actions have to be taken simultaneously. If a transition Figure 1: Timed System
in a TA is not labeled with an action, then this transition can only
be taken if all other TAs stay in their current location. If several transitions without action are
enabled at the same time it is chosen non-deterministically which one to take. Resets are assignments to clock variables of the form xi := 0. If a transition is taken, then all resets and integer
assignments on the transition are executed.
A transition in a TA may be declared as urgent. Whenever an urgent transition in the system
is enabled, the current location must be left without any delay. Just like transitions, actions may
be declared as urgent. Let au be an urgent action. If several TA components are composed in
parallel and in all components containing au -transitions a transition labeled with au is enabled,
then there must not be any time delay before taking a transition.
Example 1 The timed system shown in Fig. 1 consists of two TAs p0 and p1 . Each TA has three
locations, p0 has clock variable x0 , p1 has clock variable x1 . The bounded integer i is used to
pass numerical information from one TA to the other. Initially, the timed system is in locations
l0 and r0 with clock values x0 = 0 and x1 = 0 and integer value i = 0. When – starting from the
initial state – time passes for 4.6 time units, e.g., the state s = (l0 , r0 , x0 = 4.6, x1 = 4.6, i = 0) is
reached. The guards are used to enable transitions, for example the transition (r0 , r1 ) is enabled
in s whereas the transition (l0 , l1 ) is only enabled when x0 has a value higher than or equal to 6.
With the assignment i := 2 on the transition (l0 , l1 ) integer i is set to 2. In p1 i is read in the guard
i = 2 on the transition (r1 , r2 ). Clock variable x0 is reset on (l2 , l0 ) in p0 , x1 is reset on (r2 , r0 ) in
p1 . Both TAs synchronize over the non-urgent action a and the urgent action au . Because of a
the two transitions (l2 , l0 ) and (r2 , r0 ) can only be taken in parallel. Similarly, (l1 , l2 ) and (r1 , r2 )
synchronize over the action au . Since au is an urgent action, when p0 is in l1 , p1 is in r1 , and
i has a value of 2, time is not allowed to pass until the transitions (l1 , l2 ) and (r1 , r2 ) have been
taken (in parallel).
If there is a continuous or a discrete transition leading the TA from state s to state s0 , we write
s → s0 . A trajectory of a TA is a finite or infinite sequence of states (s j ) j≥0 with initial state s0
and s j−1 → s j for each j > 0. A state is reachable if there is a trajectory ending in that state.
In many definitions for TAs found in the literature (e.g. [LPY97]) locations are connected
with so-called invariants as an alternative to urgent transitions and urgent actions. Invariants
in TAs are conjunctions of clock constraints of the form xi ∼ d with ∼∈ {<, ≤}, d ∈ Q+ . A
TA is only allowed to stay in a location as long as the location invariant is not violated. In
some sense invariants are a means to define urgency implicitly: If a location l0 has the invariant
x <= 5 and for instance one outgoing transition (synchronizing or non-synchronizing), then the
outgoing transition becomes urgent as soon as the clock value of x equals 5. Especially for
synchronizations between different components we prefer to make it explicit whether they are
urgent (i.e. require a transition without letting time pass) or not. For that reason we do not allow
invariants in this paper. This is not a real restriction, because it is easy to see that for each TA
with closed location invariants there is a TA without invariants which is semantically equivalent
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x := 0
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x := 0

x≤5
x≤5

(a) urgent transitions
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x := 0

x := 0

x≤5 a

T A0
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x=5
a

x≤5

(b) urgent synchroniztation

Figure 2: Urgency caused by invariants
(i.e. allows the same trajectories) and uses urgency only explicitly:
Lemma 1 For each TA without urgency and with closed location invariants of the form
∧ki=1 (xi ≤ di ) with clock variables xi , di ∈ Q+ for i ∈ {1, . . . , k}, there exists a semantically
equivalent TA with urgency and without invariants.
Consider a location l in timed automaton TA with the closed invariant x ≤ n. When transforming TA into a semantically equivalent TA TA0 , l is copied into an equivalent location l 0 without
invariant. For each incoming transition of l 0 without reset on x in the copy an additional guard of
the form x ≤ n is added to guarantee that l 0 cannot be entered with a clock value x > n. For each
outgoing non-synchronizing (and non-urgent) transition e of l with a guard g, g ∧ (x = n) 6= 0,
there are two edges in the copy: One non-urgent transition with all original labels and one urgent
transition with the additional guard x = n corresponding to the boundary of the invariant. This
has the effect that whenever in l 0 the value of x is n a discrete transition must be taken to leave the
location. For a transition with a guard g0 , g0 ∧ (x = n) 6= 0, leaving l labeled with a synchronizing
(and non-urgent) action a, there are two transitions in TA0 as well: The original transition and an
additional transition with identical labels, apart from the additional guard (x = n) and an urgent
action au replacing the original action a. (In other components composed in parallel, transitions
which were originally labeled by a are also duplicated into two edges, one with the non-urgent
action a and one with the urgent action au .) Figs. 2(a) and 2(b) illustrate these transformations.
New urgent transitions (resp. transitions with urgent synchronization) are represented by dashed
arrows.
The connection of urgency and invariants has already been studied by Bornot et al. in [BST97],
introducing TAs with deadlines that provide a general model for enforcing time progress conditions. In this model, transitions may be associated with deadlines and time progress is stopped
whenever the deadline of such a transition is reached. Urgent transitions are called eager transitions in [BST97], non-urgent transitions are called lazy transitions. According to [BST97] any
TA with deadlines may be transformed into a TA using only eager and lazy transitions.
A timed system is a system of p timed automata {TA1 , . . . , TA p }. A timed system has an
interleaving semantics, i.e., transitions in different TAs may not be taken simultaneously unless
they synchronize over non-urgent or urgent actions. For simplicity, we assume that only two
timed automata are able to synchronize over a (binary) synchronization action. As usual, the
composition of p timed automata is again a timed automaton. The interface of a TA TAi is
formed by the synchronization actions that it has in common with other TAs TA j (i 6= j) and
by integers on its transitions that are written / read by other TAs. In this paper we consider the
urgency of a synchronization action in a TA TAi as a property of its interface. An urgent action
au enforces an immediate synchronization without letting time pass, whereas time is allowed to
pass before the synchronization if TAs synchronize over a non-urgent action a.
Remark 1 A timed system TA1 , . . . , TA p is called well-formed, if for each integer i and each
synchronizing action a there is a unique TA TA j that is allowed to have transitions which are
labeled by a and perform assignments to i. In well-formed systems write-conflicts on integers
cannot occur. We only consider well-formed timed systems.
Proc. AVoCS 2013
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In this paper we deal with incomplete networks of TAs. In such a system not all components
are known in detail. Some components are modelled by a Black Box (BB) whose behavior is
unknown. The remaining system is called White Box (WB). A BB is a part of the system and
like all other components it interacts with the rest of the system. There are several types of
communication between a BB and the WB, namely (1) shared bounded integer variables, (2)
non-urgent and (3) urgent synchronization actions.
(1) With shared bounded integer variables numerical values within the integer bounds can be
passed from one TA to another. In an incomplete system the BB is allowed to update
certain shared integer variables. The exact value after the update is then unknown to the
WB.
(2) Two enabled transitions synchronizing over a common non-urgent action have to be taken
in parallel. If only one of the transitions is enabled, synchronization cannot take place and
none of the two transitions can be taken. The problem of a synchronization between the
WB and the BB consists in the fact that it is unclear when the BB sends a synchronization
action.
(3) As for non-urgent actions, transitions synchronizing over urgent actions have to be taken
in parallel, but additionally a discrete transition must be taken without any delay, when
an urgent synchronizing transition may take place. Thus, a BB can cause two effects via
urgent actions: It may enable a transition in the WB ‘waiting for synchronization’ (just as
for non-urgent actions) and it can disable time evolution (continuous transitions) until a
discrete transition is taken.
With these three types of communication in a timed system the BB is not only able to affect
the discrete behavior of the WB but, because of urgency, the timing behavior of the WB may
also be influenced.
Remark 2 Note that we do not allow communication via shared clock variables in this paper.
This means that we assume local clocks of the WB and the BB components. In particular, clocks
that are written (i.e., reset) in the BB are not allowed to be used in guards of WB components.
We make the (realistic) assumption that only discrete information can be communicated from
one component to the other.
Remark 3 Furthermore, we restrict our consideration to BBs that cannot enable infinitely many
non-synchronizing urgent transitions during a finite amount of time. We call those BBs ‘nonZeno’ BBs. Other BBs are not interesting for us, because they can stop time evolution without
any interaction with the WB components.

2.2

Timed Computation Tree Logic

Timed CTL [ACD93, HNSY92, BK08] is an extension of the temporal logic CTL [CE82] used
to express properties for real-time systems. As usual, Eϕ holds in a state s when there exists
a path starting in s that satisfies the path formula ϕ. Aϕ holds in a state s when ϕ is satisfied
on all paths starting in s. A path formula is defined by ϕ ::= Φ UJ Ψ where J ⊆ R≥0 is an
interval of real numbers. Intuitively, a path satisfies Φ UJ Ψ whenever at some point in J, a state
satisfying Ψ is reached and at all previous time instants Φ ∨ Ψ holds [BK08]. Timed variants of
the modal operators F (eventually) and G (always) can be derived as follows: F J Φ = true UJ Φ,
AGJ Φ = ¬EF J ¬Φ, and EGJ Φ = ¬AF J ¬Φ. TCTL formulas with J = [0, ∞) may be considered
as a CTL formula and can be verified using normal CTL model checking algorithms. Any other
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intervals J 6= [0, ∞) in a TCTL formula can be handled as follows: For J 6= [0, ∞) a new clock
variable xnew is introduced that is neither used in the TA nor in the formula Φ. The variable xnew
is used to measure the elapsed time until a certain property holds. A TCTL formula EF J Φ holds
in a state s, e.g., iff the formula EF(Φ ∧ xnew ∈ J) holds in (s, xnew = 0). Model checking of a
TCTL formula Φ uses a recursive method to compute for all subformulas Ψ the sets of states
Sat(Ψ) for which Ψ is satisfied (similar to CTL model checking). If Ψ = EF J Ψ1 , J 6= [0, ∞),
e.g., then Sat(EF J Ψ1 ) is computed by a fixed point iteration starting from Sat(Ψ1 ∧ xnew ∈ J)
using the predecessor operation Pre which computes for a state set S the set of all states s0 with
s0 → s, s ∈ S. Pre is repeatedly applied until the fixed point is reached. Sat(EF J Ψ1 ) simply
results by fixing xnew to 0 in resulting fixed point.
As usual, we say that a TA fulfills a property Φ, if all initial states are included in Sat(Φ)
(similar to CTL model checking). A complete exposition of TCTL model checking can be found
in [BK08],e.g..

2.3

Finite State Machine with Time (FSMT)

In TAs locations are represented explicitly. By parallel composition of several TAs the number
of locations may explode. For that reason FSMTs have been considered for symbolic representations in [MPS11]. FSMTs do not define explicit representations of locations and thus, they are
better suited for fully symbolic algorithms. An FSMT is basically an extension of finite state
machines by real-valued clock variables.
Let X := {x1 , . . . , xn } be the set of real-valued clock variables, Y := {y1 , . . . , yl } a set of
(binary) state variables, I := {i1 , . . . , ih } a set of (binary) input variables. Let Cb (X) be the
set of arbitrary boolean combinations of clock constraints and Cb (X,Y ) be the set of arbitrary
boolean combinations of clock constraints and state variables (similarly for Cb (X,Y, I)). As
usual, c ∈ Cb (X,Y ) describes a subset of Rn × {0, 1}l , namely the set of all valuations of variables in X and Y that evaluate c to true. An FSMT is defined as follows:
Definition 1 (FSMT) A finite state machine with time, called FSMT, is a tuple hX,Y, I, init,
(δ1 , . . . , δl ), (resetx1 , . . . , resetxn ), urgenti where X := {x1 , . . . , xn } is a set of clock variables, Y :=
n
{y1 , . . . , yl } is a set of state variables, I := {i1 , . . . , ih } is a set of input variables, init : (R+
0) ×
+ n
l
l
h
{0, 1} → {0, 1} is a predicate describing the set of initial states, δi : (R0 ) × {0, 1} × {0, 1} →
n
l
h
{0, 1} (1 ≤ i ≤ l) are transition functions, resetx j : (R+
0 ) × {0, 1} × {0, 1} → {0, 1} (1 ≤ j ≤ n)
+ n
l
h
are reset functions, urgent : (R0 ) × {0, 1} × {0, 1} → {0, 1} is a predicate indicating when an
urgent transition is enabled. The functions δi , resetx j and urgent can be represented by boolean
combinations from Cb (X,Y, I), init can be represented by a boolean combination from Cb (X,Y ).
n
l
A state of an FSMT is a valuation s = (x1v , . . . , xnv , yv1 , . . . , yvl ) ∈ (R+
0 ) × {0, 1} of the clock
v
v
variables and the state variables. A valuation (y1 , . . . , yl ) is also called a location of the FSMT.
Trajectories of an FSMT always start in states fulfilling init. An FSMT may perform discrete
steps that are defined by transition functions δi based on the valuations of clocks, state variables,
and inputs. When performing a discrete step, the state variable yi is set to 0 (1) iff δi evaluates
to 0 (1) and a clock xi is reset to 0 iff resetxi evaluates to 1. Moreover an FSMT may perform
continuous steps (or time steps) where it stays in the same location, but lets time pass. This
means that all clocks are increased by the same constant as long as the predicate urgent does not
evaluate to 1.
We consider systems of FSMTs {F1 , . . . , Fp }, where the components are running in parallel.
Communication in such a system is realized just as for communicating FSMs. FSMTs communicate by reading each other’s state variables, clocks, and shared input variables. A system of

Proc. AVoCS 2013

6 / 15

ECEASST

FSMTs therefore is again an FSMT.
In [MPS11] timed systems of several TAs are translated into FSMTs. The state bits y1 , . . . , yl
result from logarithmic encodings of locations and integer variables of the TAs. The transition
functions δi represent transitions in the TAs and the reset functions are computed based on clock
resets on these transitions. In order to obtain deterministic transition functions, self loops have
to be added before the transformation and the decision between non-deterministic transitions
is resolved by additional (pseudo-)inputs. Additional input variables are used for the selection
between different interleaved TAs (in case of the so-called “pure interleaving behavior”) and
for resolving read-/write-conflicts on integers and clocks (in case of the so-called “parallelized
interleaving behavior”). Altogether we arrive at a set of inputs {i1 , . . . , ih }. In the following we
abbreviate x1 , . . . , xn by ~x, y1 , . . . , yl by ~y, i1 , . . . , ih by ~i etc..
For ease of exposition we assume that there is a one-to-one relation between the integer values
in the allowed range and the assignments to the state bits corresponding to these integers. We
omit easy but slightly tedious technical details due to invalid codes.

3

Related work

Our approach shares ideas with Modal Transition Systems (MTSs) [LT88, LX90] (and their
successors like Partial Kripke Structures (PKSs) [BG99] and Kripke Modal Transition Systems
(KMTSs) [HJS01]) which exhibit must- and may-transitions between states. In our context musttransitions are transitions between states that exist for all possible BB implementations. Maytransitions are transitions that may exist for at least one possible BB implementation. In that
sense our method is strongly related to 3-valued model checking [HJS01] and its extensions using
symbolic representations [CDEG03, NS04, NS13]. The approaches mentioned above were given
for discrete systems, whereas we extend and adapt these ideas to timed systems and properties
in TCTL (Timed Computation Tree Logic) [ACD93, HNSY92, BK08].
The module checking problem [KV96] may be seen as a validity problem (‘is a given property
satisfied for all possible replacements of the BBs’) confined to a single BB (which models the
environment behavior). Kupferman and Vardi use tree automata techniques to solve the module checking problem for discrete systems specified by branching time properties (CTL, CTL*)
[KV96].
The realizability problem (‘does a replacement of the BBs exist, so that a given property is
satisfied?’) is strongly connected to the controller synthesis problem [MPS95, AMPS98], where
a system interacts with an unknown controller. In the real-time domain the controller synthesis
problem is modeled as a timed two-player game [BCD+ , EMP10, PEM], where the controller
(BB) tries to satisfy a safety property and plays against the WB (who tries to violate it).
By Fig. 3 we illustrate that these approaches with their ‘classical
x := 0
l1
notion’ of controller synthesis are not able to decide the realizability
a
a
question for safety properties as defined in our context. The figure
l0
BB
shows a small WB with an initial location l0 , two additional locax≥6 l
tions and two transitions labeled with the non-urgent action a and
2
the guard x ≥ 6, respectively. The location l2 is considered to be W B unsaf e
unsafe and the task is to implement the BB in such a way that the
Figure 3: BB example
unsafe location cannot be reached. The interface between the WB
and the BB is given by a non-urgent synchronization action a. Since the synchronization action
a is non-urgent, it is not possible to define such an implementation for the BB, since time is
allowed to pass until x = 6 and the transition to the unsafe location can be taken even if the BB is
always in a location with an enabled outgoing transition labeled by a. However, the mentioned
controller synthesis approaches lead to the result that the property is realizable, i.e., it is possible
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to replace the BB by a controller such that the unsafe location cannot be reached. This is due to
the fact that these approaches assume that the controller is able to make transitions urgent (either
explicitly or implicitly by invariants in the controller). This clearly gives the controller more
power than allowed in our model where the BB and the WB are components with equal rights,
that have to respect urgency or non-urgency of synchronization actions in the interface. If parts of
an existing timed system that do not include invariants and communicate with their environment
by non-urgent synchronization actions are abstracted away into a BB, then our approach may
prove unrealizability (which means that the safety property is not valid for the original design)
in cases when controller synthesis classifies the problem as realizable, since it gives the BB too
much power. An example for such a case is given by the benchmark ‘arbiter error’ considered in
Sect. 5, where ‘classical’ controller synthesis cannot identify the error, which is found with our
TCTL model checking algorithm. Additionally, whereas existing controller synthesis tools like
Uppaal-Tiga [BCD+ ] consider only reachability of safety properties, our algorithm goes beyond
and is able to handle full TCTL properties.

4

Model Checking of Incomplete Timed Systems

TCTL model checking for complete timed systems is based on the computation of a set Sat(Φ)
of all states satisfying a TCTL formula Φ, followed by checking whether all initial states are
included in this set (see also Sect. 2.2). The situation becomes more complex, if we consider
incomplete timed systems, since for each implementation of the BB we may have different state
sets satisfying Φ.
For that reason we do not compute the set Sat(Φ), but two sets Sat∃ (Φ) and Sat∀ (Φ): Sat∃ (Φ)
contains all states, for which there is at least one BB implementation so that Φ is satisfied.
In a similar manner, Sat∀ (Φ) contains all states, for which Φ is satisfied for all possible BB
implementations. It is easy to see that the following holds:
• A property Φ is valid for an incomplete timed system (i.e. for all BB implementations the
property is satisfied), if all initial states are included in Sat∀ (Φ).
• A property Φ is not realizable for an incomplete timed system (i.e. there is no BB implementation that satisfies Φ), if there is an initial state that does not belong to Sat∃ (Φ).
In order to obtain sound results for validity resp. non-realizability, it is enough to compute
approximations for Sat∃ (Φ) and Sat∀ (Φ). If we replace Sat∀ (Φ) by an under-approximation
Sat∀appr (Φ) ⊆ Sat∀ (Φ) and Sat∃ (Φ) by an over-approximation Sat∃appr (Φ) ⊇ Sat∃ (Φ), then the
statements made above certainly remain correct. (An initial state that is in Sat∀appr (Φ) is certainly
in Sat∀ (Φ) as well; an initial state that is not in Sat∃appr (Φ) is not in Sat∃ (Φ) either.)
In the following we show how to compute such sets. In order to simplify notations we usually
write Sat∃ (Φ) and Sat∀ (Φ), even if the computed sets are approximations. In the next section we
start with transformations needed to compute fully symbolic representations of sets Sat∃ (Φ) and
Sat∀ (Φ).

4.1

Modeling Incomplete Systems

More precisely, we begin with a sketch of how to extend the translation of TAs into FSMTs for
incomplete systems. For our model checking algorithm the communication between the BB and
the WB is of particular importance. We distinguish between four different types of transitions in
the WB:
Proc. AVoCS 2013
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(1) non-urgent transitions without synchronization with the BB, called nu-transitions in the
following
(2) urgent transitions without synchronization with the BB, called u-transitions
(3) transitions with a non-urgent synchronization with the BB, called nu-sync-transitions
(4) transitions with an urgent synchronization with the BB, called u-sync-transitions
In our algorithm we do not work with one transition (reset) function for the incomplete system
at hand, but with different transition (reset) functions for different types of transitions.
First, we consider only the transitions in the TAs that do not synchronize with the BB at all
(i.e. only nu-transitions and u-transitions) and apply the transformation from [MPS11] (including addition of self loops etc.) resulting in transition functions δino−sync (~x,~y,~i). Secondly, we
consider only u-sync-transitions, leading to transition functions δiu−sync (~x,~y,~i). These transition
functions are computed by the transformation from [MPS11] restricted to u-sync-transitions.
The transition functions δino−sync and δiu−sync are used in the computation of Sat∀ (Φ).
To compute Sat∃ (Φ) a third transition function is needed. Here, actions used for communication with the BB on nu-sync-transitions and u-sync-transitions can be omitted, because there
can always be a BB implementation sending the requested action such that synchronizing transitions are always enabled. The functions δiall (~x,~y,~i) for the state bits yi are then computed by the
transformation from [MPS11] considering all transitions in the WB.
Similarly we compute three reset functions for each clock variable xi ∈ X. Two reset functions
are used for the computation of Sat∀ (Φ), one for the resets on the nu-transitions and u-transitions
(resetxno−sync
(~x,~y,~i)) and a second for u-sync-transitions (resetxu−sync
(~x,~y, ~i)). A third reset funci
i
all
~
tion (resetxi (~x,~y, i)) for all transitions in the WB (with neglected synchronization actions with
the BB) is needed for the computation of Sat∃ (Φ).
Finally, we need two additional urgency predicates in our algorithm (Sect. 4.2): uno−sync (~x,~y)
is a predicate evaluating to 1, if a u-transition is enabled in state (~x,~y) and uu−sync (~x,~y) is a
predicate evaluating to 1, if a u-sync-transition is enabled in state (~x,~y).

4.2

Model checking algorithm

Now we show how to do fully symbolic TCTL model checking for incomplete real-time systems
modeled as incomplete FSMTs by computing fully symbolic representations of the sets Sat∃ (Φ)
and Sat∀ (Φ) as defined above.1 The most important ingredient of TCTL model checking is the
predecessor operation Pre (see also Sect. 2.2); thus the essential contribution is how to define
two variants of Pre for computing Sat∃ and Sat∀ .
Definition 2 (Pre∃ (S), Pre∀ (S)) s0 is included into Pre∃ (S) iff for at least one BB implementation there is a transition s0 → s with s ∈ S. (This transition can be regarded as a may transition
following the notion from [LT88]). A state s0 is included in Pre∀ (S) iff for all BB implementations there is a transition s0 → s with s ∈ S. (The transition is a must transition.)
For formulas like Φ = EFΨ whose evaluation needs a fixed point iteration we make use of
Pre∃ to compute Sat∃ (Φ) (instead of Pre which is used for complete systems). In the special case
Φ = EFΨ we start with the set Sat∃ (Ψ) ( that at least includes the set of states that may satisfy Ψ
1 If clear from the context, we do not always differentiate between sets like Sat (Φ) and predicates describing these
∃
sets.
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depending on the concrete BB implementation) and we use Pre∃ to compute the set of states that
can reach Sat∃ (Ψ) via one ‘may transition’. By iteratively applying Pre∃ we obtain Sat∃ (EFΨ)
that includes all states from which there is a computation path to a state from Sat∃ (Ψ) for at least
one BB implementation.
Likewise for Sat∀ (Φ) we replace Pre by Pre∀ . In the special case Φ = EFΨ we start with the
set Sat∀ (Ψ) ( that at most includes the set of states that definitely satisfy Ψ independently from
the BB implementation) and we use Pre∀ to compute the set of states which can reach Sat∀ (Ψ)
via one ‘must transition’, i.e. independently from the BB implementation. Again, we obtain
Sat∀ (EFΨ) by iteratively applying Pre∀ .
The remaining operations are more or less straightforward. It is easy to see that Sat∀ (¬Φ) =
¬Sat∃ (Φ), Sat∃ (¬Φ) = ¬Sat∀ (Φ), i.e., negation plays a special role here, since it turns ‘existential quantification of BBs into universal quantification’ and over-approximation into underapproximation (and vice-versa). Moreover, it holds Sat∀ (Φ1 ∧ Φ2 ) = Sat∀ (Φ1 ) ∧ Sat∀ (Φ2 ) and
Sat∃ (Φ1 ∧ Φ2 ) ⊆ Sat∃ (Φ1 ) ∧ Sat∃ (Φ2 ). In the second case we only have ‘⊆’ instead of ‘=’, since
a certain state may fulfill Φ1 ∧ ¬Φ2 for certain BB implementations and ¬Φ1 ∧ Φ2 for all others,
thus it belongs to Sat∃ (Φ1 ) ∧ Sat∃ (Φ2 ), but not to Sat∃ (Φ1 ∧ Φ2 ). For approximations we overapproximate by identifying Sat∃appr (Φ1 ∧ Φ2 ) with Sat∃appr (Φ1 ) ∧ Sat∃appr (Φ2 ). A second source
of approximation stems from the fact that we assume that the BB can make different decisions
based on the current state of the WB, i.e., the BB ‘can read the state bits of the WB’. (Note that
the same assumption is implicitly made in classical controller synthesis approaches for safety
properties as well [BCD+ , EMP10, PEM].)
The evaluation of general TCTL formulas needs both Pre∀ and Pre∃ .
In the following we describe the computation of Pre∀ (Φ) and Pre∃ (Φ) separately for discrete
steps and time steps. We start with Pre∀ (Φ).

4.3 Pred∀ (Φ) – The Discrete Step for Pre∀ (Φ)
Starting with a state set Φ(~x,~y) the discrete (backward) step needed for Pre∀ (Φ) computes all
predecessors from which Φ can be reached over a discrete transition in the WB, independently
from the implementation of the BB.
Since it is possible that the BB does not synchronize with the WB at all, we consider only
u-transitions and nu-transitions which are described by the functions δino−sync . The discrete step
can then be computed similarly as in [MPS11] using the transition functions δino−sync and the
reset functions resetxno−sync
.
i
Lemma 2 The resulting state set Pred∀ (Φ)(~x,~y) contains only states from which Φ(~x,~y) is
reachable by a discrete transition in the WB independently from any BB behavior.
The proof of the lemma is straightforward, since due to the interleaving semantics of TAs, the
u-transitions and nu-transitions of the WB can always be taken independently from the implementation of the BB.
On the other hand, discrete steps that reach Φ independently from the BB use only u-transitions
and nu-transitions. This is easy to see by considering a special BB implementation BBno−sync that
never synchronizes with the WB and thus disables all nu-sync-transitions and u-sync-transitions.

4.4 Prec∀ (Φ) – The Time Step for Pre∀ (Φ)
Proc. AVoCS 2013
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Starting with a state set Φ(~x,~y) the time step for Pre∀ (Φ) computes all predecessors from which Φ(~x,~y) can be reached through
time passing, independently from the BB implementation. Because
of urgent synchronization, the BB can affect the timing behaviour
in the WB by enabling a u-sync-transition and thus stopping time
evolution.

x=5

au i =u 0
BB i

a

l0

l1
x=6
i=1
au

l2

x=7

Figure 4: Time step
Example 2 We illustrate the time step by a small example shown
in Fig. 4. Here, the BB communicates with the WB over an urgent synchronization action au
and a shared integer i with i ∈ {0, 1}. Let Φ be the state set already computed by our backward
model checking algorithm. We assume that (l0 , x = 7, i = 0) ∈ Φ, (l0 , x = 7, i = 1) ∈ Φ and ask
whether we can include (l0 , x = 0, i = 0) into the states reaching Φ independently from the BB
implementation. If the BB never sends the action au , then no u-sync-transitions (dashed lines)
would be enabled and time would be allowed to pass starting from (l0 , x = 0, i = 0). (The time
evolution could be interrupted by discrete urgent and non-synchronizing transitions inside the
BB possibly writing on i, but only by finitely many of those, since we consider only non-Zeno
BBs, see Remark 3.) Finally we would arrive at (l0 , x = 7, i = 0) or (l0 , x = 7, i = 1). However,
the situation is more complicated, since we have to consider all possible BB implementations
including BBs which send au and thus disable time evolution. We consider two cases.
Case 1: The BB is not allowed to write i on synchronizing transitions with au , because i is
written on such transitions in the WB (see Remark 1). Then the BB cannot change i on the
u-sync-transitions in Fig. 4. (All the same, the BB can always interrupt time evolutions by
discrete urgent and non-synchronizing transitions inside the BB and switch between i = 0 and
i = 1.) Only if both (l1 , x = 5, i = 0) ∈ Φ and (l2 , x = 6, i = 1) ∈ Φ, we can conclude that we
can definitely reach Φ from (l0 , x = 0, i = 0). Time evolution may lead from (l0 , x = 0, i = 0) to
(l0 , x = 5, i = 0). If the BB then enables the transition from l0 to l1 in Fig. 4, then Φ is reached
via this u-sync-transition. If not, time evolution may continue until x = 6. Again, if the BB then
enables the transition from l0 to l2 (this presumes that the BB has set i := 1 before), then Φ is
reached via this u-sync-transition. Otherwise the time evolution continues until (l0 , x = 7, i = 0)
or (l0 , x = 7, i = 1) that are both in Φ.
Case 2: The BB is allowed to write i on synchronizing transitions. Then the BB may switch
the integer i from 0 to 1 while taking the u-sync-transitions in Fig. 4. Compared to Case 1,
we have thus to demand (l1 , x = 5, i = 1) ∈ Φ and (l2 , x = 6, i = 0) ∈ Φ as well, if we want to
guarantee that we can definitely reach Φ from (l0 , x = 0, i = 0).
Based on the ideas given in Ex. 2 we arrive at the following formula Prec∀ (Φ) for the time step:


Prec∀ (Φ)(~x,~y) = ∧nj=1 (x j ≥ 0) ∧



~i Preu−sync (Φ)(~x,~y,~i) ∧
¬uno−sync (~x,~y) ∧ uu−sync (~x,~y) =⇒ ∀~yu−sync
∀
BB
d

n

h
all
0
0
~ 0 ,~y)∧
∃λ (λ > 0) ∧ ∀~yBB Φ(~x +~λ ,~y) ∧ ∀λ (0 < λ < λ ) =⇒ ¬uno−sync (~x + λ
 u−sync
oi
~ 0 ,~y) =⇒ ∀~yu−sync ∀~i Preu−sync (Φ)(~x + λ
~ 0 ,~y,~i)
u
(~x + λ
(1)
BB
d

with~x +~λ abbreviated for (x1 + λ , . . . , xn + λ ) for a scalar λ , Preu−sync
(Φ)(~x,~y,~i) being obtained
d
u−sync
~
from Φ(~x,~y) by computing a discrete step using δi
(~x,~y, i) and resetxu−sync
(~x,~y,~i).
j
all
The subset ~yBB ⊆ ~y represents the state variables corresponding to the integer variables that
are allowed to be written by the BB (see Case 1 of Ex. 2) and ~yu−sync
⊆ ~yall
BB represents the state
BB
variables that are allowed to be written by the BB on u-sync-transitions (see Case 2 of Ex. 2).
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Lemma 3 The resulting state set Prec∀ (Φ)(~x,~y) contains only states from which states of Φ
can be reached (via time evolution and/or via u-sync-transitions), independently from the BB
behaviour.
The proof of the lemma is rather tedious and omitted due to lack of space. The ideas and all
relevant arguments and cases have been given in Ex. 2.

4.5 Pred∃ (Φ) – The Discrete Step for Pre∃ (Φ)

In Pre∃ (Φ) the discrete step computes all predecessors such that there exists a BB implementation for which Φ can be reached over a discrete transition in the WB. Pred∃ (Φ)(~x,~y) can be
computed as in [MPS11] using δiall (~x,~y,~i) and resetxall
(~x,~y,~i).
i
Lemma 4 The resulting state set Pred∃ (Φ)(~x,~y) contains all states for which there exists a BB
implementation such that Φ(~x,~y) is reachable by a discrete transition in the WB.
The proof follows from the following argument: The result corresponds to a backwards evaluation of discrete WB transitions of any kind (nu-transitions, u-transitions, nu-sync-transitions,
u-sync-transitions). Of course, more transitions can never be enabled in the WB, not even by a
BB implementation that always provides all synchronization actions needed to enable synchronizing transitions in the WB.

4.6 Prec∃ (Φ) – The Time Step for Pre∃ (Φ)

The time step for Pre∃ (Φ) can be described by

h


Prec∃ (Φ)(~x,~y) = ∧nj=1 (x j ≥ 0) ∧ ¬uno−sync (~x,~y) ∧ ∃∃λ (λ > 0)∧

n

oi
no−sync
~ 0 ,~y)
(∃~yall
x +~λ ,~y)) ∧ ∀λ 0 (0 < λ 0 < λ ) =⇒ ∃~yall
(~x + λ
(2)
BB Φ(~
BB ¬u

Lemma 5 The resulting state set Prec∃ (Φ)(~x,~y) contains all states for which there exists a BB
implementation such that Φ(~x,~y) is reachable through time elapsing.
The correctness of the lemma follows from the following facts: There may be a time evolution
of length λ > 0 from (~x,~y) to a state (~x +~λ ,~y0 ) in Φ, if (1) ~y0 results from ~y by replacing state
bits ~yall
BB corresponding to shared integer variables and (2) the time evolution is not stopped by
urgent transitions in between. The reason for part (1) is given by the fact that an arbitrary BB is
able to interrupt the time evolution by non-synchronizing urgent transitions that change ~y into ~y0
by writing to the shared integers. This is expressed by the existential quantification ∃~yall
BB before
Φ(~x +~λ ) in Eqn. (2). Part (2) is ensured as follows: First, condition ¬uno−sync (~x,~y) in Eqn. (2)
no−sync (~
~ 0 ,~y)
ensures that no u-transition is enabled in (~x,~y). Secondly, condition ∃~yall
x+λ
BB ¬u
0
0
has to hold for each λ between 0 and λ . Since for each λ between 0 and λ the BB may
arbitrarily interrupt the time evolution and write on the shared integer variables, it is enough
that u-transitions are disabled for an arbitrary value of the shared integer variables ~yall
BB (which is
all
expressed by the quantification ∃~yBB ).

4.7

Discrete and Time Steps Together

In our implementation we apply alternating discrete steps and time steps for the operations Pre∃
and Pre∀ . For Pre∃ we additionally apply an existential quantification of the shared integer
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d
c
variables~yall
BB after each application of Pre∃ and Pre∃ . This existential quantification corresponds
to an interleaving with a potential discrete backwards step of the BB. Since we have to consider
all possible BB implementations for Pre∃ , we have to assume that the shared integers can be
set to arbitrary values in this step. Since for Pre∀ we only have to consider effects shared by
all possible BB implementations and there are certainly BB implementations that do not write
shared integers at all, we completely omit potential discrete BB backward steps (and thus the
existential quantification of ~yall
BB ) for Pre∀ .

5

Experiments

We implemented the TCTL model checking algorithm for incomplete timed systems in the prototype model checker FSMT-MC [MPS11]. Tab. 1 shows the results of the new method on
several parameterized benchmarks with parameter n. Parameterized benchmarks made it easy
for us to generate sets of increasingly complex benchmarks for comparison. Actually we do not
consider parameterized benchmarks as the main field of application for our algorithm and thus
we did not make use of symmetry reduction, neither within our tool nor within any competitor.
‘CPP’ is a system of communicating parallel processes. The complete version of CPP has n
components, an incomplete version with BB only 2 WB components. The benchmark ‘arbiter’
[MPS11] models n processes which are controlled by a distributed arbiter. The complete version contains 2n + 1 components, an incomplete version contains n + 3 WB components. The
Leader Election benchmark (‘leader’) [EFGP10] models a timed leader election in a ring protocol. We modeled a version of the system with an error such that the leader is not found within
a certain time limit. The complete version has n components, the incomplete version has only
3 WB components, but their size increases linearly with n. The Carrier Sense Multiple Access
with Collision Detection (‘CSMA’) benchmark [Yov97] is a system with several senders trying
to access a common bus. In its complete version it has n + 3 components, the incomplete version
has 3 components; one of them increases linearly with n. In all cases the WB components communicate with the BB components which are abstracted away by exchanging integers values and
urgent resp. non-urgent synchronization actions.2 The first column (‘nbr.’) in Tab. 1 gives the
parameters n. All times in Tab. 1 are given in CPU seconds. We ran FSMT-MC on the complete
version (‘comp.’) and on the incomplete version (‘inc.’) of the benchmarks and compare the
results to the state-of-the-art model checkers Uppaal v.4 (UPP.), RED 8 and Kronos 2.5 (KR.).
Uppaal performs a forward analysis and RED does a backward traversal. Both can only be used
for reachability analysis whereas Kronos can also be used for full TCTL model checking, but
cannot handle benchmarks containing integer variables (like ‘arbiter’ and ‘leader’). All benchmarks were originally modeled as TAs and were automatically translated into FSMTs [MPS11].
CPU times of the (un-optimized) translator for the complete (‘comp.’) and the incomplete (‘inc.’)
timed systems are given in Tab. 1 in columns TA2FSMT. In all cases when the model checker did
not timeout, the sum of translation times and model checking times did not exceed the timeout
either. The experiments have been conducted on an Intel Xeon with 3.3 Ghz with a time limit of
2 CPU hours and a memory limit of 2 GB.
For the benchmark CPP we test freedom of Zeno behaviour (‘CPP zeno’) with the property
ΦNZ = AG(EF {=1}true). To verify this property we need full TCTL model checking and therefore we compare our results only to the tool Kronos. For the complete system, we detect Zeno
behaviour (i.e. ΦNZ is not satisfied) for n up to 6, Kronos reaches n = 3. For the incomplete
system FSMT-MC easily verifies non-realizability of ΦNZ for n up to 50. This means that the
reason for Zeno behaviour lies in the WB components and cannot be fixed by BB implementa2

More details about the benchmarks as well as the benchmark files themselves can be found at
http://www.informatik.uni-freiburg.de/∼morbe/bb-tctl/.
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tions. (For the CPP benchmark this result is more interesting than the shorter CPU times, since
the size of the WBs remains constant for increasing n.)
For the arbiter benchmark we considered a correct version (arbiter) and an erroneous version
(arbiter error). For the complete and correct version our model checking algorithm can prove
correctness for n up to 16, whereas Uppaal and RED cannot go beyond n = 6. For the incomplete
(correct) version, FSMT-MC can prove validity of the safety property for n up to 50. For the
erroneous version, the situation is similar. FSMT-MC is able to prove that the safety property is
not realizable for the incomplete (and incorrect) version, i.e., no BB implementation can prevent
the system from reaching the unsafe states. This is achieved with much smaller run times than
for the complete version. Remember that for the arbiter as well as for the following benchmarks
the complexity of the WB increases with n.
For the incomplete leader benchmark we can prove unrealizability for large systems as well,
i.e., independently from the BB behaviour no leader can be found within a given time limit. In
contrast to the cases above Uppaal and RED outperform our tool for the complete system.
On the CSMA benchmark we tested freedom of Zeno behaviour with property ΦNZ . Kronos
falsifies property ΦNZ for systems with up to 7 senders. For incomplete variants with BB FSMTMC easily proves unrealizability of ΦNZ for large systems using full TCTL model checking.

leader

30.5
3556.9
to
to
to
to
0.1
0.1
2648.0
to
to
to
0.4
2.3
2960.7
to
to

RED

4.6
40.7
to
to
to
to
0.6
to
to
to
to
to
18.3
to
to
to
to

FSMT- MC

comp.
12.6
20.9
25.6
1687.6
to
to
1.3
1.2
5.9
6.8
122.5
to
to
to
to
to
to

inc.
2.3
3.0
3.3
24.5
28.1
561.7
1.0
1.4
2.3
2.3
16.9
17.2
124.7
72.6
163.0
149.5
421.8

TA 2 FSMT
comp.
inc.
1.7
6.4
2.9
8.8
3.7
10.8
18.4
52.2
20.4
58.3
214.2
512.5
1.2
2.7
1.4
4.4
7.4
21.4
8.7
25.7
199.5
490.7
209.3
509.9
4.0
15.3
5.7
21.1
17.7
59.8
21.4
72.3
3702.2
2376.5

nbr.
CPP zeno

5
6
7
16
17
50
3
4
10
11
49
50
5
6
10
11
50

UPP.

CSMA

arbiter error

arbiter

nbr.

3
4
6
7
49
50
3
6
7
8
49
50

KR .

0.5
to
to
to
to
to
0.1
0.7
0.5
to
to
to

FSMT- MC

comp.
6.1
131.5
2205.1
to
to
to
to
to
to
to
to
to

inc.
7.3
5.5
5.5
8.2
16.8
16.0
6.2
7.2
10.5
11.9
13.0
18.2

TA 2 FSMT
comp.
inc.
1.5
3.0
2.2
4.6
4.8
9.0
6.4
11.9
345.0
502.9
357.1
522.1
1.2
2.2
2.5
5.0
3.2
6.4
4.0
7.9
138.3
184.2
142.5
192.5

Table 1: Experimental results
In summary, we observe that after abstracting timed components our new TCTL model checker
is still able to prove interesting validity and unrealizability results within much smaller times than
needed for the complete system.

6

Conclusion

We presented a fully symbolic TCTL model checking algorithm for FSMTs able to handle incomplete timed systems. We described the computation of the discrete step and the time step
to be able to handle incomplete FSMTs communicating with the BB over shared integers and
urgent and non-urgent synchronization. For a given TCTL property and an incomplete FSMT
our model checking algorithm can prove non-realizability (there is no BB implementation such
that the property is satisfied) and validity (the property is satisfied for all possible BB implementations). The experimental results show that it is possible to prove interesting properties early
when parts of the overall system may not yet be finished. Additionally the results demonstrate
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that fading out complete components of a timed system dramatically reduces the complexity of
the system and the verification effort.
As mentioned in Sect. 4 our algorithm is sound, but approximate since different decisions of
the BB can be made based on different states of the WB. An interesting task for the future would
be to investigate exact (or more exact) solutions taking the ‘restricted degree of informedness’ of
the BB into account (possibly for restricted scenarios like one single BB, e.g..).
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Morbé, Pigorsch, Scholl. Fully Symbolic Model Checking for Timed Automata. In Proc. of CAV. 2011.
Nopper, Scholl. Approximate Symbolic Model Checking for Incomplete Designs. In FMCAD. 2004.
Nopper, Scholl. Symbolic Model Checking for Incomplete Designs With Flexible Modeling of Unknowns. IEEE Transactions on Computers, 2013.
Peter, Ehlers, Mattmüller. Synthia: Verification and Synthesis for Timed Automata. CAV’11.
Scholl, Disch, Pigorsch, Kupferschmid. Computing Optimized Representations for Non-convex Polyhedra by Detection and Removal of Redundant Linear Constraints. In Tools and Algorithms for the
Construction and Analysis of Systems. 2009.
Yovine. Kronos: A Verification Tool for Real-Time Systems. Journal on Software Tools for Technology
Transfer, 1997.

Volume X (2013)

Electronic Communications of the EASST
Volume X (2013)

Proceedings of the
Automated Verification of Critical Systems
(AVoCS 2013)

On the Satisfiability of Metric Temporal Logics over the Reals
Marcello M. Bersani, Matteo Rossi and Pierluigi San Pietro
15 pages

Guest Editors: Steve Schneider, Helen Treharne
Managing Editors: Tiziana Margaria, Julia Padberg, Gabriele Taentzer
ECEASST Home Page: http://www.easst.org/eceasst/

ISSN 1863-2122

ECEASST

On the Satisfiability of Metric Temporal Logics over the Reals
Marcello M. Bersani1 , Matteo Rossi1 and Pierluigi San Pietro12
1

[marcellomaria.bersani,matteo.rossi,pierluigi.sanpietro]@polimi.it
Dipartimento di Elettronica Informazione e Bioingegneria, Politecnico di Milano
2 CNR IEIIT-MI
Abstract: We show that there is a satisfiability-preserving translation of QTL formulae interpreted over finitely variable behaviors into formulae of the CLTL-overclocks logic. The satisfiability of CLTL-over-clocks can be determined through a
suitable encoding into the input logics of SMT solvers, so it constitutes an effective
decision procedure for QTL. Although decision procedures for determining satisfiability of QTL (and for the expressively equivalent logics MITL and QMLO) already
exist, the automata-based techniques they employ appear to be very difficult to realize in practice, and, to the best of our knowledge, no implementation currently
exists for them. A prototype tool for QTL based on the encoding presented here
has, instead, been implemented and is publicly available.
Keywords: Metric Temporal Logic, Satisfiability Modulo Theories, Continuoustime systems, Formal Verification

1

Introduction

The need for continuous-time models arises naturally and often when describing the dynamics of
physical quantities, such as position, speed and acceleration of a moving body, or such as temperature and pressure of a fluid. When developing computer systems that monitor and control such
quantities, then, the classic discrete-time models used in the computer science domain are no
longer enough. Many notations [FMMR12] have been developed to address these shortcomings;
the most successful ones, those that are the most used in practice and with the most developed
tools, are based on operational mechanisms, e.g., Timed Automata [AD94].
Descriptive notations, e.g., temporal logics, however, provide many benefits, such as allowing
for an abstract, concise and convenient expression of the required properties of a system. This is
mostly exploited in the verification of finite-state models, e.g., through model checking [BK08].
Temporal logics, however, also allow designers to pursue a descriptive approach to the specification and modeling of reactive systems (e.g., [MP94, FMMR12]), where the system is defined
by its general properties, rather than by a machine behavior (e.g., a Timed Automaton). In this
case, verification typically consists of satisfiability checking of the conjunction of the model and
of the (negation of) its desired properties.
In general, tool support for verification of continuous-time temporal logics is not as welldeveloped as for discrete-time models, especially when the logic is endowed with metric operators. Decision procedures for determining the satisfiability of continuous-time metric temporal
logic mostly rely on timed automata-based techniques [AFH96, MNP06], but they appear to be
very difficult to realize in practice, and, to the best of our knowledge, no implementation exists
1 / 15

Volume X (2013)

On the Satisfiability of Metric Temporal Logics over the Reals

for them. An alternative proof to the one in [AFH96] for the satisfiability of Metric Interval Temporal Logic (MITL) formulae is provided in [SRH02]. Though the aim of the paper was that of
proving the soundness and completeness of the axiomatization for the Event-Clock logic (therein
proved to be equivalent to MITL), they devise an ad-hoc procedure for building an automaton
corresponding to a formula, motivating it since the known one for MITL [AFH96] can not be
used directly for their purposes.
We study the satisfiability of the Quantitative Temporal Logic (QTL) [HR99, HR05], using a
purely logic-based approach. QTL is an interesting logic: it is known to be decidable over the
real line, and its satisfiability problem is PSPACE-complete; it has a very simple syntax, with
only one metric operator; despite this, it is expressively equivalent with other very interesting
logics, and in particular with the Quantitative Monadic Logic of Order (QMLO), and with the
Metric Interval Temporal Logic (MITL). In fact, a translation has been defined that, from a QTL
formula, produces an equivalent QMLO (resp. MITL) formula, and vice-versa. Since QMLO
can be used to provide semantics to a variety of existing metric temporal logics, our approach can
be used in principle to decide the satisfiability of a wide range of logics, including for example
the popular MITL.
More precisely, in this paper we introduce a linear satisfiability-preserving translation from
QTL formulae to formulae of CLTL-over-clocks (CLTL-oc), a decidable logic [BRS] whose
satisfiability problem is also PSPACE-complete, for which it is possible to define a decision procedure based on Satisfiability Modulo Theories (SMT) solving techniques that are implemented
in a variety of tools (such as [Mic]). This is the basis for a prototype tool, available from [qtl].
Although QTL is decidable over unrestricted models, we will focus on models that are finitely
variable, i.e. such that in every bounded time interval there can only be a finite number of
changes. This is a very common requirement for continuous-time models, which only rules out
pathological behaviors (e.g., Zeno [FMMR12]) which do not have much practical interest.
The paper is organized as follows: Sect. 2 defines QTL and CLTL-oc, and Sect. 3 defines a reduction from the former to the latter; Sect. 4 shows that the translation is satisfiability-preserving,
and discusses its complexity. Sect. 5 presents some experimental results carried out with our
prototype tool. Sect. 6 concludes, describing also tool support. All proofs can be found in the
extended version of this paper that is available from the tool website [qtl].

2

Languages

Let AP be a finite set of atomic propositions. The syntax of (well-formed) QTL formulae over
AP is defined by the grammar (where p P AP):
φ : p | φ ^ φ

|

φ | φ Up0,8q φ | Fp0,1q φ | φ Sp0,8q φ | Pp0,1q φ .

The semantics of QTL may be defined with respect to a generic linear order, but in what
follows we will focus on the nonnegative real line, i.e., the linear order pR¥0 , q. A structure M
for QTL over alphabet AP is a pair M  xR¥0 , B M y, where B M is a valuation mapping every
propositional variable p P AP to a set B M p pq  R¥0 . Hence, a structure may be considered as
providing continuous-time Boolean signals over the set AP. Satisfaction of a QTL formula over
Proc. AVoCS 2013
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M,t |ù p ô t P B M p pq

M,t |ù

ô M,t |ù φ
M,t |ù φ ^ ψ ô M,t |ù φ and M,t |ù ψ
M,t |ù φ Up0,8q ψ ô Dt 1 ¡ t, M,t 1 |ù ψ and @t 2 ,t
M,t |ù Fp0,1q φ ô Dt 1 ,t t 1 t 1 M,t 1 |ù φ
M,t |ù φ Sp0,8q ψ ô Dt 1 t, M,t 1 |ù ψ and @t 2 ,t 1
M,t |ù Pp0,1q φ ô Dt 1 ,t  1 t 1 t, M,t 1 |ù φ .
φ

t2

t 1 , M,t 2 |ù φ

t2

t, M,t 2 |ù φ

Table 1: Semantics of QTL.
M at a point t P R¥0 is a relation |ù defined inductively as in Table 1. Given a QTL formula φ ,
we indicate by subpφ q the set of all subformulae occuring in φ .
In this paper, we will assume signals to have finite variability, i.e., in any bounded time interval
there can only be a finite number of changes. Nevertheless, the following result holds.
Theorem 1 ([HR05]) Satisfiability of QTL over pR¥0 ,
the finite variability assumption.

q is PSPACE-complete, even without

Constraint LTL (CLTL [DD07, BFRS11]) formulae are defined with respect to a finite set V of
variables and a structure D  pD, R q where D is a specific domain of interpretation for variables
and constants and R is a family of relations on D, with the set AP of atomic propositions being
the set R0 of 0-ary relations. An atomic constraint is a term of the form Rpx1 , . . . , xn q, where R is
an n-ary relation of R on D and x1 , . . . , xn P V . A valuation is a mapping v : V Ñ D. A constraint
is satisfied by v, written v |ùD Rpx1 , . . . , xn q, if pvpx1 q, . . . , vpxn qq P R.
Temporal terms α are defined by the syntax α : c | x | Xα, where c is a constant in D and
x P V . CLTL formulae are defined as follows:
φ : Rpα1 , . . . , αn q | φ ^ φ

| φ | X pφ q | Y pφ q | φ Uφ | φ Sφ
where αi ’s are temporal terms, R P R, X, Y, U and S are the usual “next”, “previous”, “until” and
“since” operators of LTL, with the same meaning. Operator X is similar to X, but it only applies
to temporal terms, with the meaning that Xα is the value of temporal term α in the next time
instant. Operators “globally” G and “release” R are introduced as customary as abbreviations:
φ1 Rφ2  p φ1 U φ2 q, Gpφ q  KRφ .
The depth |α | of a temporal term is the total amount of temporal shift needed in evaluating α:
|x|  0 when x is a variable, and |Xα |  |α | 1. The semantics of CLTL formulae is defined
with respect to a strict linear order representing time pN, q. Truth values of propositions in AP
and values of variables belonging to V are defined by a pair pπ, σ q, where π : N Ñ ℘pAPq and
σ : N  V Ñ D, which define a subset of AP and the value of variables for each element of N.
The value of terms is defined with respect to σ as follows:
σ pi, α q  σ pi
3 / 15
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pπ, σ q, i |ù p ô p P π piq for p P AP
pπ, σ q, i |ù Rpα1, . . . , αnq ô pσ pi |α1|, xα q, . . . , σ pi |αn|, xα qq P R
pπ, σ q, i |ù X pφ q ô pπ, σ q, i 1 |ù φ
pπ, σ q, i |ù Y pφ q ô pπ, σ q, i  1 |ù φ ^ i ¡ 0
pπ, σ q, i |ù φ Uψ ô D j ¥ i : pπ, σ q, j |ù ψ ^@ i ¤ n j, pπ, σ q, n |ù φ
pπ, σ q, i |ù φ Sψ ô D 0 ¤ j ¤ i : pπ, σ q, j |ù ψ ^@ i ¤ n j, pπ, σ q, n |ù φ
1

n

Table 2: Semantics of CLTL (propositional connectives are omitted for brevity).

assuming that xα is the variable in V occurring in term α. The semantics of a CLTL formula φ
at instant i ¥ 0 over a pair pπ, σ q is defined as in Table 2, where xαi is the variable that appears in
temporal term αi , and R P R zR0 (recall that R0  AP). A formula CLTL φ is satisfiable if there
exists a pair pπ, σ q such that pπ, σ q, 0 |ù φ ; in this case, we say that pπ, σ q is a model of φ .
In this paper, we restrict the set of models where variables in V are evaluated as clocks. A
clock “measures” the time elapsed since its last “reset” (i.e., the variable was equal to 0). Each
position i P N is associated with a “time delay” δ piq, where δ piq ¡ 0 for all i, corresponding to
the “time elapsed” between the current position i and the next one i 1. For a clock xα ,
σ pi

1, xα q 

#

σ pi, xα q
0

δ piq, time elapsing
reset xα .

The set R is restricted to t , u because CLTL-oc formulae need only to measure the time
elapsing among events, as later explained. Under these two restrictions, CLTL-oc is decidable
[BRS], and an effective decision procedure can be devised by encoding CLTL-oc formulae into
formulae in the decidable theory of Quantifier-free Uninterpreted Functions with Equality combined with Linear Real Arithmetic (QF-EUF Y LRA), which is solved by SMT solvers such as,
for example, Z3 [Mic]. A prototype solver for CLTL-oc formulae is available as part of the Zot
tool [ae2].
QTL is closely related to other metric temporal logics, and in particular QMLO [HR05] and
the popular MITL [AFH96], through the following result.
Theorem 2 ([HR05]) QMLO, QTL and MITL are expressively equivalent.
Hence, a satisfiability-preserving translation of QTL formulae into CLTL-oc ones can be the
basis for an effective decision procedure to solve the satisfiability (over finitely-variable behaviors) of all above-mentioned logics.

3

Reduction of QTL to CLTL-over-clocks

Reducing QTL to CLTL-oc requires a way to represent models of QTL formulae, i.e., continuoustime signals over a finite set of atomic propositions, by means of CLTL-oc models where time
Proc. AVoCS 2013
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Figure 1: Example of QTL signal and a corresponding CLTL-oc model (clocks not shown).

is discrete. CLTL-oc variables behaving as clocks represent time progress, while discrete positions in CLTL-oc models represent, for each subformula occurring in QTL formula φ , whether a
change of truth value (an “event”) occurs or not for the subformula at that point. Time progress
between two discrete points is measured by CLTL-oc clocks; between events, the truth value of
formulae is stable (i.e., there is no change). In every (discrete) position CLTL-oc models embed,
through suitable fresh propositional letters (q and ), the information defining the truth value
of all the subformulae occurring in QTL formula φ and, through clock variables, the information about the time progress between two consecutive changing points. Then, every position in
a CLTL-oc model captures the configuration of one of the intervals in which the continuoustime signal is partitioned by considering the QTL “events”. Therefore, our reduction defines, by
means of CLTL-oc formulae, the semantics of every subformula occurring in φ . Fig. 1 shows an
example of QTL signal and a corresponding CLTL-oc model.
Consider a QTL formula φ . For each subformula θ of φ we introduce two predicates, qθ and


θ , which represent the value of θ in, respectively, the first instant and the rest of the interval
between two events (hence, qθ represents the value of θ exactly when the event occurs). We also
introduce two clocks, z0θ and z1θ , which measure the time elapsed since the last two “events”.
Let θ P subpφ q. We say that the event “θ becomes true” euθ occurs at instant t ¥ 0 of signal M
when θ holds right after t, but not before it, or t is the origin:

Dε ¡ 0, @t 1 P pt,t

ε q it is M,t 1 |ù θ and either t  0 or Dε 1 ¡ 0, @t 1 P pt  ε 1 ,t q it is M,t 1 |ù

θ.

The opposite event “θ becomes false” edθ is simply given by the property above with θ instead
of θ . QTL events euθ and edθ are represented in the CLTL-oc formula through combinations of

!



the basic predicates qθ and θ that are abbreviated by θ and θ , respectively, whose definitions
are shown in Table 3.
We do not impose any restrictions on signals other than they be finitely variable. In particular,
subformulae θ can have singularities, i.e., instants in which the value of θ is different than in
their neighborhood. More precisely, we say that a formula θ has an “up-singularity” suθ in instant
t if the following holds:
t ¡ 0, M,t |ù θ and Dε
5 / 15

¡ 0 s.t. @t 1  t P pt  ε,t

ε q it is M,t 1 |ù

θ.
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qξ


ξ
ξ

!ξ
ê

ξ
ξ

è
r

ξ
orig

 ξ holds in the first instant of the current interval
 ξ holds in the current interval (except possibly for its first instant)




 Ypξ q^ ξ
"ξ  Yp ξ q^ qξ ^ ξ




#ξ  Ypξ q^ qξ ^ ξ
 Yp ξ q^ ξ
ξ
 !ξ _ #ξ _porig ^ qξ q
ë  !ξ _ "ξ
ξ
é  ξ _ #ξ
 ξ _ "ξ _porig^ qξ q


qξ ^ ξ
 qξ ^ ξ
ξ
r
 Y pJq

Table 3: CLTL-oc predicates and abbreviations used in the encoding. Note that Ypξ q and Yp


are false in the origin, no matter ξ , and elsewhere


and only if, ξ holds there,

Yp

ξ q  Ypξ q; hence,




"ξ does not hold in 0, and so on.

ξ

ξq


holds in 0 if,

We say that θ has a “down-singularity” sdθ if the formula above holds with θ instead of θ . Note
that singularities do not occur in the origin. In CLTL-oc, we represent up- and down-singularities
with combinations of basic propositions abbreviated by θ and θ , respectively, as shown in
Table 3.

"

#

ξ

ξ

ê

è

Table 3 summarizes the CLTL-oc predicates used here. In a nutshell, (resp. ) indicates that
formula ξ held (resp. did not hold) in an interval before the current one, and now it switches; the
switch can be singular (in which case ξ immediately takes the same value it held before now),
or not, in which case ξ stays false (resp. true) for some time after the switch. Formula é (resp.
ξ

ë), instead, holds if ξ becomes
true (resp. false) in the current instant, and it holds in an interval
r
ξ

after now. Also, formula ξ (resp. ξ ) states that ξ is true (resp. false) throughout the current
interval. In addition, we abbreviate by orig formula Y pJq, which holds only in 0.
In the rest of this section we define the translation from QTL to CLTL-oc formulae which is
the main contribution of this paper. First, Section 3.1 introduces a set of general formulae, which
are written for any subformula θ of φ , defining constraints that guarantee that clock resets occur
at suitable points. Then, in Section 3.2, we provide the operator-specific CLTL-oc formulae that
capture the semantics of QTL connectives and temporal operators.
r

3.1

General Constraints on Clocks and Events

This section describes the behavior of clocks and events. We introduce clocks z0θ and z1θ for each
subformula θ of φ to measure the time elapsing between two consecutive events of θ . In each
discrete position of a CLTL-oc model, the value of z0θ and z1θ is, intuitively, the time elapsed since
the last two events of θ , which is set to 0 (reset) only when an event (of θ ) occurs. Resets of z0θ
Proc. AVoCS 2013
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and z1θ alternate because, when one of the two clocks is reset to start measuring the time elapsing
from the current event, the time elapsed since the previous event (which is needed in CLTL-oc
formulae to model the semantics of QTL modalities) is measured by the other clock. In other
words, one can not “read” the value of a clock and, at the same time, reset it to start measuring
the elapsed time anew.
For any θ P subpφ q, the following CLTL-oc formula holds at position 0, simply stating that in
0 the z0θ clock of every subformula θ is reset (while z1θ can have any value):
z0θ

0

(1)

The other formulae of this section must hold at each discrete instant; for simplicity, the globally
operator G is inserted explicitly only at the end of the section.
Whenever subformula θ switches its value (it becomes true or false, possibly in a singular
way), one of its associated clocks z0θ and z1θ is reset:

_ ô z0θ  0 _ z1θ  0.
θ

(2)

è

ê

θ

The clocks associated with a subformula θ are reset in an alternate way: between any two resets
of clock z0θ there must be a reset of clock z1θ , and vice-versa:
©
i

Pt0,1u



pziθ  0q ñ X pzpθi

q

1 mod 2

 0qRpziθ  0q

.

(3)

In the following, genconstrθ denotes the formula (1) ^ Gp(2) ^ (3)q.

3.2

Semantics of QTL temporal modalities

This section presents the definition of mpθ q, the translation of every subformula θ of a QTL
formula into a suitable CLTL-oc formula encoding its semantics. Essentially, mpθ q describes
how θ becomes true and false depending on the value of its own subformulae.
θ  ψ: The predicates related to θ are exactly the opposite ones of ψ, so mpθ q is the
following:
mpθ q  pqθ ô
θ  γ ^ ψ:
for γ and ψ.

qψ q^pθ ô


 γUp0,



(4)

The semantics of γ ^ ψ is simply the conjunction of the basic predicates

mpθ q  pqθ ôqγ
θ

ψ q.

^ qψ q^pθ ô γ ^ ψ q

8q ψ:







(5)

The following lemma holds for formulae of this form.

Lemma 1 Let θ  γUp0, 8q ψ and M be a non-Zeno signal. For each t P R there is ε
such that M,t |ù θ if, and only if, for all t 1 P pt,t ε s it is M,t 1 |ù θ .
7 / 15
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Then, U formulae can not have singularity points, as they would violate Lemma 1. In addition,
when a U formula changes its value, it must do so in a left-closed manner (i.e., the value at the
change point is the same as the one after the change point) or, again, Lemma 1 is violated. Then,
we have (6) below.


mpθ q  qθ ôθ





^ θ ôγ ^








ψ

_X



r



γU

p γ ^ ψ q_ qψ
r



(6)

In particular, the second conjunct of Formula (6) states that θ holds in an interval if, and only if,
either both ψ and γ hold in it, or there is a future interval in which ψ holds (either throughout the
interval, or in its first instant), and γ holds throughout all intervals (including their first instants)
in between.
θ  Fp0,1q γ: For formulae Fp0,1q γ we have the following result.
Lemma 2 Let θ  Fp0,1q γ be a QTL formula. If M,t |ù θ then there is ε P R¡0 such that, for
all t 1 P rt,t ε s it is M,t 1 |ù θ and, when t ¡ 0, there is also ε P R¡0 such that ε t and for all
t 1 P rt  ε,t s it is M,t 1 |ù θ .

"

Because of Lemma 2, an up-singularity θ can never occur for a formula of the form Fp0,1q γ.
In addition, if θ holds at the beginning of an interval (i.e., qθ holds), then it must hold also in
the rest of the interval and, if t ¡ 0, it must also hold in the interval before. Then, the following
constraint holds in every instant:
qθ ñθ



^pYpθ q_ origq


(7)

Formula (8) states that, when θ becomes true with a raising edge

θ,

in an instant other than

γ

è

the origin, a clock zθj is reset, and will eventually be true after 1 instant; if θ becomes true
in the origin, then either it does so in a left-closed manner, and γ becomes true before clock z0θ
becomes 1, or it becomes true in a left-open manner, and γ becomes true exactly at 1. Fig. 2(a)
gives a graphical depiction of one of the conditions for having a raising edge in t ¡ 0.

_X

z0θ



¡0U

γ

^p0

^!γ ^ X pz0θ ¡ 0^  qU
γ

γ

z0θ

1q

^z0θ  1

_

_

è

qθ

γ



è

 
qθ ^
orig ^ 


è




ª
ª j
γ
orig ^ qθ ^
zθ  0 ^ X zθj ¡ 0 U  ^zθj  1 ^

è







θ ô





jPt0,1u

iPt0,1u

ziγ

¡1







(8)

We also add a constraint, which is captured by Formula (9), which states that, if γ becomes
true in an instant t, and it was false in the interval of length 1 preceding t, then in t one of the
clocks associated with θ has value 1, since Fp0,1q γ started holding 1 time unit before t.


γ

^

è



ª

Pt0,1u

i

Proc. AVoCS 2013

ziγ

ª

¥1 ñ
j

Pt0,1u

zθj

1

(9)
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(b) θ

 Pp0,1q pγ q

Figure 2: Depiction of some conditions for raising and falling edges in metric operators.

!

#

When θ becomes false with either a falling edge ( θ ) or in a singular manner ( θ ), γ becomes
false, so a clock ziγ is reset. If θ becomes false with a falling edge (10), then γ can not become

true again as long as the clock that is reset with ë is ¤ 1. If θ becomes false in a singular manner
γ

(11), instead, γ must become true again exactly when the clock that is reset with ë is 1.
γ



X  Up
γ

γ

ª

^

è
è

!θ ô ë ^
γ

i



#θ ô ë ^X 
γ

γ

γ

ª

^

è
è

Up

i

Then, for θ
Case θ

Pt0,1u

Pt0,1u

0

ziγ

ziγ

¤ 1q

 1q ^

(10)

orig

(11)

 Fp0,1qγ, mpθ q is (7) ^ (8) ^ (10) ^ (11).

 γSp0,

8q ψ

In this case, we have a result that is similar to Lemma 1:
Lemma 3 If θ  γSp0, 8q ψ and M is a non-Zeno signal, then, for each t P R there is ε P R¡0
such that M,t |ù θ if, and only if, for all t 1 P rt  ε,t q it is also M,t 1 |ù θ .
Note that in t  0 γSp0, 8q ψ is false, and, for any ε P R¡0 , rε, 0q is not an interval of R ,
so the proposition is trivially true.
Then, S formulae can not have singularity points, as they would violate Lemma 3. In addition,
when a S formula changes its value after the origin, it must do so in a left-open manner (i.e.,
the value at the changing point is the same as the one before the changing point). In the origin,
instead, θ is false. Then, we have


mpθ q  qθ ô Ypθ q
Case θ





^ θ ô γ Sppqψ _ ψ q^ γ q


r





(12)

 Pp0,1qγ

For formulae Pp0,1q γ we have the following result.
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Lemma 4 Let θ  Pp0,1q γ be a QTL formula; if θ holds for a signal M in an instant t (i.e.,
M,t |ù θ ), then there is ε P R¡0 such that, for all t 1 P rt  ε,t ε s it is also M,t 1 |ù θ .

"

Note that Pp0,1q γ is false in t  0, no matter γ. As for F formulae, Lemma 4 implies that θ
can never occur for θ . In addition, by Lemma 4, if θ holds in the first instant of an interval t (i.e.,
qθ ), it must also hold in the intervals before and after t. Then, the following constraint holds:
qθ ñθ



^Y





(13)

θ

Formula (14) states that for θ to become true with a raising edge in t, γ must also become true
(possibly in a singular manner). This is sufficient if t  0. If t ¡ 0, there are two cases: either γ
was never true before t (so it was false in the origin and it stayed so), or the last changepoint of
γ before t was before t  1, so the clock associated with γ that is not reset in t is ¡ 1.


è

θ

orig

γ

_Y 

S porig^ γ q

ª

_

è

ô ^
γ

r

i

Pt0,1u

ziγ

¡1

(14)

Formula (15) states that θ has a falling edge in t if and only if either t  0 and there is ε
such that γ is false in r0, ε q, or the last time γ became true was at t  1. This corresponds to the
condition (depicted in Fig. 2(b)) that there is a ziγ that is 1 in t, and the last time γ had a change
point it was ziγ  0 and γ became false. γ can not become true in t, or θ would not have a falling
edge; if γ becomes true in t, then θ has a down-singularity, as specified by Formula (16).


!θ ô
i

Pt0,1u

ziγ

 1^ 

#θ ô ^
è

Pt0,1u



S



ziγ

ë ^ziγ  0

_porig^ rγ q

γ

γ

 1^Y 



S

è

ª

γ

γ

è

ª

i

ë ^ziγ  0 ^ porig^ rγ q

(15)

γ

(16)

Finally, we introduce the analogous for the eventuality in the past of Formula (9). More
precisely, Formula (17) specifies that if γ becomes false and there are no events associated with
γ for at least 1 time unit, the CLTL-oc model includes a position in which the clock that is reset
with the falling edge of γ hits value 1. Formula (17) is necessary to make sure that, if γ becomes
false (and it does not become true again for 1 time unit, hence θ must also become false after 1),
eventually the right hand side of Formulae (15) and (16) holds.

i

Pt0,1u

ë^ 0ñ p
γ

Then, for θ

ziγ



ziγ

1qU ziγ

 1 _p ^0
γ

è

©

ziγ

1q

(17)

 Pp0,1qpγ q, mpθ q is (13) ^ (14) ^ (15) ^ (16) ^ (17).
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Finally, QTL formula φ is initially satisfiable if, and only if, it holds in the first instant of the
interval starting at 0, i.e., initφ qφ . Then, for a QTL formula φ , the corresponding CLTL-oc
formula φCLTL is:
φCLTL  initφ ^

©

P pq

pgenconstrθ ^ G pmpθ qqq .

(18)

θ sub φ

The next section shows the correctness of the translation.

4

Correctness and complexity of the reduction

To complete the results of this paper, we need to show that a QTL formula φ is satisfiable if, and
only if, there exists a pair pπ, σ q that satisfies φCLTL defined by (18).
First of all, we define a correspondence between QTL signals and CLTL-oc interpretations.
Let us consider a finitely variable signal M that is an interpretation for a QTL formula θ ; we call
rθ pM q the set of CLTL-oc interpretations pπ, σ q built according to the rules presented below.
Since M is finitely variable, the set of “events” in M for formula θ is denumerable. Let
T  ttk ukPN  R be a denumerable set of time instants such that tk t j ô k j, for all t 1 P R
there is tk P T such that tk ¡ t 1 , and if t is an instant when at least one event for θ occurs in M,
then t P T . In the following we say that a clock v is reset at position k when σ pk, vq  0.
If one event among euθ , edθ , suθ or sdθ occurs at tk P T , the event marker captured by the corresponding formula θ , θ , θ , θ holds in π pkq; that is, if M,tk |ù euθ , then θ holds in

! " #

π pkq (hence θ R π pk  1q, θ P π pkq), and so on. In addition, if M,tk |ù euθ and M,tk |ù θ (resp.
M,tk |ù θ ), then qθ P π pkq (resp. qθ R π pkq); similarly for the falling edge. By the definition of
events given in Sect. 3, θ has an event in t  0, so t0  0. If in tk P T no events for θ occur, then


none of t θ , !θ , "θ , #θ u holds in π pkq (so θ P π pk  1q iff qθ , θ P π pkq).
For each tk P T where an event for θ occurs, either z0θ or z1θ is reset at k. z0θ is reset in 0;
after 0, clocks are reset modulo 2, i.e., if σ pk, ziθ q  0, and σ pk1 , ziθ q  0, where i P t0, 1u and
pi 1q mod 2 q  0. For each clock zi it is σ pk 1, zi q 
k1 ¡ k, then there is a k j k1 s.t. σ p j, zθ
θ
θ
σ pk, ziθ q tk 1  tk unless ziθ is reset.
Note that for a given signal M there is more than one possible compatible set T  ttk ukPN ,


and each one corresponds to a different CLTL-oc interpretation (for example, a signal in which
AP  t pu and p is always true is compatible with a set in which tk  k, with one in which tk  2k,
and so on). However, one can show that if two signals M1  M2 differ for θ in at least one instant
t P R , rθ pM1 q X rθ pM2 q  H. Then, given a CLTL-oc interpretation pπ, σ q, there is at most
one singla M such that pπ, σ q P rθ pM q; hence, we define rθ1 ppπ, σ qq as the function that, given
a CLTL-oc interpretation, returns the corresponding QTL signal, if any.
Consider a set F of formulae; with an abuse of notation denote with rF pM q the set of CLTLoc interpretations built as above, but considering every event related to the formulae in F . Given
a formula φ , we focus on rsubpφ q pM q.
Not all CLTL-oc interpretations pπ, σ q represent QTL signals, so there are pairs pπ, σ q such
that rθ1 ppπ, σ qq K (where K represents that the function is not defined). However, we have the
following results.
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Lemma 5 Let θ be a QTL formula and M a signal. For all interpretations pπ, σ q such that
pπ, σ q P rθ pMq it is pπ, σ q, 0 |ù genconstrθ .
Lemma 6 Let θ be a°QTL formula and pπ, σ q a CLTL-oc interpretation over qθ , θ where time
diverges (i.e., where iPN δ piq  8). Then, there is exactly one signal M such that pπ, σ q P
r θ pM q .




From the above results we have that, given a QTL formula φ , formula θ Psubpφ q genconstrθ
1 ppπ, σ qq K. Then, we have the
captures exactly all CLTL-oc interpretations such that rsub
pφ q
following result.
Lemma 7 Let M be a signal, and φ a QTL formula. For any pπ, σ q P rsubpφ q pM q it is pπ, σ q, 0 |ù
and
for
all
k P N, θ P subpφ q
it
is
θ Psubpφ q genconstrθ
pπ, σ q, k |ù mpθ q. Conversely, if pπ, σ q, 0 |ù θ Psubpφ q genconstrθ ^ G pmpθ qq and
1 ppπ, σ qq, then pπ, σ q, k |ù φ if, and only if, M,tk |ù eu (similarly for the other events),
M  rsub
φ
pφ q
and qφ P π pkq if, and only if, M,tk |ù φ .


Finally, from Lemma 7 the following theorem descends by observing that signal M is model
for φ if, and only if, M, 0 |ù φ , which means that in 0 qφ holds.
Theorem 3 Let φ be a QTL formula. φ is satisfiable if, and only if, φCLTL defined by (18) is
satisfiable.
Consider a QTL formula φ . The translation provided in Sect. 3 introduces, for each θ

P

subpφ q, 2 atomic propositions qθ , θ and 2 variables z0θ , z1θ . All CLTL-oc formulae mpθ q have
fixed size. Hence, the size of Formula (18) linearly depends on the size of φ . [BRS] shows that
satisfiability for a CLTL-oc formula φCLTL is PSPACE in the number of subformulae of φCLTL
and the maximum constant occurring in it (which is 1 in the case of QTL). Then our translation
preserves the PSPACE complexity of the satisfiability of QTL [HR05].


5

Some Experimental Results

The reduction of Sect. 3 is implemented in the qtlsolver tool, available from [qtl] and described in some further detail in [BRS]. The tool translates QTL into CLTL-oc, which can be
checked for satisfiability by ae2 zot, a plugin of the Zot bounded satisfiability checking tool
available from [ae2].
The current implementation of qtlsolver supports various reductions. In particular, it implements a translation from a generalized version of QTL to CLTL-oc. This translation does not
assume any special shape for signals, except that they be finitely variable; it natively supports
operators Fp0,bq and Gp0,bq (and their past counterparts). These operators allow us to define concisely MITL operators [AFH96] Fxa,by and Gxa,by as abbreviations, where bounds can
 be either
included or excluded. For instance, Gp3,6q pφ q is equivalent to Gp0,3q Fp0,3q Gp0,3q pφ q .
We used the qtlsolver tool to perform satisfiability checks on some examples (see also the
Proc. AVoCS 2013
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tool website [qtl]). Let us briefly introduce a pair of them, the first one taken from an LTL
specification of [PMS12].
Consider a lamp controlled by two buttons, labeled ON and OFF respectively, which can not
be pressed simultaneously. The lamp itself can be either on or off. When ON is pressed the lamp
is immediately turned on, regardless of its current state, while if OFF is pushed then the lamp
is immediately turned off, also regardless of its current state. However, to save energy there is
also a timeout: after ON is pressed, the lamp will not stay on forever, but, if no more buttons are
pressed, it will automatically turn off with a delay ∆, a positive real constant. Notice that, from
this definition, it follows that by pressing the ON button before the timeout expiration then the
timeout is extended by a new delay ∆.
We built a QTL specification of the timed lamp that uses atomic propositions on, off and l
representing, respectively, events “push button ON” and “push button OFF” and the state “light
is on”. We introduced constraints that specify that predicates on and off are constrained to be
true only in isolated instants.
On this specification we have carried out three experiments: a check of the satisfiability of the
specification, to show that it is consistent (sat); the (dis)proof of property “the light never stays
on for more than ∆ time units” (p1 ); the proof of property “if at some point the light stays on for
more than ∆ time units, then there is an instant in which the on button is pressed, and then it is
pressed again before ∆ time units” (p2 ).1
The behavior of the timed lamp can be captured by the following QTL formula (we write G
for Gr0,8q , and S for Sr0,8q ):
G

l ô p off S onq^ Pr0,∆q ponq



^pon ñ



offq .

(19)

As mentioned above, we force on to hold only in isolated instants by adding the following QTL
constraint (similarly for off):
G

pon Up0,

8q Jq^

pon Sp0,



8q Jq .

(20)

Properties p1 and p2 are captured by the following QTL formulae (where F stands for Fr0,
G Fr0,∆s p lq

F Gr0,∆s plq





ñ F on ^ Fp0,∆sponq



8q ):
(21)

.

(22)

Table 4 reports the time and space required for the checks outlined above.2 All bounded
satisfiability checks have been performed using a bound k  20. The first line of each row shows
the total processing time (i.e., parsing and solving) and the time taken by the SMT-solver (both
times in seconds). The second line reports the heap size (in Mbytes) required by Z3. The results
of the checks are the following: the specification is satisfiable, property p1 does not hold (the
tool returns a counterexample), while property p2 holds (“unsat” is returned).
Finally, we present a behavior that highlights some interesting features of the tool. The behavior is captured by the following formulae, which state that p and q only occur in isolated instants,
In all experiments it is ∆  5.
All tests have been done using the Common Lisp compiler SBCL 1.1.2 on a 2.13GHz Core2 Duo MacBook Air
with MacOS X 10.7 and 4GB of RAM. The solver was z3 4.0.
1

2
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Problem

Satisfiable?

Time (Total/SMT only)

Memory

sat

Yes

4.24/3.04

27.12

p1

Yes

17.2/14.86

63.5

p2

No

257.1/240.88

58.66

Table 4: Experimental results with the timed lamp, reporting Time (sec) and heap size (MB).
with p occurring exactly every 80 time units, and q occurring within 80 time units in the past
from each p (origin excluded).


^
^ p ^ Gp0,80qp pq ^ Gp0,8qp p ñ Pp0,80qqq (23)
p p ñ Fp0,160q pq ^ pq ñ p qq U Jq
In this case, the bound k  10 is enough to prove that the formula is satisfiable and a model is produced in about 40 secs. In around the same time the solver shows that property Gp p ñ Fp0,80q pqqq
holds for model (23) (up to the considered bound), whereas property Gpq ñ Fp0,80q pqqq does not.
G

Gp0,80q p pq ñ Gp80,160q p pq

Note that, in Formula (23), the constants involved in the temporal modalities are significantly
larger than the bound k required to obtain a model satisfying the formula. In fact, any value is
possible in principle for the increments of the clocks between two consecutive discrete instants,
controlled by the (nondeterministic) variable δ . This highlights that the length of the intervals
described by a CLTL-oc model is independent of the bound k, as long as this is big enough to
capture all changepoints that are necessary to build a periodic sequence of clock regions.

6

Conclusions

This paper presents a satisfiability-preserving translation from QTL formulae to formulae of the
CLTL-oc logic, which can be solved through SMT solvers. As formulae of other logics such as
QMLO and MITL can be in turn translated into equivalent QTL formulae, our encoding can be
the basis for an effective decision procedure for several interesting logics.
The encoding presented in this paper has been implemented in a prototype tool [qtl]. Preliminary experiments are promising as we were able to solve some simple, yet conceptually
significant, temporal behaviors in a reasonable amount of time. All these examples can be realized by discrete CLTL-oc models of short length, even when the time constants are quite big
(provided the ratio among them is small). The outcome of the procedure is not only sat/unsat,
but also (when applicable) a concrete model satisfying the formula.
Acknowledgements: Work supported by the Programme IDEAS-ERC, Project 227977-SMScom.
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Abstract: This paper presents a novel intruder model for automated reasoning about
anonymity properties of voting systems. We adapt the lazy spy for this purpose, as
it avoids the eagerness of pre-computation of unnecessary deductions, reducing the
required state space for the analysis. This powerful intruder behaves as a DolevYao intruder, which not only observes a protocol run, but also interacts with the
protocol participants, overhears communication channels, intercepts and spoofs any
messages that he has learned or generated from any prior knowledge.
We make several important modifications in relation to existing channel types and
the deductive system. For the former, we define various channel types for different
threat models. For the latter, we construct a large deductive system over the space
of messages transmitted in the voting system model.
The model represents the first formal treatment of the vVote system, which is planned
for use in 2014 in state elections in Victoria, Australia.
Keywords: Lazy spy, Dolev-Yao, Voting Systems, Model Checking, CSP, FDR

1

Introduction

This paper presents a novel intruder model for automated reasoning about anonymity and secrecy
properties of voting systems. It is much stronger than the passive attacker used in previous work
in [MHS12, MHS13], as it behaves as a Dolev-Yao intruder [DY83]. This type of intruder
not only observes a protocol run, but also interacts with the protocol participants, overhears
communication channels, intercepts and spoofs any messages that he has learned or inferred
from previous knowledge. This approach is inspired by lazy spy [RG97], which is designed for
cryptographic protocol analysis, and called ‘lazy’ as it avoids the eagerness of pre-computation
of unnecessary inferences. To apply this intruder model to voting systems, several important
modifications are needed in relation to existing channel types and the deductive system. For
the former, we benefit from Creese et al. [CGRZ03, CGH+ 05], who defined various channels
for different threat models in ubiquitous computing environments. For the latter, we construct a
larger deductive system over the space of messages transmitted in the voting system model.
The basis for our model is the vVote voting system, which is a modified version of Prêt à
Voter (‘PaV’) [Rya04], and is under development for use in Victorian Electoral Commission
∗

This author is sponsored by the Ministry of Education Republic of Turkey
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(VEC) elections in 2014 [BCH+ 12a, BCH+ 12b, Cul13] in Victoria, Australia. These elections
typically take over three million votes, electing 88 legislative assembly and 40 legislative council
representatives, using a mixture of the alternative vote1 (AV), and the single transferable vote
(STV). Most of the key features of PaV are retained in the vVote system. However, to adapt the
system to such a complex election setup, a number of modifications have been necessary in the
system design; for instance, the inclusion of distributed ballot generation, an electronic ballot
marker (EBM) to assist the voter in filling out the ballot, and print-on-demand ballots for voters
who are voting away from their registered polling station.
In the literature, there has to date been no successful automated anonymity verification of
voting systems using the Dolev-Yao intruder model. For example, Backes et al. [BHM08]
analysed voting systems mechanically in terms of verifiability properties. However, no automated analysis of anonymity property was provided as the ProVerif tool employed was unable
to cope with algebraic equivalences, and hence, a hand proof was given. Similarly, Delaune et
al. [DRS08, DKR10] and Smyth [Smy11] verified vote privacy of the FOO voting system with
an additional compiler (ProSwapper), but these lacked a proof of its soundness — we understand
this as that the framework may produce false negatives. Chadha et al. [CCK12] managed to
verify the anonymity of the FOO voting system using a prototype, Active Knowledge in Security
Protocols (AKISS), which was written in the OCaml programming language and implemented
to check equivalences; however, the tool used was inefficient, and an important part of the analysis, the termination of the saturation procedure as required for deciding trace equivalences, was
merely conjectured rather than proven.
This paper makes two important contributions. First, we adapt the lazy spy intruder model
to voting system analysis, as it is very efficient in terms of cutting down unnecessary states
as well as being flexible for usage with other privacy-related properties. Secondly, in order to
demonstrate the suitability of this intruder model for evaluating voting systems, we model and
analyse a real-world voting system that is set to be employed on a large scale next year.
The rest of the paper is structured as follows. Section 2 presents an overview of the vVote
voting system. In Section 3, the vVote voting system is modelled in CSP and the lazy spy intruder
model is further extended for the analysis of voting systems. Section 4 analyses the system model
regarding the formal specification of anonymity given in [MHS12], and then investigates the
analysis of the model under alternative assumptions, such as the presence of a corrupt election
authority. Section 5 presents conclusions and discusses the findings.

2

vVote System Outline

Over the last few decades many trustworthy voting systems have been proposed. However, only a
few have been deployed in large-scale real elections. The vVote voting system, to be used in state
elections in Victoria, Australia, is a paper-based electronic voting system based on PaV [Rya04].
However, a number of modifications have been made to the original PaV system. The main
difference is the electronic ballot marker (EBM) deployed in order to facilitate accommodating
a candidate list with over 30 candidates on the ballot forms. This also helps voters to indicate
their preferences among many other candidates.
1

also called instant-runoff voting (IRV)
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The vVote ballot form illustrated in Figure 1 is similar to a PaV one. On one side there is a randomly permuted candidate list and a QR code at the bottom that
records the permuted candidate order; on the other are
marking boxes, a unique serial number and another QR
code, corresponding to the cryptographic value that embeds the candidate order. The ballot form can be split into
two, down the middle, and the right-hand side shredded;
the remaining left-hand side then represents an encrypted
vote, in the sense that without knowledge of the random
candidate ordering it reveals nothing about the content of
the vote.

2.1

Election Phases

We now explain the election phases covering the voting
ceremony, and the vVote system components.
Pre-election The pre-election phase covers the preparation of election material before the polling station opens.
In this period, digital ballots are generated in a distributed
fashion that are encrypted under the print-on-demand
(POD) service’s and the election authority’s public key,
before being committed to the public bulletin board. Additionally, mixnets are set up, and key generation is performed in this phase.

Check your preferences
online at
VEC.VIC.GOV.AU/WBB2014
Your code is: NTH:1

the
the
F
valu
and
ciph
α, β
A, B
be
F
cou
are
valu
ass
dra
The
as E
in a
sect

2.2
Figure 1: vVote ballot form [Cul13]

Figure 1: A slip example—the front face
Vote Casting This phase starts with polling stations opening and lasts until the election is
closed, with no further votes being allowed to be cast. The POD service allocates and transfers
pre-prepared digital ballots to a print station in the polling booth during the election. Once the
they are
recorded
onPOD
the WBB, and
voter has registered with the poll worker, theballot.
voter orInstead,
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interacts
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can perform the decryption. The results are then announced on the bulletin board.

2.2

Ballot Generation

Ballot generation can be realised on the machine that prints the ballot form in the booth or
in a distributed fashion, i.e. a number of candidate list mixers shuffle the encrypted candidate
names for each vote, which ensures that the candidate ordering is random and not generated by a
single party. In the distributed version, a list of encrypted ballots, including a serial number, the
cryptographic value encoding the candidate list, and the list of encrypted candidate names for
the printer with a proof of correspondence is produced. The printers’ (POD client’s) candidate
list is encrypted under a threshold key shared across a set of candidate list key sharers, called
the Print-on-Demand (POD) service. Hence, in order for a printer to obtain the candidate list,
it generates a blinding factor, encrypts it under the POD service public key, and sends it to the
POD service with a proof of knowledge. Afterwards, having received the encrypted candidate
list blinded by itself, the printer removes the blinding factor, and prints the candidate list.

2.3

vVote POD Service and Protocol

The POD service provides distribution of digital ballots in a distributed manner to the polling
stations in any district. As the digital ballots are prepared and committed to the WBB before the
election, this service facilitates the print-on-demand ballot distribution in real time. (The details
about the POD service and any other part of the vVote system can be found in the software design
technical report [Cul13]. The core design is stable, though minor design aspects might change
before the system goes live.)
In the ballot generation procedure, the randomised candidate order of a ballot is encrypted
under the election public key pkEA and it is then transformed to an encryption under the POD
service’s public key pkPS without revealing the underlying message, as described in [Jak99]. The
same transformation technique is also used in the POD protocol to transform the encryptions
on the digital ballots into the designated POD client’s public key pkPC and these transformed
ciphertexts cannot be decrypted by anyone other than the designated printer.
In this new system, the electronic ballot marker (EBM) is particularly interesting as it forms
the key distinctive characteristic of vVote, being the only device in the system that knows how a
particular voter has voted. That is, when the voter transfers her actual ballot form to the EBM, the
candidate list on her form is also transferred to the EBM, while it is destroyed and kept secret in
traditional PaV. One of the assumptions made in [BCH+ 12a, BCH+ 12b, Cul13] is that the POD
client, where physical ballot form is printed, and the EBM, are located in a private environment,
such as a voting booth.

3

vVote and Intruder Model

Security protocols consist of two or more agents sending messages to each other via a shared
medium or on direct communication channels. The vVote voting system is modelled in terms
of a number of agent processes that run in parallel, each modelling a different component of
the system. Although the aim here is to obtain a model that reflects real system behaviour as
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closely as possible, there are a few assumptions that need to be made in order to avoid state
explosion, which also result in abstractions in some of the features of this voting system. For
instance, although vVote supports the AV and STV electoral methods, we will here model only
plurality voting, or first-past-the-post (FPTP). Additionally, in the original vVote system, ballot
generation is performed in a distributed fashion, and similarly the bulletin board is a thresholdbased service, which signs messages by co-operation, whereas in the model these threshold
parties are treated as single entities. The purpose of the thresholding is to ensure that the service
guarantees correct behaviour as long as some threshold number of the servers remain honest;
the appropriate abstraction here is thus to model the distributed service as a single trusted entity,
whose behaviour corresponds to the overall behaviour of the distributed service provided that the
threshold assumption is met.

3.1

Datatypes, Messages and Channels

We follow the typical formal approach to modelling of security protocols, and treat cryptographic
primitives, such as encryptions and signatures, as symbolic operations with the appropriate algebraic properties—for instance, public key encryption: E pk ( f ), decryption: Dsk ( f ), signature:
Ssk ( f ), where pk and sk are the corresponding public secret keys, respectively. A message including a serial number s, and an encrypted candidate list l (called raw ballots here) is denoted
as Raw(s, E pk (l)), and a digital ballot message formed by a signed serial number and an encrypted candidate list is modelled as DigB(Ssk (s), E pk (l)). Similarly, a ballot form consisting
of a candidate list, a serial number, and an index value Ind.i, is B(l, s, Ind.i); a message with a
serial number and an index value forming the marking boxes on the ballot form, demonstrated as
RHS(s, Ind.i); and a receipt is denoted as R(Ssk (RHS(s, Ind.i))). Finally, a message consisting
of an index value and an encrypted candidate list is called a vote and shown as V(Ind.i, E pk (l)).
In order to compose these messages, the model consists of several finite sets of facts, F, as
listed below. The abbreviation W stands for the web bulletin board, T is Tom, the poll worker,
EA is the election authority, PS and PC are the print-on-demand service and client respectively,
and BM is the ballot manager. For convenience, names are abbreviated as follows: the set of
candidates as C, voters as V, agents as A, serial numbers as S, nonces as N, the set of all possible
candidate lists as L, the set of indices as I, and public keys and secret keys as PK and SK
respectively.
= {Zoe,Victor} V = {Alice, Bob, James} S = {s1 , s2 , s3 } N = {na , nb , nc }
PK= {pkW , pkT , pkPS , pkPC , pkBM , pkEA } SK = {skW , skT , skPS , skPC , skBM , skEA }
S
A = (V, {Tom, authority, wbb,teller, podservice, podclient, ballotmngr, ebm, printer})
C

The agents send various kinds of messages to each other, which need to be defined in terms of
datatypes. The messages mentioned above form the message set M.
The framework used in [Ros97, RSG+ 00] involves only insecure communication channels,
and hence, any message can be manipulated in many ways by the intruder. Such an assumption
is too strong for voting systems that require an environment for the voters to be able to vote
privately, such as a voting booth, at least if the action of receiving a ballot form is modelled as
a message. This is also the case for most of the remote voting systems, where it is assumed that
no one is watching over the voter’s shoulder while she is marking her ballot paper. Hence, this
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necessitates the existence of private channels in the voting system model. To this end, the agents
in the model are enabled to communicate over a secure channel, called scomm, on which the
intruder has no power at all. In addition, from the observations made throughout the analysis
(which will be explained further in Section 5), it is assumed that at least two eligible honest
voters are able to vote, and the cast votes are tallied at the end of the election. This assumption
requires that there is a channel in the voting system model such that the communications made
by these two honest voters with the other agents are No Spoofing and Blocking (NSB) channels
modelled as nsbcomm here. On such channels the intruder can overhear the communication, but
cannot block its occurrence and spoof any messages. Creese et al. [CGRZ03, CGH+ 05] describe
various kinds of channels for pervasive computing environments. The insecure communication
channels are not expressed as a proper channel type here, but instead is modelled as a special
power given to the intruder in his CSP process definition, where he can overhear, block and
spoof messages. (It could equally be modelled such that all channels are insecure, and the NSB
and private channels are the subset of these insecure channels, whereby the intruder would be
restricted to define what he is capable of doing as in [CGRZ03, CGH+ 05]. However, in this
modelling, it is more convenient, first, to model the private and NSB channels, restricting the
intruder and then give him more power to model the insecure communications. That is, instead
of defining what he cannot block or spoof in a model, here, what he can do in the system is
specified.)
The channels have the form A.A.M, where A is the set of agents and M is the set of messages
that agents may transmit over the channels. For example, the private channel on which Alice
sends a sensitive message m1 (possibly scanning the ballot form) to the electronic ballot marker
(EBM) is modelled as scomm.Alice.ebm.m1 . Alternatively, nsbcomm.podclient.Bob.m2 is an
example for the insecure NSB channels on which the printer prints a ballot form for Bob.
It is also important to define the set of messages that make sense to the protocol (they are from
real communications between agents), called comms, which is defined as the union of sets of
data objects for each message type. For instance, the following defines the vote messages sent
by one agent to another.
commVotes = {a.b.m | m ← votes, a ← A, b ← A, a 6= b}

These are useful when the intruder is afforded the ability to modify the messages on the insecure
channels or not to block and fake certain data from specific agents as it may be confusing as to
whether the message is already known or has just been learned from the real communication that
the intruder overhears.

3.2

Honest Participants

The vVote model developed for this work is defined by the processes illustrated at the top of
Figure 2. All the processes are involved in the protocol by sending and receiving messages on
the synchronised channels. For brevity, we give the full CSP only of the voter process here, but
see [Mor13] for the full CSPM code of the vVote model and analysis, and sanity checks.
The parameterised process Voter(v, c) models a voter v ∈ V voting for a chosen candidate
c ∈ C. There are two honest voters, Alice and Bob, and a misbehaving one, James, who behaves
honestly in the model at first, but his secret will be shared with the intruder later on, and whose
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communications, even the private and NSB ones, are used by the intruder. Once a voter has
authenticated herself on the NSB channel with Tom, the poll worker, the voter receives a ballot
form from the POD client with the candidate list printed on it and scans her ballot data to the
EBM on the secure channel, where she can see her ballot in an electronic environment. After
indicating her preference by sending the index value (Ind.i) to the EBM that corresponds to the
candidate she wants to vote for — the index i is found by using the function find(c, l), which
finds the candidate c in the sequence of candidates, l — , she then receives her signed receipt and
leaves the polling station.
All eligible voters, Alice, Bob and James, follow this protocol, which is modelled as the
interleaving of all individual voter processes, Voters =
b kv,c Voter(v,c).
Voter(v, c) =
b nsbcomm.v.Tom.v →





2

l∈L 

s∈S

3.3


scomm.podclient.v.B(l, SskPS (s), Ind.0) →

scomm.v.ebm.B(l,
SskPS (s), Ind.0) →

 

nsbcomm.v.ebm.Ind.i →

2  nsbcomm.printer.v.R(SskW (RHS(SskPS (s), Ind.i))) →  
i:=find(c,l)
STOP

Adapting the Lazy Spy

The lazy spy [RG97] is an efficient CSP implementation of the Dolev-Yao intruder model as it
avoids state explosion by following only its findings (deductions through the messages he has
seen or from his initial knowledge). This intruder model provides active attacks against the
system by not only observing the communication channels, but also blocking messages or generating and sending fake messages to any agents on the system. We show here how to alter the
model so it can work with cryptographic voting systems. In particular, the vVote voting system
model is equipped with a number of system-specific messages as well as the cryptographic ones,
and this necessitates defining further deduction rules so that the intruder can process these messages appropriately. Secondly, the initial knowledge of the intruder IK is also model-specific,
and needs to be defined according to the voting system model. Lastly, because of the introduction of various channel types in the analysis of voting systems, the intruder model needs to be
amended so that the private channels stay private and NSB channels are not blocked or spoofed
by the intruder.
In order to allow the intruder to compose messages, there are a number of deduction rules.
A deduction is a pair (X, f ), where X is a finite set of facts and f is the fact that can be learnt,
provided that the intruder possesses X; if the intruder is able to make this deduction then we
write ‘X ` f ’. The deduction rules regarding this analysis D are defined in Table 1 (the deduction rules are system-specific and cover all legitimate messages sent over the network, and
inconsistent messages cannot be sent to an agent). The new deduction rule BALLOT-COMP
enables ballot forms to be composed if the intruder possesses the set {l, Ssk (s), Ind.i}, where l
is the candidate list, s is serial number and Ind.i is the index value, corresponding to the chosen
candidate; conversely, the deduction rule BALLOT-DCMP helps the intruder to decompose ballot forms and obtain all the data on it. Similarly, the intruder can also work on any composition
and decomposition of any other messages in the model. For instance, RHS-COMP and RHSDCMP are the deduction rules related to cast ballot forms, consisting of an index value and a
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signed serial number {Ind.i, Ssk (s)}. VOTE-COMP and VOTE-DCMP are the deduction rules
related to the votes, in the form of V(Ind.i, E pk (l)) (note that these do not contain a serial number). The deduction rules regarding the digital ballots, consisting of a signed serial number and
an encrypted candidate list, {Ssk (s), E pk (l)}, are DIG.BLT-COMP and DIG.BLT-DCMP. Similarly, RAW.BLT-COMP and RAW.BLT-DCMP are the two deduction rules that help the intruder
compose and decompose the raw ballots, {s, E pk (l)}, and IND-COMP and IND-DCMP are the
index-related rules.
The set comms needs to be defined for all messages in M so that the intruder can justify that a
message being heard is actually from a real communication between agents. As in the protocol,
no agent ever sends any message to himself.
SYM-ENC.
SYM-DEC.

{k, m}
{k, Ek (m)}

`
`

Ek (m)
m

ASYM-ENC.
ASYM-DEC.

{pk, m}
{sk, E pk (m)}

`
`

E pk (m)
m

SIGN-SIG.
SIGN-EXT.

{sk, m}
{pk, Ssk (m)}

`
`

Ssk (m)
m

BALLOT-COMP.
BALLOT-DCMP.

{l, Ssk (s), Ind.i}
{B(l, Ssk (s), Ind.i)}

`
`

B(l, Ssk (s), Ind.i)
l, Ssk (s), Ind.i

RHS-COMP.
RHS-DCMP.

{Ind.i, Ssk (s)}
{RHS(Ssk (s), Ind.i)}

`
`

RHS(Ind.i, Ssk (s))
Ind.i, Ssk (s)

VOTE-COMP.
VOTE-DCMP.

{Ind.i, E pk (l)}
{V(Ind.i, E pk (l))}

`
`

V(Ind.i, E pk (l))
Ind.i, E pk (l)

DIG.BLT-COMP.
DIG.BLT-DCMP.

{Ssk (s), E pk (l)}
{DigB(Ssk (s), E pk (l))}

`
`

DigB(Ssk (s), E pk (l))
Ssk (s), E pk (l)

RAW.BLT-COMP.
RAW.BLT-DCMP.

{s, E pk (l)}
{Raw(s, E pk (l))}

`
`

Raw(s, E pk (l))
s, E pk (l)

IND-COMP.
IND-DCMP.

{i}
{Ind.i}

`
`

Ind.i
i

Table 1: Deduction rules capturing the properties of cryptographic primitives and the vVote
voting system messages (sk and pk ).
comms = {a.b.m | m ← M, a ← A, b ← A, a 6= b}

The messages in the model that make sense to the intruder are: comms, all the messages from
real communications; Nsbcomms, the set of messages that can be overheard but not blocked or
spoofed; and Ucomms, the set of insecure messages for which he can act as a Dolev-Yao intruder.
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As all honest participants communicate on the NSB channels, not including a message type in
Nsbcomms means that the intruder cannot even overhear that kind of message and this is how we
introduce the private channels. Hence, the messages in the form of a ballot are not included in
this set, as the intruder should not be able to observe any communication involving a ballot form
between honest participants (denoted as commBallots); in fact, we have Nsbcomms = comms \
commBallots — commBallots forms the private channels. Additionally, the insecure messages
that the intruder can overhear, block or use in any way in the line of Dolev-Yao model, are
defined with the set Ucomms as follows. It should be noted that the set in the analysis of vVote
covers all the messages that are communicated by the dishonest voter James.
Ucomms = ({a.a0 . f | a.a0 . f ← comms, a ← {James}, a0 ← agents},
S

{a.a0 . f | a.a0 . f ← comms, a ← agents, a0 ← {James}})

The adaptation of the intruder model to voting systems analysis has been made by introducing
different channel types, introduced in this section, and the CSP definition of the lazy spy intruder
model is kept intact. Hence, the lazy spy intruder model, which is called Intruder here and
defined in terms of the channels learn and say, is not covered in detail in this paper, but further
details can be found in [Ros97].

3.4

Putting the Network Together
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Figure 3 illustrates how the intruder is connected to the dishonest voter James and the honest
voter Alice: Alice’s private channel scomm is kept private, but her insecure NSB channels can be
observed by the intruder, whereas all the channels of James are under the control of the intruder.

Figure 3: Intruder’s communication channels with the dishonest voter James and honest Alice.

The processes that construct the voting system model and the intruder model are connected
by using the renaming operator. That is, nsbcomm.a.b.m and learn.m channels are renamed to
a take.a.b.m channel, and the nsbcomm.b.a.m and say.m channels are renamed to a fake.b.a.
channel from the agent a’s point of view. Similarly, the intruder process is also renamed and the
aim is to connect them as is done in Figure 3. To this end, a renaming function r for the process
P and agent name p can be defined as follows:
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r(P, p) =
b P[[nsbcomm.p,take.p/nsbcomm.p, nsbcomm.p]]
[[nsbcomm.a.p, f ake.a.p/nsbcomm.a.p, nsbcomm.a.p | a ∈ A]]
[[scomm.p,take.p/scomm.p, scomm.p]]
[[scomm.a.p, f ake.a.p/scomm.a.p, scomm.a.p | a ∈ A]]

The renamed voter process for the voter v, for instance, can be defined with r(Voter(v, c), v). Note
that, the private channel scomm is renamed to the take and f ake channels, because this models
the malicious behaviour of a corrupt voter, and secondly it may seem like that the intruder can
take and fake private channels at the moment, but this is prevented later on when we define
renamed intruder. Similarly, the other processes that construct the vVote voting system model
are renamed as in the above example. Consequently, the voting system model, Model, which is
ready to be modified by the intruder, is defined as the parallel composition of all those renamed
processes.
Model =
b rVoters k rPollworker k rAuthority k rEBM k rPodservice k rPrinter

k rBallotmanager k rPodclient k rW BB k rTeller

The parallel composition above is constructed in a way that the processes only synchronise on the
nsbcomm and scomm channels on which they send messages to each other, leaving the insecure
channels (take, f ake) vulnerable to be used by the intruder. The following shows how two
processes are put in parallel; the above parallel composition of Model should be interpreted
along these lines.
Model =
b rVoters k rPollworker k . . .
X

where X = {| nsbcomm.v.Tom, nsbcomm.Tom.v, scomm.v.Tom, scomm.Tom.v | v ← V |}
Similarly, the intruder process is prepared by renaming as below so that the intruder can overhear the messages on the insecure NSB channels (Nsbcomms) and act as the Dolev-Yao intruder
on the insecure channels (Ucomms), but keep the private channels private.
rInt ruder =
b Intruder[[say, learn/say, say]]

a.a0 . f ∈ Nsbcomms,
0 . f ,take.b.b0 . f
nsbcomm.a.a
[[
/learn. f , learn. f | b.b0 . f ∈ Ucomms, ]]
a 6= a0 , b 6= b0
0
[[ f ake.a.a . f /say. f | a.a0 . f ∈ Ucomms, a 6= a0 ]]

The process SystemvVote is then defined in terms of the parallel composition of Model and rIntruder, which synchronise on the channels they share.
SystemvVote =
b Model n

4

k
nsbcomm,take, f ake

rIntruder
o

Analysis

In this section, the first fully automated analysis of the vVote voting system is presented under a
Dolev-Yao intruder model and using the anonymity definition given in [MHS12] as the specification. It requires that when the two channels c.x and d.x are swapped over for all values of x, if the
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resulting process is indistinguishable from the original one, then the process provides anonymity
on those channels. To this end, we first allow the intruder to control the dishonest voter James by
renaming his individual voter process as rVoter(James, c) for some candidate c. However, Alice
and Bob are able to vote on the NSB channels. Subsequently, for the anonymity specification,
the two systems, which are expected to be indistinguishable, are defined as two separate system
behaviours without using the renaming operator: on the one hand, say System0 vVote , Alice votes
for Zoe, Bob votes for Victor and James can vote for either Zoe or Victor; whereas on the other
hand, say System00 vVote , Alice votes for Victor, Bob votes for Zoe and again James can vote for either. The systems are modelled in such a way that the intruder can manipulate everything James
does, including his private messages, whilst Bob and Alice can vote freely without any blocking
or spoofing. However, the intruder can still overhear the public NSB channels.
In order to avoid false positive attacks where the intruder can distinguish two ciphertexts,
even if he does not know the secret key, we deploy a masking function maskFact. The function
renames all messages encrypted under a public key, whose corresponding secret key is not known
by the voter, to a dummy ciphertext; if the secret key is in the intruder’s initial knowledge, then
he is allowed to differentiate two ciphertexts by not masking them.
maskFact(E pk (m)) = if dual(pk) ∈ IK then E pk (m) else ciphertext

The masking function mask(P) can also be defined for the processes, which masks all encrypted
facts of a process, P, using the maskFact function for all the data that appears in this process.
(No keys are ever sent over the network, so if the intruder does not know a secret key at the
beginning, he will not learn it later.)
0

mask(P) =
b P[[achannel.a.a .DigB(Ssk (s), maskFact(E pk (l)))/achannel.a.a0 .DigB(Ssk (s), E pk (l))]]
0
[[achannel.a.a .Raw(s, maskFact(E pk (l)))/achannel.a.a0 .Raw(s, E pk (l))]]
0
[[achannel.a.a .V(Ind.i, maskFact(E pk (l)))/achannel.a.a0 .V(Ind.i, E pk (l))]]
where achannel ∈ {nsbcomm,take, f ake}, the serial number s ∈ S, the candidate list l ∈ L and
the index value i ∈ I.
After applying the masking to both System0 vVote and System00 vVote , they are ready for analysis
under the anonymity specification. To this end, the anonymity requirement of this voting system
model is checked with the following equivalence in which the private channels are hidden:
mask(System0 vVote ) \ {| scomm |} ≡T mask(System00 vVote ) \ {| scomm |}

Failures-Divergence-Refinement (FDR) [GGH+ ] verifies that the two systems refine each other,
meaning that they are trace equivalent and hence that the intruder cannot distinguish them. We
conclude that the vVote voting system model provides anonymity under the Dolev-Yao intruder
model. The analysis was performed using the FDR 2.94 version on a machine with GenuineIntel
CPU family 6, model 2, 1.86GHz, and 34GB RAM (4GB allocated to FDR). With the restricted
Dolev-Yao model, the intruder can only block or spoof a subset (James’s communications) of all
messages. The restriction is modelled with the existence of private and NSB channels. Moreover, the verification of this model with three voters and two candidates takes 20m29s to check
16,063,214 states. However, with an additional corrupt voter, the state space explosion escalates
quickly, as the intruder is given too much data to work on. Hence, FDR cannot handle such
scenarios.
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5

Further Analysis and Conclusion

Although the framework used in the previous section provides a firm foundation for analysis of
voting systems, it is also important to see whether the framework supports further extensions
to those assumptions made previously, because one of the important challenges in electronic
voting systems may be to maintain requirements in the presence of corrupt agents. Such analyses
are possible with slight modifications in this framework. The following paragraph presents an
analysis of vVote in the presence of a corrupt POD service.
Corrupt POD Service The POD service is an important part of the print-on-demand protocol.
It receives raw ballot data including a serial number s and candidate list encrypted under pkPS ,
and sends the digital ballot by signing the serial number to the POD client. If the POD service
is corrupt, which we model here by giving the POD service’s secret key to the intruder, the raw
ballot received by the POD service, say Raw(s3 , E pkPS (Sq.hZoe, Victori)), can be captured and
decrypted by the intruder. Hence, the intruder can extract the candidate list Sq.hZoe, Victori and
deduce its association with the serial number s3 . Following this, when he observes that Alice’s
receipt with the index value Ind.1 has the serial number s3 on it, he is then able to infer that Alice
has voted for the first candidate of the candidate list Sq.hZoe, Victori, which is Zoe. Therefore,
the intruder distinguishes the two systems as Alice cannot have voted for Victor. This counterexample is produced by FDR automatically and illustrated by the following partial trace.
h. . .

nsbcomm.authority.wbb.Raw(s3 , ciphertext),
nsbcomm.authority.podservice.Raw(s3 , E pkPS (Sq.hZoe, Victori)),
nsbcomm.podservice.podclient.DigB(SskPS (s3 ), ciphertext),
enterBooth.Alice,
nsbcomm.Alice.ebm.Ind.1i
Although no one is supposed to be observing voter interaction with the EBM, we assumed here
that the index value sent from voter to the EBM can be observed, as it will be observed anyway
once she takes her receipt from the receipt printer. Thus, the two counter-examples above were
found by FDR when the intruder could observe these index values. If the intruder was not
allowed to do so, the counter-examples would still appear once the voter had taken her receipt.
There are numerous possible corruption scenarios that can be modelled and analysed using
this framework. In particular, the one presented here emphasises the importance of the case of
a corrupt entity, where the voters are at a high risk of losing their anonymity. The vVote voting
system’s solution to this is to have this service distributed, so that as long as the thresholded service is not corrupt overall, then the voter’s anonymity will be preserved. A similar consideration
applies to distributed ballot form generation. However, if the other trusted entities, like the EBM,
are acting dishonestly, the system is vulnerable to various attacks.
We have also analysed the model under the full Dolev-Yao intruder model that can overhear,
intercept and spoof any messages on all channels other than the private channels. From this
analysis, the following counter-example was produced, which shows that with such an intruder
the vVote voting system is open to anonymity attacks.
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h. . .

scomm.podclient.Alice.B(Sq.hZoe,Victori, SskPS (s1 ), Ind.0),
comm.Alice.ebm.Ind.1,
scomm.podclient.Bob.B(Sq.hZoe,Victori, SskPS (s2 ), Ind.0),
comm.Bob.ebm.Ind.2,
closeElection,
comm.wbb.teller.V(Ind.2, ciphertext),
take.wbb.teller.V(Ind.1, ciphertext),
comm.teller.wbb.Zoe.0i
This tallies with the observation made in [KR05] about the FOO voting system [FOO92]. Here,
the intruder blocks all the other votes except Bob’s with the channel take. In this case, Alice has
voted for Zoe with the index value Ind.1 and Bob has voted for Victor with Ind.2 on the private
channels. (The candidate lists on the private channels scomm are hidden in the analysis and they
are revealed here just for illustration.) The intruder intercepts the vote with the index value Ind.1,
and waits until Bob’s vote is counted. Having seen that no one has voted for Zoe, the intruder
then deduces that Bob has voted for Victor. This is a genuine and generic attack, not only on
vVote, but applicable to any voting system. However, as it is not likely in a real system that the
intruder can block all votes but one, it was assumed in our analysis that at least two honest votes
are tallied at the end of the election.
In this paper, we have proposed a formal approach to modelling and analysis of cryptographic
voting systems. In order to validate the suitability of the framework, the vVote voting system
was analysed against an anonymity specification. To do so, an extensive number of other such
rules regarding voting systems have been defined. These enable the intruder to learn and deduce
further from his knowledge so as to able to use it to break the protocol objectives. Moreover,
we introduced special channel types, private and NSB channels, in order to reason about voting
systems under appropriate assumptions, as it has been observed that no voting system model
can provide anonymity under an unrestricted Dolev-Yao intruder model. The framework can be
applied to other voting systems providing that a CSP model of the system that is compatible with
the framework is produced, and system-specific deduction rules are given.
Acknowledgements. The authors would like to thank Steve Schneider for useful discussions
on the technical content.
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Abstract: A Mix Net is a cryptographic protocol that tries to unlink the correspondence between its inputs and its outputs. In this paper, we formally analyse a
Mix Net using the process algebra CSP and its associated model checker FDR. The
protocol that we verify removes the reliance on a Web Bulletin Board during the
mixing process: rather than communicating via a Web Bulletin Board, the protocol
allows the mix servers to communicate directly, exchanging signed messages and
maintaining their own records of the messages they have received. Mix Net analyses in the literature are invariably focused on safety properties; important liveness
properties, such as deadlock freedom, are wholly neglected. This is an unhappy
omission, however, since a Mix Net that produces no results is of little use. Here we
verify that the Mix Net is guaranteed to terminate, outputting a provably valid mix
agreed upon by a majority of mix servers, under the assumption that a majority of
them act according to the protocol.
Keywords: Mix Nets, formal methods, model-checking, CSP, FDR

1

Introduction

A Mix Net is a cryptographic protocol which conceals the correspondence between the initial vector of encrypted input values and the permuted vector of decrypted values given as output. No
protocol participant should be able to link a single encrypted input to its specific corresponding
decrypted output, although all participants must be assured that a bijective relationship between
inputs and outputs exists. It was first introduced by Chaum [Cha81] for anonymous mail. Usually, a Mix Net consists of a number of mix servers that collectively execute a protocol; most
recent Mix Nets rely on a public-key encryption scheme, such as ElGamal [Gam85], that allows
re-encryption of ciphertexts. The inputs are submitted under the joint public key of the Mix Net,
and each individual mix server receives a list of encrypted messages (ciphertexts), re-encrypts
each of them, permutes the resulting vector and outputs the re-encrypted and re-ordered list to
the Web Bulletin Board (WBB). The re-encryption and mixing is peformed by each mix server
sequentially. To ensure the correctness of the operation to the other mix servers, each mix server
produces a “proof of shuffle”. The output of the last mix server may be decrypted by a threshold
number of tellers and then posted on the WBB for public verification. Golle et al. [GJJS04]
outline such a Mix Net.
∗
†

Author sponsored by the EPSRC under the Trustworthy Voting Systems (TVS) project.
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Mix Nets have been proposed for use in real-life applications, including anonymous Web
browsing and electronic cash payments, RFID tags and untraceable mail systems. Their main
application is electronic-voting [Adi08, RBH+ 09, BCH+ 12], where they are used to ensure that
a voter’s vote cannot be tracked and revealed throughout the process, providing voter privacy
and anonymity. Although their anonymity has been exhaustively analysed and proved, early
Mix Nets were not fault-tolerant as a dishonest mix server could corrupt the execution in order
to stop the whole process or result in an invalid or inconsistent output. In this work we are
interested in both liveness and safety properties that a Mix Net should fulfil, namely robustness
and privacy as described in Section 4.
Furthermore, one assumption often made in the Mix Net literature is the existence of a publicly verifiable and trusted site, called a Web Bulletin Board (WBB) [HL08, WG06, Wik04].
The mix servers communicate with each other via the WBB and the Mix Net achieves universal
verifiability as anyone has read access to it and can verify the stored information. However, the
bulletin board has proved notoriously slippery to construct in practice. Here, we replace this assumption with two others that are far easier to realise: first, that all communication is performed
over authenticated channels; and secondly, the honest majority assumption, under which strictly
more than half of the mix servers act according to the protocol. On this basis, we remove the
need for a WBB during mixing, and verify a Mix Net that allows direct communication between
the mix servers.
In what follows, we will retain some notion of a WBB for publication of the final mix data
from each server. This is simply because the final result of the mix needs somehow to be published; obviously if there is no way at all of making something available permanently for public
consumption then there is no way of effectively completing the mix. However, this is a much
weaker assumption than that of its existence during mixing. The final publication problem can
be solved by putting the mix data up, suitably signed, on various news organisations’ web sites,
for example, or releasing it on BitTorrent; but these mechanisms are not appropriate for live
communication between mix servers during the mixing process. Essentially, the WBB that we
use to publish the final mix data corresponds simply to an assumption that after the mix servers
have done their work, the honest servers have a reliable way of getting the message ‘out there’.

Our Contributions. Our primary contribution is the formal analysis of a Mix Net that performs
mixing with no centralised trusted authority in place but instead enables direct communication
between the mix servers using authenticated channels. Rather than posting to, and reading from,
a central WBB that records a consistent record of all messages sent, each mix server maintains
its own local perspective throughout the rounds of mixing, receiving signed messages broadcast
to them by other mix servers and broadcasting their own signed messages to all others. Secondly,
we verify that our proposed protocol meets its requirements using the CSP process algebra and
the FDR model-checker. We analyse our protocol in the presence of a realistic intruder model,
based on Roscoe and Goldsmith’s perfect spy [RG97]. It is important to analyse Mix Nets’
security properties before using them, as many constructions have been broken after they were
introduced. Combined, our results show that our protocol guarantees to terminate and guarantees
consensus among a majority of mix servers of the final chain of mixes in the presence of a
minority of dishonest mix servers that do not faithfully follow the protocol.
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Organisation. We begin, in Section 2, by discussing previous work on Mix Nets. In Section 3,
we describe a subset of the CSP process algebra that is sufficient for constructing our model. We
propose our protocol in Section 4 that removes the need of the WBB during mixing. We then
construct a CSP model of our Mix Net in Section 5. Results of the formal analysis of the model
are given in Section 6, and we conclude the paper in Section 7 with a discussion of possible
future research directions.

2

Previous Work

In this section, we survey previous work in Mix Nets where liveness is of major concern. Robustness is the liveness property regarding successful termination in the presence of faulty mix
servers. The first Mix Net introduced by Chaum [Cha81] is not robust, as in the case where one
of the mix servers does not work, the execution stops and no output is obtained. Sako and Kilian
[SK95] proposed Mix Net constructions that are not robust either: if at least one mix server stops
responding, then the entire system stops without outputting a result. Jakobsson [Jak98] presented
a practical Mix Net which was believed to be robust until Desmedt and Kurosawa [DK00] found
an attack such that at least one malicious mix server can prevent the Mix Net from computing
the correct result. In these approaches the mixing can not proceed if a single mix server is unavailable. Distributed consensus protocols, such as [PSL80], guarantee agreement on a vector of
values that includes those of all honest nodes. Our requirements of Mix Nets need not be this
strong: we require that some mix of threshold length be agreed by a majority of mix servers,
although all honest mix servers’ mixes need not be included.
Another weakness in the Mix Net literature is the assumption of the existence of a WBB that
supervises the mixing process. Each mix server reads what is posted on the WBB, operates on
what was read and posts back to the WBB. Most of the constructions are based on the strong assumption that the WBB is authenticated, tamper-proof and resistant to denial-of-service attacks.
Wisktröm and Groth [WG06] proposed an adaptively secure Mix Net based on ideal functionalities for a WBB [Wik04]. The existence of such a publicly verifiable site is not realistic and
practical in real-life applications, however, as it is a single point of failure. If it is unavailable,
the entire process stops and the Mix Net does not complete and does not produce an output.
Although they are the building blocks for constructing secure real-life applications, Mix Nets
have been proposed without formal analysis and automated verification. Wikström [Wik04]
proved that his Verificatum Mix Net is secure in the universal composable symbolic model, but
his analysis excludes constructions with proofs of shuffles. Moreover, his scheme does not satisfy
the liveness property, as when a mix server raises a complaint about another’s honesty, then the
whole process stops and manual intervention is needed in order to exclude the faulty mix server.
Process algebras like π-calculus [AF01] have been used to analyse electronic voting schemes
with very limited references to Mix Nets. Kremer et al. [KRS10] and Delaune et al. [DKR09]
used the π-calculus language to model and analyse important voting properties like voter-privacy,
coercion-resistance, receipt-freeness and verfiability in the presence of an ideal WBB-based
Mix Net, and the use of CSP and its associated refinement checker FDR have proved successful
in finding previously unknown flaws in security protocols [Low96, RS01]. We use the CSP/FDR
approach to analyse the robustness of a Mix Net, the first such analysis for a Mix Net.
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3

Preliminaries

Communicating Sequential Processes (CSP) is a process algebra used for verifying complex
concurrent systems. The core of the CSP algebra is a process, which is described by the way it
communicates with its environment. Processes proceed from one state to another by engaging
in events. The alphabet of a process P, denoted αP, records the set of all visible events that this
process may perform. The set of all possible events is denoted by Σ. In CSP, all the communication events are instantaneous and they happen only when both the processes and the environment
agree on their occurrence. For a more detailed explanation of CSP we refer the reader to [Ros98].
STOP is the simplest CSP process, which does nothing. The process a → P is initially willing
to communicate a and then behaves like P. P 2 Q can act either as P or Q, the choice of which is
in the hands of the environment. Replicated external choice replicates the choice over the set A ,
and is denoted by 2 P(x). By P k Q we denote generalised parallel, which synchronises P and Q
x∈A

A

on events lying in the set A . Alphabetised parallel is denoted by P αPkαQ Q, and synchronises P
and Q on events lying in the intersection of αP and αQ. We write ki∈I [αP] P(i) for the replicated
alphabetised parallel composition of processes P(i) indexed over I, where each P(i) is allowed
to perform events from αP and the processes are synchronised on the common events. In hiding,
P \ A , the internal events from A are hidden from the environment. In renaming, [[a /b ]], the
events b occurring in the process are replaced by the events a.
For two decades the Failures/Divergences Refinement (FDR) checker has been the principal
tool for verifying properties of models expressed in CSP. FDR tests whether the CSP model of
the system being analysed refines some specification of the system’s desired behaviour, which is
also written in CSP. We omit details of the datatypes and channel definitions in the CSP model of
a Mix Net presented in Section 5, as they can be inferred from the data values ascribed to them;
however, we shall provide definitions of certain sets and functions used throughout the model.
The set of all mix servers is denoted by P and is defined to be H ∪ D, where H (resp. D)
denotes the set of all honest (resp. dishonest) mix servers. By max(D), we denote the dishonest
mix server with the highest identity. By |A |, we denote the cardinality of a set A , by PA we
denote the powerset function as applied to a set A , and we use A 8B to denote set difference,
subtracting all elements of a set B from a set A . Honest mix servers send broadcast messages to
all other mix servers at once, whereas the intruder is able to send different messages to individual
mix servers. Thus, it is useful to define a set R = {X ∈ PP | |X| = N − 1 or |X| = 1} of the
possible message recipients, where N is the total number of mix servers.
By α, we denote an unmixed vector. By Mj (m), we denote the vector m mixed using mix
server j’s secret permutaion value, where m is either the unmixed vector α or some mix thereof.
By ρ(Mj (m)) we denote the zero knowledge proof that the operation producing Mj (m) from
m was performed as attested to. Messages, also referred to as chains, then have the form
Sj (Mj (m), ρ(Mj (m)), s), where s is its corresponding sub-chain. Chains are so called, as they
are extended at each mixing stage, although a better analogy is of a Matryoshka nesting doll.
The mix from a previously received chain (or α in the base case) is mixed, the mixing operation
attested to and the whole of the previously received chain are all signed together, such that a
proof of each operation in the chain is nested within each ‘layer’ of the message. The length
of a message m is denoted by #m and is calculated by counting these layers of signatures, i.e.,
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sub-chains. Messages cannot be longer than the total number of mix servers.
The set of all messages that can be feasibly sent and received in a protocol run is denoted by
M . Messages do not require every mix server to be included, signing some sub-chain within
the chain, but the signatures throughout a chain are required to be in strictly increasing order.
Moreover, it is not possible for a mix server to deduce how a vector of values has been mixed,
even with knowledge of the values before and after mixing as well as the zero knowledge proof.
An honest mix server will never sign a mix chain unless it has produced the final mix in the chain.
This is not necessarily true of the dishonest mix servers. The message space of M takes these
properties into account, omitting messages that could not feasibly be sent in a protocol run. The
outer signatory of a message is verified using the corresponding public key; we use a function
outer(m) to return the signatory of a given message m. Likewise, seq(m) returns the outer mix
sequence of m. The set of all possible output mixes, O, is taken to be {seq(m) | m ∈ M }.

4

Our Proposed Mix Net

In this section we propose our Mix Net, which avoids use of the WBB for communication between mix servers during the mixing process. Our protocol is guaranteed to terminate in the
presence of a dishonest minority. Upon termination of the mixing process, the mix servers post
partial decryptions to the WBB and at least one valid chain of threshold length will be fully decrypted/agreed upon by a majority of mix servers. The primary difference from current Mix Nets
found in the literature is that each mix server maintains their own ‘local’ record of the chain of
mixes instead of maintaining a consistent ‘global’ record via the WBB.

4.1

Requirements

An honest mix server follows the protocol without deviating from it, produces correct shuffles
and valid proofs. It sends the same message to all other mix servers using authenticated channels.
Conversely, a dishonest mix server tries to disrupt the protocol such that it does not terminate, or
otherwise, upon termination, causes a dispute among the honest mix servers. To try and achieve
these goals, the intruder acts as a Byzantine faulty node under the limitation of a perfect cryptography assumption, i.e., the intruder can refuse to send messages, it need not send messages to all
other mix servers, and can try to send messages that it can construct but that do not necessarily
follow the protocol. The intruder may send different messages to different mix servers.
The output of a Mix Net should be a complete chain of provably valid mixes. A chain is considered complete if its length is strictly greater than N2 , where N is the number of servers, and
each mix is a proven valid mix of the mix in its sub-chain. We consider the Mix Net robust if
it always returns such output, regardless of the behaviour of the dishonest minority. It is conceivable that not every honest server has a mix represented in the final chain; it is a requirement,
however, that at least one mix has been produced by an honest server to maintain privacy.

4.2

Protocol description

When the protocol starts, all mix servers are provided with the initial list of unmixed ciphertexts,
α, as the initial candidate mix to be mixed. Each mix server has a unique identity between 1 and
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2
S2 (M2 , S1 (M1 , α))

S1 (M1 , α)

S3 (M3 , S2 (M2 , S1 (M1 , α)))
3

1

Figure 1: A Mix Net with three honest mix servers

the total number N of mix servers. Mix server 1 is the first mixer and all mix servers maintains a
counter to record the identity of the current mix server. Initially, mix server 1 re-encrypts α using
new randomness and shuffles using its own local and secret permutation, thus producing the mix
M1 (α). To prove the correctness of the re-encryption and shuffling, it proves, in zero-knowledge,
that M1 (α) was formed correctly from α, producing the proof ρ(M1 (α)). It then signs those two
values along with α, with its own signing key, to produce S1 (M1 (α), ρ(M1 (α)), α). We shall
call such messages chains, where the length of this chain is said to be 1, as it has just one layer
of mixing and signing.
The other mix servers acting as checkers wait to receive the first mixer’s signed output or for
a timeout to occur. Each checker extracts the message from inside the signature and checks the
proofs against the latest mix. In later rounds they will also have to do this for the inner signatures
and inner proofs. If any of the proofs do not check out, then the message is rejected and the
checker waits for a message containing valid proofs to arrive or for a timeout to occur. If the
message is valid, i.e., is a chain containing a complete sequence of valid proofs, then the length
of the chain is calculated by counting the number of layers of signatures. If the length of the chain
is equal to or exceeds the length of the checker’s current candidate chain, the current candidate
chain is updated to be the most recently received chain. Otherwise it remains unaltered. They
increment the counter and, if it is their turn, they do the mixing.
Having received the message S1 (M1 (α), ρ(M1 (α)), α) and verified the signature and proof
of mixing, the second mix server mixes M1 (α) to produce M2 (M1 (α)) and must also produce
the associated zero knowledge proof ρ(M2 (M1 (α))). He signs this to produce the message
S2 (M2 (M1 (α)), ρ(M2 (M1 (α))), S1 (M1 (α), ρ(M1 (α)), α)), which is a complete chain of length
two. As chains get longer throughout the protocol, we abbreviate this to S2 (M2 , S1 (M1 , α)).
Figure 1 illustrates the messages exchanged in a run of the protocol in the presence of three
honest mix servers faithfully following the protocol. Following receipt of the first two messages,
the third mix server acts as mixer and sends S3 (M3 , S2 (M2 , S1 (M1 , α))) to the other two mix
servers. All the mix servers maintain a record of the valid chains that they sent or received
during the protocol that are longer than N2 . Subsequently, they shall post all such chains, partially
decrypted, onto the WBB. Hence, a polynomial number of different outputs will appear on the
WBB. Any chain that has been partially decrypted by at least a majority of mix servers can be
used as the final output, with preference given to the longest.
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5

Modelling and Formal Analysis in CSP

In this section, we present the processes and specifications used to model and analyse our Mix
Net. We describe the processes modelling the honest and dishonest mix servers, and then compose them into models to be checked for robustness and privacy. The complete script can be
found at http://www.tvsproject.org/csp/mixnet.csp.

5.1

Honest mix servers

The behaviour of the honest mix servers can be split into four phases: checking before mixing;
mixing; checking after mixing; and posting the results to the WBB. The first mixer will of course
perform no checking before mixing and the final mixer will do no checking after mixing.
CHK1 (me, curr, toBeMixed) =
if curr
 < me then
timeout → CHK1 (me, curr
 + 1, toBeMixed)

recv.m →


 timeout →


 2
 if #m ≥ #toBeMixed then
2


 m∈{m0 ∈M |outer(m0 )=curr} 
CHK1 (me, curr + 1, m)
else CHK1 (me, curr + 1, toBeMixed)
else MIX(me, curr, toBeMixed)

















CHK1 models the initial phase of checking before mixing. Using toBeMixed, the honest
checker keeps track of the chain that it will use once it becomes mixer, and also records the
identity of the current mixer, curr. The checkers are willing to receive any valid mix, represented in CHK1 by the external choice over valid chains signed by the current mixer, but block
receipt of invalid mixes, and mixes signed by a server who is not the current mixer. This abstracts
away the behaviour of receiving a mix containing an invalid proof, or an incorrectly signed message. If a checker times out before (resp. after) receiving a valid chain, then toBeMixed remains
the same (resp. is updated with the new chain if not shorter than the last) and curr is incremented.

MIX(me,
curr, toBeMixed) =


send.Sme (Mme , toBeMixed) →
 timeout →

CHK2 (me, curr + 1)

CHK2 (me, curr) =
if
curr ≤ N then

timeout → CHK2 (me, curr
 + 1)



recv.m →


 2



timeout →
2
0
0
CHK2 (me, curr + 1)
m∈{m ∈M |outer(m )=curr}
else done → STOP

If the mix server counter is its own, the mix server enters the mixing phase. It performs the
mixing using toBeMixed, and sends a new chain to the other mix servers. Honest mix servers do
not time out before sending a message (we assume that the timeout value is sufficiently large that
an honest mix server will have time to complete its work and send the result out). Thereafter, the
mix server need not keep track of toBeMixed as it will not need to perform any more mixing. The
current mix server counter is incremented by one, and the mix server continues to be involved in
checking other servers’ mixes (that is, it continues on to the CHK2 process).
In the checking after mixing phase, checkers can time out before or after receiving a valid
chain, in a similar manner to the previous checking phase. Once curr exceeds the total number
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of mix servers, the mixing protocol terminates as modelled by the done event. The mix server
is now ready to post its results to the WBB. Each mix server must record all chains it sent or
received during mixing, and post partial decryptions of those with length greater than N2 .
A particular mix could become known to a mix server in a number of ways. It could feasibly
have arrived several times, in messages signed by different mix servers. Like the various learnable facts in Roscoe and Goldsmith’s perfect spy [Ros98], a mix server starts off being ignorant
of each possible mix, as modelled by IGN. Note that IGN is defined in terms of a mix, sq, and
not a message. The mix can be learnt, after which it becomes known; thereafter it can be said.
The mix server could also calculate the mix themselves from its toBeMixed value, modelled here
as say, which can only occur in synchrony with the MIX process. Otherwise, the protocol terminates before the occurrence of a learn or say of this mix and the process deadlocks. Once known,
a mix could potentially be learnt or said again in the KNW process, without changing the state.
Following a done event, the mix can be posted (to the WBB), as long as the chain is over the
threshold length, as defined in PST.
IGN(sq)
=


done → STOP
 2 learn.sq → KNW(sq) 
2 say.sq → KNW(sq)

PST(sq)
=


if #sq > N2 then
 post.sq → PST(sq) 
else STOP

KNW(sq)
=


done → PST(sq)
 2 learn.sq → KNW(sq) 
2 say.sq → KNW(sq)

To realise when a mix is received via a message, we rename each learn.sq to all possible
recv.m in which the message would return the corresponding mix, and likewise we rename say.sq
to all possible send.m. The renamings of all IGN processes, one for each possible mix, are
composed in parallel, synchronising only on the one event their alphabets share, namely done.
Subsequently all send, recv and done events are synchronised with the process CHK1 (me, 1, α),
which initialises the local perspective of the mix server, me, with the current mix server counter
set to the first mixer and the toBeMixed parameter set to the unmixed value α.
HON(me) = CHK1 (me, 1, α) k (k

sq∈O
{|send,recv,done|}

[{done}]IGN(sq)[[

recm.m,send.m /
learn.sq,say.sq

m∈M ,seq(m)=sq

]])

A global perspective of the honest mix server does not just send and recv messages. Instead
it is defined in terms of the connections a mix server shares with others. Hence, each send
is renamed to an outgoing comm.me.P8{me}, distributing the sent message to all mix servers
other than me. Likewise, each recv is renamed to an incoming comm.x.Z, where x is some mix
server other than me, and Z is either the singleton set containing only me or the set of all mix
servers other than x. Honest mix servers will send to everyone, whereas the dishonest mix server
could choose to send different messages to different mix servers or choose to send messages to
some mix servers but not others. The mix server does not know how the message arrived: he sees
the protocol only in terms of the HON process. However, when analysing the system, we can
see which messages were distributed to whom by synchronising the various renHON processes,
which gives a view of the protocol from a networking perspective. The post event is renamed in
a similar fashion such that groups of mix servers can synchronise on an agree event, modelling
the threshold decryption.
renHON(me) = HON(me)[[
[[
[[

comm.me.P8{me}.m /
send.m
comm.x.Z.m /
agree.Z.sq /

recv.m

post.sq

m∈M

]]

m∈M ,x∈P8{me},Z∈R,x6∈Z,me∈Z
sq∈O,Z∈PP,|Z|> N2 ,#sq> N2

]]

]]

Our final models are constructed using alphabetised parallel composition. As things stand, if
both are honest, mix server 1 will communicate with mix server 2 each time 1 sends a mix to
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all mix servers via comm.1.P8{1}. However, although mix server 2 is willing to receive this
message, it is also willing to communicate via comm.1.{2} as, locally, it is unable to distinguish
the two types of communication. The alphabetised parallel composition will ensure that no
events comm.1.{2} ever occur in the model, as long as we define appropriate alphabets. The
alphabet of mix server me is defined below.
αHON(me) ={comm.me.Z.m |m∈M ,Z∈R,me6∈Z } ∪ {comm.y.Z.m |m∈M ,y∈P8{me},Z∈R,me∈Z,y6∈Z }
∪{agree.Z.m |m∈M ,Z∈PP,|Z|> N ,me∈Z,#m> N } ∪ {timeout, done}
2

2

We can already compose a system in which all mix servers are honest, that is D = 0.
/
ALLHON = k

i∈H

[αHON(i)] renHON(i)

To perform a more rigorous analysis we must of course include an intruder model.

5.2

Dishonest mix servers

We use the Roscoe and Goldsmith’s perfect Spy process [RG97], more specifically its encoding
in [Ros98], as the basis of the intruder (dishonest mix server) behaviour, although we use a
different renaming as we are not considering a Dolev Yao attacker [DY83]. The Spy can receive
messages sent to it over learn, infer events based on messages received and its initial knowledge
and say messages that it has inferred that may be accepted by the honest mix servers.
Upon receipt of a message, the intruder can sometimes make a number of independent inferences in any order. Roscoe and Goldsmith’s perfect spy avoids refinement checking an unnecessarily large state space caused by this combinatorial explosion. Whenever an inference is
made, the intruder does not lose the ability to perform any action that could be done prior to the
inference. This observation allows one to force the intruder immediately to perform every possible inference in some arbitrary order before taking any other action. This causes no observable
difference in the intruder’s behaviour, but avoids otherwise troublesome state space explosion.
Furthermore, deductions need only be made for the misbehaving agent’s set of learnable
facts. That is, the intruder can never learn a fact that it knew initially or that cannot be deduced from its initial knowledge and all the messages it could hear. Roscoe and Goldsmith’s
Spy elegantly omits inferences of such facts. Each deduction function operates on a subset of
the set of facts conforming to a particular type. Two deduction rules are sufficient for our purpose. The first allows a signed fact to be learnt from knowledge of the fact and the signing
key, and to deduce the fact from knowledge of the signed fact and the signatory’s public key.
The second allows a sub-chain to be deduced from a chain. Remember S2 (M2 , S1 (M1 , α)) abbreviates S2 (M2 (M1 (α)), ρ(M2 (M1 (α))), S1 (M1 (α), ρ(M1 (α)), α)). From knowledge of this
message and mix server 2’s public key the intruder can extract a sequence of three values: the
mix, the proof and the sub-chain. Even with knowledge of the mixed values before and after this
round of mixing, as well as the zero knowledge proof, the mixer’s secret permutation value is
not revealed. Hence, in our abstract representation of this message, the intruder cannot deduce
the value M2 , but can deduce the sub-chain included in this chain, or the chain as signed by the
intruder, or can extend the chain with an extra mix as signed by the intruder.
deductions1(X) = {({m, sk(i)}, Si (m)), ({Si (m), dual(sk(i))}, m) | Si (m) ∈ X}
deductions2(X) = {({m, m0 }, (m, m0 )), ({(m, m0 )}, m0 ) | (m, m0 ) ∈ X}

The only other change we make to Spy is to redefine the intruder’s initial knowledge. This
consists of all mix server identities, the secret permutation values of all dishonest mix servers,
all mix servers’ public keys for verifying signatures, and the initial unmixed vector of values.
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Known0 = P ∪ {Mi , sk(i) | i ∈ D} ∪ {pk(i) | i ∈ P} ∪ {α}

The Spy process has in its alphabet learn allowing information to be received and say allowing
messages to be sent. Internally, infer actions allow messages to be inferred such that additional
say actions may become possible, i.e., additional messages can be sent once they have been
deduced by the intruder. In order to compose Spy with the honest mix server processes renHON,
we must rename Spy such that it appropriately communicates with the other mix servers.
renSPY = Spy[[
[[

comm.x.P8{x}.m,say.m,comm.max(D).{x}.m /
learn.m,say.m,say.m
agree.Z.seq(m) /

say.m

m∈M ,Z∈PP,|Z|> N2 ,Z8H

N
6 0,#m>
=
/
2

m∈M ,x∈H

]]

]]

Each say event is renamed to comm.max(D).{x}. Locally, the mix servers are unable to
distinguish where messages originated from, and so it does not matter which of the identities of
the dishonest mix servers the intruder uses to send messages. As such, we reduce the number
of transitions by enabling the intruder to use only the highest numbered dishonest mix server,
without limiting the intruder’s capability to attack the protocol. The intruder can send different
messages to different mix servers, so each message is sent to an individual mix server—that
is, to the singleton set {x}, where x is the identity of some honest mix server. If the intruder
wishes, like the honest servers, to send the same message to all mix servers, he simply unicasts
the same message to each honest mix server. The intruder learns all messages sent to any of the
dishonest mix servers’ identities, so it is not necessary for, say, dishonest mix server 1 to send
messages to dishonest mix server 2. As the intruder hears all messages sent to any of the mix
servers identities, and all honest mix servers send to all mix servers other than themselves, learn
events are renamed to comm.x.P8{x} where x is again the identity of some honest mix server.
We may wish our intruder to contribute to the group agreements of the final output, so the say
events should also be renamed to agree.Z events, where Z is any set of servers that contains the
identity of at least one dishonest mix server.
Our use of the alphabetised composition operator ensures that the mix servers are synchronised
on appropriate events.
αSPY ={comm.y.P8{y}.m |m∈M ,y∈H } ∪ {comm.x.Z.m |m∈M ,x∈D,Z∈R,x6∈Z }
∪{agree.Z.m |m∈M ,Z∈PP,|Z|> N ,Z8H 6=0,#m>
N}
/
2

2

Now that we have constructed processes that capture the behaviour of the honest and dishonest
mix servers, we can compose them together for analysis.

5.3

Requirements and assertions

We shall construct three systems for the analysis of the protocol. Each system involves a set
of honest mix servers that follow the protocol faithfully, and may include an intruder that has
control over a subset of mix servers, receiving any message sent to these mix servers.
Initially, we analyse ALLHON, in which all mix servers faithfully follow the protocol. In this
case, we expect all servers to agree on the longest of the mix chains that is sent on the network,
received in the final round. Each mix server partially decrypts this chain and publishes the result.
If more than half of the mix servers post a partial decryption of the same chain to the WBB,
then this decrypted chain of mixes will be considered as the final output of the mix. This output is
modelled in our system as a synchronous agree event among a majority of mix servers agreeing
on the output message. We wish to check that it is guaranteed that some agree event occurs.
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RBST = agreement → RBST
RBST vFD (ALLHON \ Σ8{| agree |})[[agreement /agree.X.sq |X∈PP,sq∈O ]]

Using the Failures/Divergences model (FD), we check that it is not possible for our model
to diverge or deadlock before the occurrence of the agreement event. As all events other than
agree have been hidden and all agree events renamed to agreement, this checks that no loops
or deadlocks exist prior to the performance of some agree. Thus, this captures our robustness
requirement that agreement on some complete and valid mix is guaranteed.
Once we introduce the intruder model, it will be possible that some chains have been received
by some mix servers but not by others. We check the same robustness requirement of this model.
RBST vFD ((ALLHON αALLHON kαSPY renSPY) \ Σ8{agree})[[agreement /agree.X.sq |X∈PP,sq∈O ]]
S
where αALLHON = ({αHON(i) | i ∈ H })

We perform the same check on a model in which the intruder outputs no chain, in an attempt
to stop any chain being agreed upon by a threshold of mix servers.
RBST vFD ((ALLHON αALLHON kαSPY (renSPY k STOP)) \ Σ8{agree})[[agreement /agree.X.sq |X∈PP,sq∈O ]]
{|agree|}

We also require a message to be private as described in Section 4.1. For this we check that no
majority of mix servers can agree on a non-private mix.
PRIV =

2

agree.X.y → PRIV

X∈PP
y∈{sq∈O|private(sq),#sq> N2 }

PRIV vT (ALLHON αALLHON kαSPY renSPY) \ Σ8{agree}

These assertions are sufficient for guaranteeing that our protocol terminates and guarantees
consensus among a majority of mix servers of a complete chain of mixes in the presence of
fewer than N2 mix servers that do not faithfully follow the protocol. We check these assertions in
FDR, considering all possible combinations of honest and dishonest mix servers, with up to five
mix servers in total, and a majority of them being honest. In all cases FDR confirmed that our
models satisfy the specified requirements.

6

Results of Analysis

In this section, we verify the protocol against liveness and safety properties. We start with all
mix servers being honest. When we check the protocol with five honest mix servers, as expected,
we find that they all agree on the same chain of valid mixes. Moreover, the privacy of the mixes
is guaranteed. The trace below illustrates this behaviour. Each of the traces discussed in this
section were obtained via simulation of the models in ProBE, a CSP animator that allows a user
to explore how a process behaves. In this first trace, each honest mix server times out when
sending out a new signed message.
hcomm.1.{2, 3, 4, 5}.S1 (M1 , α), timeout,
comm.5.{1, 3, 4, 5}.S2 (M2 , S1 (M1 , α)), timeout,
comm.3.{1, 2, 4, 5}.S3 (M3 , S2 (M2 , S1 (M1 , α))), timeout,
comm.4.{1, 2, 3, 5}.S4 (M4 , S3 (M3 , S2 (M2 , S1 (M1 , α)))), timeout,
comm.5.{1, 2, 3, 4}.S5 (M5 , S4 (M4 , S3 (M3 , S2 (M2 , S1 (M1 , α))))), timeout,
done, agree.{1, 2, 3, 4, 5}.M5 (M4 (M3 (M2 (M1 (α)))))i
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In fact, after the done event, any subset of mix servers larger than three can agree on any of the
three candidate mixes, M5 (M4 (M3 (M2 (M1 (α))))), M4 (M3 (M2 (M1 (α)))) or M3 (M2 (M1 (α))).
In this case M5 (M4 (M3 (M2 (M1 (α))))) will be considered the final output as it is the longest mix
agreed upon by a majority of mix servers.
More interesting traces result from checking the protocol with three honest and two dishonest
mix servers. Analysing the protocol with the two last mix servers being dishonest leads to a
larger state space because (i) the intruder learns to say more throughout the execution, and (ii) the
honest mix servers accept longer messages and therefore many more messages throughout time,
so the intruder has lots of choices about what to send in the last two rounds.
The intruder can send different messages to different mix servers or can follow the protocol
faithfully. In the latter, we end up with the same trace as above. When the intruder behaves
dishonestly, we guarantee that a sufficient number of mix servers agree on the same output and
at least one of them is honest, which means that the privacy is satisfied. In the case where the
dishonest mix servers simply time out, all of them or any subset of length four or three would
agree on the chain produced by the honest mix servers, e.g., agree.{1, 2, 3}.M3 (M2 (M1 (α))).
A more curious behaviour is illustrated below. Here, the intruder acting as dishonest mix
server 2 times out without sending any message. Later, acting as 5, the intruder sends a valid but
short message to an honest mix server, and sends two valid but differing messages to the other
honest mix servers. Honest mix servers 1, 3 and 4 follow the protocol faithfully: 1 constructs the
initial mix, 3 mixes what it received directly from 1 following the timing out of 2, and 4 mixes
what it received from 3. Dishonest 5 then proceeds to send the valid but differing mixes to the
honest mix servers.
hcomm.1.{2, 3, 4, 5}.S1 (M1 , α), timeout,
timeout,
comm.3.{1, 2, 4, 5}.S3 (M3 , S1 (M1 , α)), timeout,
comm.4.{1, 2, 3, 5}.S4 (M4 , S3 (M3 , S1 (M1 , α))), timeout,
comm.5.{1}.S5 (M5 , α),
comm.5.{3}.S5 (M2 , S4 (M4 , S3 (M3 , S1 (M1 , α)))),
comm.5.{4}.S5 (M5 , S4 (M4 , S3 (M3 , S1 (M1 , α)))), timeout,
done, agree.{1, 3, 4}.M4 (M3 (M1 (α)))i

If the dishonest mix servers refrain from posting any partial decryptions then, as illustrated
in the trace, the only possible output is a chain of valid mixes mixed only by the honest mix
servers. If the dishonest mix servers are willing to post partial decryptions, then it is possible
that other mixes will be agreed upon as the final output. Dishonest 2 and 5 are able to agree with
honest 3 (resp. 4) on the mix M2 (M4 (M3 (M1 (α)))) (resp. M5 (M4 (M3 (M1 (α))))). As 2 received
a mix that was shorter than a mix previously received, the only threshold length mix he is willing
to decrypt is M4 (M3 (M1 (α))). In any case the privacy is maintained, as each of these possible
outputs include mixing by all three honest mix servers.
A more interesting behaviour occurs when the dishonest mix servers swap valid mixes constructed by honest mix servers with valid mixes generated by dishonest mix servers. The reader
should note that the dishonest 2 can swap a valid mix by the first mix server with a valid mix
generated by himself and send it to all honest mix servers. Honest 3 mixes and signs what it
received from the second mix server and forward it to the others; honest 4 then does likewise.
On the other hand, dishonest 5 replaces what it received from honest 4 with his own valid mix
and sends the corresponding complete and valid chain to the other mix servers.
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hcomm.1.{2, 3, 4, 5}.S1 (M1 , α), timeout,
comm.5.{1}.S2 (M2 , α),
comm.5.{3}.S2 (M2 , α),
comm.5.{4}.S2 (M2 , α), timeout,
comm.3.{1, 2, 4, 5}.S3 (M3 , S2 (M2 , α)), timeout,
comm.4.{1, 2, 3, 5}.S4 (M4 , S3 (M3 , S2 (M2 , α))), timeout,
comm.5.{1}.S5 (M5 , S3 (M3 , S2 (M2 , α))),
comm.5.{3}.S5 (M5 , S3 (M3 , S2 (M2 , α))),
comm.5.{4}.S5 (M5 , S3 (M3 , S2 (M2 , α))), timeout,
done, agree.{1, 2, 3, 4, 5}.M5 (M3 (M2 (α)))i

In this case, as in the other, three or more mix servers agree upon mixes of threshold length,
i.e., length three or more. The best the intruders can do is to swap valid mixes, such that the
agreed output M5 (M3 (M2 (α))) excludes the mixes of honest 1 and 4. Honest 3’s mix is still
guaranteed to be a mix within the agreed upon chain, maintaining privacy. It is also possible that
an agreement is made on M4 (M3 (M2 (α))) as all mix servers also have this valid mix, which is
equal in length to M5 (M3 (M2 (α))). Either, or both, can be agreed to be the final output of the
Mix Net as both mixes decrypt to the same vector of values, only ordered differently. Moreover,
both are of threshold length include a mix by at least one honest mix server.
All these traces arise from our specification of the protocol and might not have been appreciated without this formal analysis. However, none of them breaks the requirements. The best
the intruder could do was to replace some but not all of the honest mix servers’ mixes with valid
mixes of his own.

7

Conclusion and Future Directions

For the first time, we have conducted a formal analysis of a Mix Net, using CSP/FDR. We showed
how to remove the need of a trusted authority during the mixing phase, and instead introduced
direct communication between the mix servers. Our analysis demonstrates that our Mix Net
is guaranteed to terminate, and output a provably valid mix agreed upon by a majority of mix
servers, as long as a majority of them act according to the protocol. Moreover, at least one honest
mix server’s mix operation is guaranteed to be included in the output chain of mixes.
In our model, we included an intruder based on Roscoe and Goldsmith’s perfect spy that is
able to control some minority of mix servers. The dishonest mix servers can collaborate by
sharing knowledge between them. We have shown that our system remains free of deadlocks
and infinite loops, and is guaranteed to output a chain of valid mixes of length at least equal to
the number of honest mix servers. We included three different intruder models and verified the
protocol against them. In all cases we proved that its liveness and safety properties hold.
The number of mix servers we have used in this paper is typical for applications like electronic
voting. In Victoria [BCH+ 12], the election commission will be running the elections with five
mix servers, under the assumption that at least four of them are honest. Our analysis covers this
real-world case and more.
One future goal is to analyse the protocol under a stronger intruder model. To introduce a
Dolev-Yao attacker that has full control of the network [DY83], and that could intercept and
block every message, would clearly violate robustness. It is therefore of interest to consider to
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what extent the assumptions made about the threat environment can be relaxed whilst still maintaining the properties we have checked. For example, it may be pertinent to replace the current
synchronous communication between the honest mix servers with asynchronous communication
over resilient channels in the manner proposed in [WRF12]. Here, the intruder can intercept a
message sent between the honest mix servers and delay it from arriving, but cannot indefinitely
block the message’s receipt, as long as the recipient is always willing to receive it. There remains
outstanding work to scale the approach proposed in [WRF12] to cover our models, which have
state space and alphabets that are currently too large to be feasibly checked in this manner.
Acknowledgements: We would like to thank Chris Culnane and Steve Schneider, University
of Surrey, and Wan Fokkink, VU University Amsterdam, for their pertinent comments. We also
thank the insightful remarks of the anonymous reviewers.
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Abstract: This paper deals with the formal validation of requirements in a modelbased design methodology. We consider timed UML2 sequence diagrams as formalization of informal requirements and show how to simulate them by translation into
Timed C SP. Simulation results are displayed in a graphical representation. This way,
we can detect errors in the requirements at a very early stage in the development.
We illustrate our ideas with an example from a ventricular assist device, which is a
highly safety-critical application for supporting the human heart.
Keywords: Validation, Simulation, UML2, Sequence Diagrams, Timed CSP

1 Introduction
Model-based engineering is a current paradigm for the development of complex software systems.
Starting from informal requirements, the structure and behaviour of the system under construction
is modelled with various formalisms. In this context, UML2 sequence diagrams are frequently
used for exhibiting sample runs during the requirements elicitation phase. Often, time is an
integral aspect of such requirements. In UML2, real-time constraints can be expressed by timers,
as well as minimal and maximal waiting times between certain event occurrences. In requirements
validation, catching timing errors plays an important role. The interplay of different timing
constraints in a sequence diagram can be confusing. Here, simulation of sequence diagrams
can be helpful: as an interactive validation method, where the user provides a timed run which
the simulator accepts or rejects; or as a means against “organizational blindness”, where the
simulator automatically generates random runs – which might be of a form beyond the modeller’s
imagination.

2 A Ventricular Assist Device
As an example, we consider a ventricular assist device for the support of the human heart. This
example is adapted from an industrial project, which is currently under development. A typical
use case is that the user (i.e., the doctor or nurse) wants to adjust some parameters from a panel
PC via a serial connection. Here, the user is restricted to a 30 second time window to input the
new configuration data. This timeout is in order to prevent the user from entering wrong data
due to a distraction, say, by a telephone call. This use case is captured by the UML2 sequence
diagram shown below (in part).
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3 Translating UML2 Interactions via Timed Automata into Timed CSP
We translate a (timed) UML2 interaction into a timed automaton [AD94] which can be seen as
an observer of the message exchanges in a system reacting to these exchanges. The automaton
registers the sending of a message as an event, and receiving a message as a separate event. Thus,
the transmission time of a message can be considered. Asynchronous message passing is fully
supported.
Our translation extends our previous work [KW07] now involving time. Abstractly, a timed
UML2 basic interaction ((O, ), Γ) consists of two components: on the one hand it comprises a
partial order (O, ) where O is a finite set of events (observations) and  fixes which events have
to happen before other events; on the other hand, a basic interaction comprises time constraints Γ
on O. The translation of a timed basic interaction ((O, ), Γ) into a timed automaton is performed
by unwinding the partial order of events (O, ) in phases similar to the technique presented for
live sequence charts [BDK+ 04], simultaneously taking into account the time constraints Γ.
It is an interesting, however, not too involved exercise to systematically encode the resulting timed automaton in the process algebra Timed C SP, see e.g. [Sch00]. Here, we apply a
construction which is far less involved than the one given by Ouaknine and Worrel [OW03].
In general, our approach is prepared to handle all elements of Timed Sequence Diagrams with
some restrictions to loops, negation, and dynamic object creation; currently, however, we focus
on basic diagrams.

4 Simulation and Visualisation
The tool Timed C SP Simulator [FGM+ 12] allows to simulate Timed C SP in both ways described
above: as an interactive exploration tool and via generation of randomized runs. However, as
informative as such a simulation might be, it is problematic as it changes representation. Therefore,
we translate the output of Timed C SP simulator back into a format close to UML2 sequence
diagrams:
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Here, the numbers in the left column are user or randomly chosen time delays. Via control buttons,
the user can explore runs of a sequence diagram in a step-by-step fashion.

5 Conclusion
We have presented a prototypical, automated implementation of a tool chain from Timed UML2
Sequence Diagrams to an interactive visualisation tool simulating their different runs. The
interactive visualisation allows to check in an explorative way whether the use cases have been
modelled correctly. Our experiments concerned models of moderate size. A potential bottleneck
in the tool chain is the translation into timed automata, which has an exponential worst case
complexity in the number of observations [KW07]. However, “normal” diagrams do not pose a
problem.
We base our current work on Timed-C SP, as – in the long run – this allows us also to consider
time bounds in the Sequence Diagrams which are given as expressions, depending, e.g., on user
input or the system state. Overall, this work is a first step towards developing a simulation and
verification framework for timed UML2 – open for external tools dealing with Timed C SP, timed
automata, and other formal methods.
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Introduction UML diagrams are often used for designing software components. UML is a
standardized modeling language developed by OMG. Especially in upstream development, UML
sequence diagrams are frequently used to understand and verify the behavior of components.
However, the UML specification is complicated and flexible. Therefore, it is difficult to verify
UML diagrams automatically. Users have relied on manual review to find mistakes such as
inconsistencies and insufficient refinements between sequence diagrams. If such mistakes are
found in a late development stage, it may take a lot of time and cost to correct them.
In [KIS13], we defined a subset of sequence diagrams with formal semantics and proposed
a method to verify correctness of the sequence diagrams. In our method, sequence diagrams
are converted to processes expressed in the process algebra CSP (Communicating Sequential
Processes), and then the processes can be verified by model checking tools for CSP such as
PAT and FDR2. The most important idea is to use internal choices and external choices for
message sending and receiving, respectively. Using internal and external choices, our tool can
generate a nondeterministic model, which is useful to verify early stage designs. In [KIS13], We
implemented the conversion algorithm in a prototype tool named SD2CSP for demonstrating the
effectiveness of the approach.
We develop a new version of SD2CSP for verifying sequence diagrams based on the approach
presented in [KIS13]. The new SD2CSP supports following features for verifying real world
systems.
• In sequence diagrams, objects can be dynamically created or destructed. The object ids
can be passed by message parameters.
• Visualizing event traces on original sequence diagrams.
The tool is implemented with Dart language and compiled to JavaScript. Any browser which
supports HTML5 and CSS3 can execute SD2CSP. Also, the editor and sample sequence diagrams
can be found from the following page:
• http://dr.asukaze.net/sd2csp/online/
1/3
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(a)

(b)

Figure 1: sequence diagrams of Google Play store

Case Study We conducted a case study of SD2CSP using a real system in Google. The target
model consists of 12 sequence diagrams: 4 sequence diagrams in abstract design and 8 sequence
diagrams in concrete design. It represents servers in customer support system in Google Play
store. We successfully verified it by SD2CSP and PAT tool version 3.2.1 that the concrete model
is behaviorally equal to the abstract model by hiding internal communications.
Figure 1a is one of the abstract sequence diagrams. Only User and servers directly talking with
User are defined in the abstract model. This diagram represents how this system works from the
user’s point of view. Figure 1b is one of the concrete sequence diagrams. More backend servers
and messages are defined in the concrete model.
With deadlock checking, SD2CSP can verify this system will not accidentally stop. In SD2CSP,
channels are assumed to be synchronous, therefore message pool is not generated automatically
between processes. For example, if every process waits for sending messages, it is detected as a
deadlock. When a deadlock is detected, the developer should write more sequence diagrams to
specify what happens after the deadlock situation, or fix incorrect behavior so as not to reach the
deadlock situation.
For refinement checking, we verified following assertion.
(AbstractModel \ X) =F

(ConcreteModel \ X)

where X is the set of events which the two models do not share. Note this is not an usual refinement checking in CSP. In the sequence diagram refinement process, new objects and messages
are added to the model. It is not equivalent to the CSP refinement process. Instead, by hiding
the newly added messages, it is expected that the abstract model and the concrete model are
behaviorally equal because the user facing behavior is common in the two models.
Table 1 shows the result of the verification. In abstract level, 4 sequence diagrams with 5
objects are written. SD2CSP and PAT verified the model is deadlock-free in 0.026 seconds. In
concrete level, 8 sequence diagrams with 10 objects are written. SD2CSP and PAT verified the
model is deadlock-free in 0.337 seconds. With these 2 models, SD2CSP and PAT verified the
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Table 1: result of the case study

used time

abstract model
deadlock-free
0.026s

concrete model
deadlock-free
0.337s

refinement
checking
0.575s

erroneous model
deadlock-free
0.006s

abstract model and the concrete model are behaviorally equal from users’ point of view using
CSP refinements and hiding. It takes 0.575 seconds.
Furthermore, to check the ability for finding errors, we changed the model to intentionally
introduce an error, and then applied SD2CSP to the erroneous model. SD2CSP successfully
detected the bug in 0.006 seconds and the counter examples analysis tool supported us to find
the causality. In this case study, we used a workstation with 2.8 GHz Intel Core i7 CPU, 8.0 GB
RAM. We confirmed the verifications are useful for developing software systems.
Related Work There are some other studies for verification of sequence diagrams [KW07]
[DD10]. UML 2.0 supports alt, loop, break and opt operators. When developers write sequence
diagrams with these operators, CSP or Promela models can be converted from the sequence diagrams using their methods. The main effort of our approach is to provide a method to synthesize
state based models from scenario based models even if developer do not use these operators.
Conclusion We developed the SD2CSP tool for verifying sequence diagrams. The tool can
verify sequence diagrams where objects can be dynamically created or destructed and the object
ids can be passed by message parameters. It converts sequence diagrams to processes in CSP,
for checking the their consistency by the model checker PAT. We conducted experiments with a
real system in Google using the tool. Our results indicate that verification of sequence diagrams
is useful for developing complicated systems.
For future work, we plan to improve the usability of our tool SD2CSP, by extending it with
preprocesses of sequence diagrams. For example, we plan an automatic complement of abnormal sequence diagrams. Currently developers need to cover all possible scenarios in sequence
diagrams, however, the tool can complement simple scenarios like ”Return error and finish”.
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Abstract: This paper discusses issues associated with integrating model checkers
into a model-based development environment for embedded systems. The environment, DMOSES, is based on a formalization of UML Activity Diagrams and is used
to generate correct and efficient code from such models; a key application area is the
medical-device domain. A recent effort has focused on introducing formal reasoning into the development flow so that modelers can assess the correctness of their
models before generating code from them. The verification of system requirements
is shown using a case study of an infusion pump. This paper discusses issues involved in integrating model checkers into DMOSES and reports on a performance
evaluation of two model checkers in particular: NuSMV and UPPAAL
Keywords: UML activity diagrams, model checking, UPPAAL, NuSMV, embedded systems

1

Introduction

The importance of software in embedded-system engineering has been growing steeply, as the
ongoing decline in the price of microprocessors has made the inclusion of computing capability
economically feasible in more and more applications. The migration of control functionality into
software has afforded device designers opportunities for richer and more sophisticated functionality, and indeed, in industries such as automotive, aerospace and medical-device, software is
integral. At the same time, the production of such software is imposing greater costs, and risks,
on such companies. On the cost side, the (increasingly complex and sophisticated) software must
be written; on the risk side, software errors can lead to annoyance and, worse, safety issues for
users, and to liability and warranty exposure for device manufacturers.
To cope with costs of software production, embedded-systems developers are turning to the
use of model-driven development (MDD). In MDD approaches, designers first build models of
the software to be constructed, then employ synthesis tools to generate the source code for the
application automatically. The use of modeling languages such as MATLAB R /Simulink R for
MDD is already widespread in industries such as automotive, and the Unified Modeling Language (UML) [24] is also gaining credibility, and adherents, for this purpose in the embeddedsystem domain, due to its status as a non-proprietary, independently maintained standard. UML
includes several graphical sublanguages, a precise abstract syntax given via a metamodel, and a
semantics described in prose form. Various enrichments to UML also support the modeling of
real-time behavior, which is essential for control-system modeling.
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The models constructed during MDD may be seen as system specifications; formally verifying
that these models meet system requirements offers an appealing approach to coping with the
abovementioned risks associated with embedded software. This observation has stimulated a
variety of efforts aimed at integrating model checking into MDD methods [25]. Model checking
allows a mathematical verification of a system according to a set of requirements. In order to
introduce formal verification in MDD processes, one must create or adapt methods that allow
the verification of models like UML, which commonly do not have a formal semantics. In this
context, special attention has focused on model checking of UML activity diagrams. An activity
diagram is a graphical representation of processing flows defined by nodes and edges, together
with constructs for choice, iteration and concurrency. A node represents a function that takes
inputs and converts them into outputs. Several approaches have proposed the use of model
checkers such UPPAAL [2], NuSMV [3] and SPIN [18] for the verification of activity diagrams
[11, 20, 12, 21, 19, 16]. The verification is typically carried out by a tool chain that is composed
of a mapping of the UML models into the mathematically well-defined language supported by
the model checker, followed by an analysis of the translated model using the model checker.
Such a translation-based approach necessarily ascribes a formal semantics to activity diagrams,
and indeed much of the work in the aforementioned papers focuses on these semantic issues. In
particular, performance aspects of the tool chains (mapping + model checker) for UML activity
diagrams are typically not considered, making the decision about which model checker to use a
difficult one for tool-chain builders.
The purpose of this paper is to present the results of a comparative study of the integration
of two different model checkers, NuSMV and UPPAAL, into a UML-based MDD framework
for embedded software. The MDD method, DMOSES [8], supports the automated generation
of real-time control software from activity diagrams extended with information regarding execution time, parallelism and priority. In support of this, the paper formalizes UML 2.x activity
diagrams, whose semantics are based on Petri nets, via translations into timed automata (UPPAAL) and the NuSMV input language. The performance of both tool chains using the model
checkers NuSMV and UPPAAL is evaluated on the verification of a set of benchmark UML
activity diagrams; the UPPAAL-based tool chain, which demonstrates significantly better performance on the benchmarks, is then used to analyze the controller of an infusion pump. The
remainder of this paper is structured as follows. Section 2 discusses related work for verification
of UML models using model checking, while Section 3 reviews the DMOSES method. Section
4 presents the integration approach for automatic verification of DMOSES\UML models, and
Section 5 presents the translations from DMOSES activity diagrams into the timed automata and
the NuSMV language. Section 6 shows an experimental evaluation of the proposed translations
using test models as well as the verification of system requirements by means of an infusion
pump. We conclude the paper and present future work in Section 7.

2

Related Work

This section summarizes related work on model checking for UML activity diagrams. It should
be noted that the semantic account of these diagrams changed dramatically from UML 1.x [23],
which uses state machines as the underlying mathematical model, to UML 2.x [24], in which
Petri nets are the foundational theory. Accordingly, the following discussion distinguishes which
version of UML the different approaches target.
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Eshuis [10, 11] proposes a symbolic model checking approach built on NuSMV for activities
defined in UML 1.5 that is based on an adaptation of UML semantics for workflow modeling
based on the use of hypergraphs. The mapping from UML to the NuSMV language is based
on these hypergraphs. Similar to Eshius, we formally specify activity-diagram behavior by first
defining a denotational model for the diagrams (e.g. hypergraphs) and then using a translation
into model-checker notations to define the execution semantics. In contrast to Eshius, we use the
UML 2.x. Since the Eshius approach is based on state-machine semantics, it cannot be directly
applied to UML2.x activity diagrams.
NuSMV has been used for the verification of UML 2.x activity diagrams in other approaches.
Lam [20] presents a light mapping of activities into NusMV, in which each model element is
represented by a state machine. A similar mapping is presented in Grobelna [12], in which activity diagrams are transformed into basic Petri nets and verified using NuSMV. A state-reduction
technique is also proposed to alleviate explosion during the transformation process. SAT-based
Bounded Model Checking (BMC) are used to verify hierarchical state machines by encoding
the different levels in [9]. This approach is not further considered because the focus is different
from our work and we use only the complete model-checking approach of NuSMV instead the
SAT-based Bounded Model Checking (BMC) due to our interest in full verification. However,
BMC can be added in future works.
Latella [21] proposes the use of SPIN for the verification of UML hierarchical state charts, and
this work has been extended for verifying UML 2.x activity diagrams in Jing [19]. Guelfi [16]
proposes a PROMELA translation that considers timed execution of UML 2.x model elements.
Timers are defined using integer variables in this modeling (the other works do not typically
consider time). In contrast to Guelfi, we consider multiple tokens and limited buffers in order to
allow the verification of overwriting data, which is a crucial aspect for embedded systems.
Since the UML 2.x activities semantics are based on Petri nets (PN), verification approaches
for PNs can be partially used for activities. The SPIN tool is used in Riberio [22] for model
checking of embedded systems modeled with synchronous and interpreted Petri nets. Cortes[5]
verifies system properties, including timing behavior, described in PRES+ (Petri nets based Representation for Embedded Systems) using HyTech [17]. PRES+ considers execution time and
value requirements in its modeling. This tool is not maintained at the moment. Gu [13] analyzes
embedded real-time systems modeled by timed petri nets (TPN). The verification is based on a
translation from TPN to timed automata and carried out using UPPAAL. This approach models
both execution time and multiple tokens. They also studied multiprocessor scheduling analysis
using NuSMV [15] and UPPAAL [14]. They concluded that NuSMV has a better performance
for this application.
All of the above mentioned approaches only use one model checker, except for Gu [14, 15].
This fact and the different considered features of the models, make it difficult to compare tool
chains for model checking UML activity diagrams. However, the literature does show that
NuSMV and SPIN are often used for the verification of these diagrams, while in contrast, UPPAAL is used for timed Petri Nets. In this work, we propose the comparison between two tool
chains based on NuSMV and UPPAAL for timed extensions of activity diagrams. NuSMV has
been chosen because they already showed a detailed description of UML activities in [11] and
because its better performance in contrast to UPPAAL for scheduling analysis in [15]. UPPAAL
has been chosen for its ability to model time.
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3

Model-Driven Development with DMOSES

DMOSES (Deterministic Models for Signal-processing Embedded Systems) is a model-driven
development method for embedded systems based on UML behavioral models [8]. This method
extends UML semantics in order to ensure precise accounts of embedded-system behavior. These
UML/DMOSES models may then be transformed into source code that can be executed on different hardware platforms (MCUs and FPGAs). The development process is supported by an
eclipse plug-in (see www.dmoses.org).

Figure 1: Overview of the DMOSES development method
Figure 1 shows an overview of the process that contains the most relevant steps for this work.
Embedded systems are modeled using interconnected UML activities and state machines, which
are extended using the DMOSES profile. These models are transformed into source code by
a model-to-model transformation (M2M) and a model-to-text transformation (M2T) step. The
M2M step translates UML models into DMOSES models that are then transformed into source
code in the M2T step. The DMOSES models are intermediate models that combine the extended
UML semantics with their implementation. DMOSES models are independent of the hardware
platform on which they run. M2T uses different templates for each programming language.
The templates are based on frameworks that implements the behavior defined by the models
according to the extended UML semantics. UML atomic elements are defined at the code level in
the implementation step. Existing atomic elements can be chosen from libraries. New elements
can be implemented into wrapper structures automatically created by the code generator. Thus,
the level of abstraction of the UML models depends on the functionality of the atomic elements,
which can represent anything, from a simple mathematical operation to a complete algorithm.
After the implementation step, the source code is ready to be compiled or synthesized. The
DMOSES method also integrates timing analysis based on the analysis of atomic element [7].
The atomic analysis is performed by worst-case execution time (WCET) tools that analyze the
source code of the atomic elements. Thus, extended UML models are enriched with the real
information about the execution time. That allows further analysis about timing requirements
relevant for real-time embedded systems.
Extended UML Activity Diagrams UML activity diagrams are composed of nodes and edges.
Nodes are divided into control nodes and action nodes. Control nodes are used to manipulate flow processing (e.g DecisionNode), while action nodes represent a specific functionality.
Among the action nodes included are: SendSignalAction, AcceptEventAction, Action and CallBehaviorActions. Actions are the atomic elements within the UML activity diagram and are
notated as rounded rectangles. An action resembles a mathematical function; it takes a set of
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inputs and converts them into a set of outputs. The functionality of the action is implemented
outside of the model. Activity diagrams may also be composed hierarchically.
UML activity-diagram semantics has been extended by the DMOSES profile to allow the addition of information at the model level using stereotypes such as asyc (presence of concurrent
processing), priority, WCET (the maximal execution time of a model element), platform (executing hardware platform), etc. The complete semantics of the extended activity is shown in detail
in [8]. The extended UML semantics allows modeling the functionality and the execution of the
system separately, thereby facilitating the management of concurrent processing. Moreover, this
semantics ensures also a unique implementation.

Figure 2: UML activity that defines an execution order (priority) and execution times (WCET)
The semantics of activity diagrams is token-based. Action nodes need “token” (potentially
bearing a value) to be present in some number of its input edges in order to fire; after doing
so, the node deposits a (value-bearing) token on some number of its output edges. The number
of tokens depends on the type of the node and on their own connections [24]. For example, a
ForkNode requires a token in all its inputs for its execution, while the merge node requires only
one token. The execution of the ActivityA (Figure 2) begins with the token firing by InitialNode
(black circle), as consequence, A 1 is invoked. After the execution that takes 10 cycles, A 1
offers two tokens in its outputs. The absence of the stereotype async determines that tokens are
fired sequentially. Therefore, the first token with highest priority is fired, which invokes A 2.
Note the highest priority corresponds to the lowest number. The following edge is fired only
after the flow processing of the previous edge is finished. The processing of a flow finishes when
it reaches a FlowFinalNode or the flow does not have nodes that can be executed due to the lack
of tokens. The execution of A 2 is followed by A 4, which sets the out pin out1 with a data
denoted as a square. The execution of the ActivityA finishes if and only if all outputs are set.
Therefore, the processing returns to the action A 1 that fires the second token, thereby invoking
A 3. The execution order of the activity of figure 2 is {A 1, A 2, A 4, A 3, A 5}.

4

A Framework for Integrating Model Checking into DMOSES

This section develops a framework for integration of model-checking techniques into DMOSES.
The approach relies on the use of an intermediate format, flow diagrams, together with a translation of DMOSES models into flow diagrams. Incorporating a model checker into the DMOSES
environment then may be done by giving a translation of flow diagrams into the model checker’s
input notation. The DMOSES process (Figure 1) has been extended by adding the formalization
process shown in figure 3.
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Figure 3: Extension of the DMOSES process for the automatic formalization of UML activities
using NuSMV language and UPPAAL language
The formalization process uses the following indirect mapping strategy: M2M, Optimization,
and M2T. This strategy facilitates the addition of new input models (e.g. UML models) as
well as target languages (input languages for model checkers). Intermediate models (i.e. flow
graphs) abstract only the relevant information for the formal description, reducing the complexity
of the model and facilitating optimizations and further transformations. DMOSES models are
transformed into graphs based on the FlowGraph Metamodel (A similar transformation used for
timing analysis purposes in the DMOSES method is showed in [7]). The vertices of the graph
are enriched with timing information obtained by the analysis of the source code of the atomic
elements. Timing values are optional. Thus, the models can be formally verified without timing
information (e.g. in early phases of the development before code generation) or by considering
real timing values of the system (e.g. in final phases of the development). The resulting graphs
are translated into the corresponding languages required by NuSMV and UPPAAL using M2T
transformations. The translation is based on templates, which depend on the description of the
UML activity behavior in these languages (Section 5).
Definition 1 A flow graph is a tuple G = (V, E, v0 ) where:
1. V is a finite non-empty set of vertices. A vertex is a pair v = (r, f ) where r is a nonnegative real number representing the WCET, and f ∈ {OR, AND} is a logic function that
determines if at least one edge or all edges are required for the execution.
2. E is a finite non-empty set of tuples of form e = (v, v0 , p) where v is the source vertex, v0
the target vertex and p the priority representing by a positive integer.
3. v0 ∈ V is the distinguished start vertex.
Flow graphs aim to abstract the processing flow from interconnected UML activities and state
machines. The flow graph is a directed graph. Each element of the UML activity is transformed
into a vertex or a set of vertices according to the semantics. For instance, vertices corresponding
to SendSignalActions are connected to the respective AcceptEventActions.
After transforming UML activity diagrams into flow graphs, an optimization step is carried
out in order to reduce unnecessary states that can lead to a state explosion. The optimization
step aims: 1) integration of multiple abstraction levels, 2) reduction of the number of vertices.
CallBehaviorActions instance a type of functionality described by an activity, thereby allowing
multiple levels of abstraction. Vertices corresponding to CallBehaviorActions (e.g. Pump in
figure 8) are substituted by the graph of their type (e.g. activity Motor control). In order to
reduce the number of vertices, consecutive actions are grouped into one vertex that integrates
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intrinsic characteristics (e.g. execution time). Two actions are consecutive if the outputs of the
first action activate only the second action and the second action can be only activated by the
first action. Furthermore, the cycles assigned to an action are reduced by using the least common
multiple of the entire system. Figure 4 shows an example of the transforming process from the
activity in 2, into the flow graph in 4a and into the optimized flow graph in 4b.

(a) Flow graph

(b) Optimized flow graph

Figure 4: Resulting flow graph and optimized flow graph from the UML activity of figure 2

5

Translating Flow Graphs into UPPAAL and NuSMV

In this section, we presented two translations from flow graphs into model-checker languages
based on the extended UML activity semantics. An activity diagram describes a system behavior
with the help of interconnected elements. Each element represents a functionality that does not
depend on the system, on which it is currently used. However, its execution point is directly
related to the connections, which is specific to the system. The behavior described by an activity
can, therefore, be separated between system specific and nonspecific. These parts of the behavior are called system and token management respectively. That facilitates the formalization of
activity diagrams. The system defines the interaction between components and the token management specifies the behavior of each component. This interaction is given in the UML diagram
by edges and priorities. The translation from UML activity into model-checker languages ensures a total transition relation for elements that have a related execution according to the UML
standard. Edges represent a bidirectional relationship between components. The transition from
source node to target node is called forward transition. It is triggered after finishing the execution
of a component. In contrast, the transition from target node to source node is called backward
transition. It is triggered when the flow processing is finished (see previous section).
The token management specifies the beginning, the end and the result of a component execution. The token management is divided into the processes: incoming, calculate and outgoing.
Incoming specifies the receiving of tokens as well as the beginning of the execution. Calculate
defines the execution duration in machine cycles, which is given in the model. Outgoing specifies
the firing process after the execution.

5.1

Timed Automata (TA)

TA was proposed in [1] as a formal language to model the behavior of real-time embedded
systems. The UPPAAL model checker can verify safety and liveness properties from systems
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modeled using TA. In order to transform a UML activity into a TA, the behavior of the system
is formalized in terms of TA by the system TA (Figure 5b) and the token management is formalized by three TAs incoming, calculate and outgoing (Figure 5a, 5c, 5d). These three TAs are
instantiated for each vertex in the graph.

(a) incoming TA

(c) calculate TA

(d) outgoing TA

(b) system TA (corresponding to the flow graph of figure 4b)

Figure 5: TA-model for the specification of UML activities. The channels idn In of the system
TA are connected to the channel setIncoming of the corresponding incoming TA as well as the
channels Idn Out are connected to the channel setOutgoing of the corresponding outgoing TA.
The incoming TA is responsible for receiving tokens through the setIncoming channel triggered within the system TA. The number of received tokens is saved in the variable inT. If this
variable reaches the required number of tokens, inTokens, the incoming TA informs the calculate
TA via the execute channel and changes to the waiting state. During this state, incoming tokens
can still be received. In case that the required number of tokens for execution is reached again,
the execute signal is sent once the current execution is finished. The finish signal is sent from
the outgoing TA, which indicates that all outgoing transitions have been fired. The calculate TA
models the time that a node needs to be executed by using a clock variable. After the execution,
the calculate TA notifies the outgoing TA via the channel ready, which changes to the state fire.
In case that there are tokens to be fired, the outgoing TA changes to the state, wait. This TA stays
in the wait state until there is a transition that synchronizes with the channel setOutgoing. After
firing all tokens, the TA returns to the state idle notifying the incoming TA that the firing process
is finished.
The system TA (Figure 5b) is composed of states, which indicate the receiving of tokens and
the activation of a node (but not its execution), and transitions, which consist in forward transitions (e.g. id0 to id1) and backward transitions (e.g. id1 to id0). The state idn Inc indicates only
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that an incoming has been received and state idn indicates the activation. The representation of
one vertex of the flow graph using two states in the system TA is because double synchronization
is not allowed in one transition. The double synchronization is carried out by sending and receiving of setOutgoing within the system TA via channels idn Out. This synchronization reduces
the possible transitions, thereby decreasing the complexity in the model checking.
Forward transitions are divided in two transitions. The first transition (e.g. id0 to id1Inc)
synchronizes the system TA (channel idn Out) with the outgoing TA (channel setOutgoing) of
the source state (e.g. id0) according to the given priority, idn OutT . This priority is determined
by the corresponding outgoing TA via the variable outT. The second transition (e.g. id1Inc to
id1) synchronizes the system TA (channel idn In) with the incoming TA (channel setIncoming) of
target state (e.g. id1). By contrast, backward transitions are synchronized with the setOutgoing
of their target state (e.g. id0). Backward transitions are enabled only if the source state (e.g. id1)
is finished with firing, which is indicated by the flag, idn Busy. This flag is set in the incoming TA
via the variable busy.

5.2

NuSMV Language

The NuSMV language allows the modeling of finite state systems using case structures and
Boolean operations. Table 1 shows the rules for transformation of a flow graph into the NuSMV
language. In order to specify UML activities, system and token management are described separately.
Table 1: Transformation Rules of flow graphs into NuSMV language
1

For every x ∈ Vertex
VAR

INIT


xInT : 0..maxTokens

2

3

4

xInT =

1
0

i f v = root
otherwise

xOutT : 0..maxTokens
xOutT = 0
xC: -1..xR -- ”WCET”
xC = -1
For every x ∈ Vertex
DEFINE
xReady := (xInT < ReqTokens |
xOutT = xMaxOutgoings + 1)
ASSIGN
next(system) :=
case
system = root : x0; -- ”Initial state”
For edge z ∈ Egde z = (x, y, p)
system = x & xOut = p: y -- ”FT”
system = y & yReady & xOut = p: x -- ”BT”
esac;
For every x ∈ Vertex
ASSIGN
next(xInT ) :=
case
-- ”finish”
system = x & xOut = 1 : xIntT − ReqTokens

5

6

For edge z = {y ∈ Vertex|z = (y, x)}
-- ”receiving tokens”
system = z & zOutT = 1 : xIntT + 1
esac;
For every x ∈ Vertex
ASSIGN
next(xC) :=
case
xC = xR : -1 -- ”idle”
system = x & xC! = 1 : xC + 1 -- ”execution”
-- ”start”
system = x & xInT ≥ ReqTokens & xOutT : 0
esac;
For every x ∈ Vertex
ASSIGN
next(xOutT ) :=
case
system = x & xC = xR : 1 -- ”start”
-- ”finish”
system = x & xOut = xMaxOutgoings + 1 : 0
For edge z = {y ∈ Vertex|z = (x, y)}
-- ”firing”
system = z & zReady & zOutT = xP: xP + 1
esac;

The space of states of the system is determined by a state variable, which corresponds to the
vertices of the graph plus a root state (Rule 3). Using a case statement, the behavior of the system
is specified by defining transitions (Rule 3). Forward transitions (FT) are triggered according
to the priority value p. Backward transitions (BT) are triggered at the end of the firing process,
which is determined by the Boolean variable xReady (Rule 2).
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Incoming tokens, outgoings tokens and the execution time are defined as integer variables
named xInT, xOutT, and xC respectively. Incoming and outgoing variables are limited and range
from 0 to the maximum number of tokens that can be saved by an UML element. Note that the
maximum value has to be greater than the required number of tokens for the execution (Rule 1).
The range of the clock variable is from -1 to the WCET value given in the model. The NuSMV
language only enables changes to the value of variables by using case structures. Hence, a case
structure has to be defined for each variable. The incoming structure specifies that xInT has to
be incremented by one after triggering off the corresponding FT and decreased by the number of
consumed tokens (ReqTokens) after the execution (Rule 4).
Within the calculate structure, the execution clock (xC) is incremented by one while the system
is in the respective state (Rule 5). After the clock reaches the WCET value (xR), the calculate
structure switches to an idle state denoted by the value -1. It remains in the idle state until
the node is executed again after receiving a new set of tokens. The outgoing structure defines
which transition has to be fired (Rule 6), which is taken into account in the system structure. The
first transition of the outgoing structure, value 1, is triggered after the clock reaches the WCET
value. The following transitions are triggered consecutively once the processing of the current
transaction is finished indicated by the xReady. The last value triggers the corresponding BT.

6
6.1

Experimental Evaluation
Performance Evaluation

UML activities have been selected as input data to evaluate the performance of the proposed tool
chains (mapping + model checker) using UPPAAL and NuSMV. The input of the tools is automatically generated based on the two translations introduced in the section 5. The performance
is evaluated by measuring the verification time of deadlock freedom (Formula 1 for UPPAAL
and formula 2 for NuSMV). These formulas evaluate whether the final state is reached, which
represents the finalization of an activity. An average value is obtained using 10 measures.
E <> id f inal Cal.calculate

(1)

EF(system = id f inal & id f inal C = 0) (2)

The model checking experiments were run on a Windows 7 PC with a 3.07GHz Intel Core i7
CPU and 6 GB of memory. A set of 30 activities has been created to cover a wide spectrum of
model characteristics: number of vertices [1, 224], number of edges [0,290], abstraction levels
[1, 5] and with or without deadlocks. This allows the comparison of the performance in relation
to the variation of these characteristic (e.g. the performance by increasing the number of actions).
The selected activities are created based on test models used for testing the DMOSES method.
The difference between UPPAAL and the NuSMV begins to become evident in relatively
small activities with only 11 vertices. While UPPAAL requires 0.08 seconds to verify the formula 1, NuSMV requires 2221.77 seconds (Figure 6). The verification time is the determined by
the average of the verification (average) time of activities with the same number of vertices. All
actions have the same execution time (1 cycle). Thus, the performance can be evaluated independent of the execution time. Analyzing the translation from UML into NuSMV, we conclude
that the increase in the state space is directly proportional to the number of the incoming and
outgoing edges of an action. This happens because these parameters are represented by integer
variables. Each value that these variables can take increases the state space of the FSM.
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(a) UPPAAL

(b) NuSMV

Figure 6: Verification performance of the two presented translations from UML activities
In order to evaluate the verification performance in relation to the values of execution time
variable, the cycles of one action are varied from 1 cycle to 1000 cycles. The relation between
the cycles and the state space is depicted in figure 7a. The increase of the cycles influences
the state space and, as a consequence, raises the verification time as shows figure 7b. The same
experiment was performed using UPPAAL. No changes in the performance are evident, since the
execution time is realized in one step that changes the value of the clock from 0 to the maximal
time. The above mentioned conclusion can be generalized for the time execution as well, because
the time, incoming and outgoings are represented as integer variables.

(a) Reachable State

(b) Performance

Figure 7: Impact on the state space and performance of NuSMV due to the WCET of one action
In the UML activity semantics, numerical variables are required to describe execution time
and multiple tokens in the activity diagram. Thus, data overwriting and timing behavior can
be verified. The results show that the tool chain using UPPAAL achieves a better verification
performance than the tool chain using NuSMV for UML activity diagrams. The difference of
performance is caused by the different ways of managing integer variables in the two model
checkers. In NuSMV, there is a proportional relation between the variables and the state space.
This influences the model checking performance. UPPAAL, therefore, shows a clearly better
performance than NuSMV when these kinds of variables are necessary.
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6.2

Verification of systems requirements

The verification method proposed in this paper has been used to verify an optical tracking system for navigation aided liver biopsy taking into account medical workflows [6]. In this work,
the presented verification approach has been applied to an infusion pump. An infusion pump is
used to administer medicaments or nutrients into a patient’s circulatory system. This medicament/nutrients infusion is classified as a safety-related system since errors in the functionality of
the system can lead to degradation of the patient’s health or even his death. The control system
of the infusion pump is modeled using UML models and generated by using the DMOSES tool.
The design is targeted to an ARM7 processor (LPC2368).

Figure 8: UML models used for the development of an infusion pump using DMOSES
The volume per hour (VH) in mL\h is set by the user using a keyboard. This value is translated
into a motor frequency. A display shows the selected value of VH and the currently injected
volume. In order to ensure a safe behavior, the system contains additionally sensors that monitor
the current behavior of the pump. These sensors measure the velocity of the motor, battery level,
and the position of the injection. Using the sensors, the control system can verify if the infusion
process is following the specified settings. In case of a failure, the system reacts in a way so
that the patient cannot be injured (e.g. alarm, stopping the motor). Figure 8 presents the highest
abstraction level on the top and the detailed function of the Motor control on the bottom. The
system starts with the user input of the VH. This value is read and verified according to given
requirements in Input Processing. After the verification, the data is processed by the action
System Control. This action does not only consider the input data but also the status of the
system. The action Pump calculates the frequency of the motor and verifies the resulting value
against to motor requirements. The Motor driver sets the motor’s frequency by writing in the
corresponding registers of the processor when the interrupt Motor isr is triggered.
The activity Infusion Pump can fire the event KVO (keep vein open) via an accept action.
The KVO represents a slow infusion that provides enough fluid flow to keep the end of the
catheter from clotting off. In some error cases, the motor has to run in a KVO frequency. The
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corresponding value for the motor is calculated within the System Control. If the send action
is processed by the same flow that has begun by the accept action, the event will never be sent.
This happens because the accept action is waiting for an event and the send action is waiting
for a token. This leads to a deadlock. If both hierarchical levels are not examined together, it is
impossible for the developer to identify the deadlock. In larger and more complex system, this
task can become very difficult and error prone if done by manual verification. In this system, the
KVO event is sent in different points of the system (e.g. in Motor control). The diagrams present
parameter sets that are represented by the marked pins. Parameter sets allows grouping of pins
and to execute different functionalities according to the set. For example, the value measured
by the motor’s sensor is processed by the Motor control without waiting for tokens in the other
inputs. Therefore, the parameter sets have a OR function assigned to them in the flow graph.
Liveness and safety requirements have been verified for the Infusion Pump example (Figure
8). The flow graph of this system contains 200 vertices and 288 edges. Due to the previous
performance results and the size of the model, the system requirements have only been verified
using the UPPAAL. The formula 3 shows an example of a safety requirement. This requirement
evaluates whether the motor runs with the frequency corresponding to KVO level after the battery
reaches the minimal value. The wait state belongs to the outgoing TA and the evaluating state
belongs to the incoming TA. This formula is true if the execution of the action, idbatMin , implies
the execution of the action, idsetKVO . The average verification time of this formula is 0,7 seconds.
E <> idbatMin Out.wait and idsetKVO In.evaluating

7

(3)

Conclusion

This work presented an approach to integrate model checking into DMOSES, a model-driven
development approach for embedded systems. This MDD method has been extended in order
to allow automatic verification of UML models and can be downloaded in www.dmoses.org.
The translation between these models into model checker’s input notation is carried out by an
indirect metamodel transformation based on flow graphs. We proposed two ways to specify
UML activities by using Timed Automata and the NuSMV languages. In order to choose the
most adequate verification tool for the extended UML activity, we realized an empirical study to
evaluate the performance of tool chains that use UPPAAL and NuSMV. The results demonstrated
that UPPAAL achieves a considerable better performance than NuSMV. This is attributed to the
fact that there is a proportional relation between the variables and the state space in the NuSMV
translation. Such variables represent execution time and multiple tokens and are required for the
verification of embedded systems. Although NuSMV has been used to verify UML activities
in several approaches, the presented comparison clearly showed that the limitations of NuSMV
significantly compromise the verification performance of these UML models. In order to extend
the comparison, some works about the improving the variable’s managements of NuSMV such
as [4] may be used in future studies. The UPPAAL model checker was used to verify safety and
liveness properties in a infusion pump. This device has been developed by using the DMOSES
method. In future works, we will extend the proposed formal description to interconnected UML
activity and state machines as well as the optimization step to improve the analysis of multiple
hierarchical levels. Furthermore, we plan to include the best case execution time (BCET) and
WCET in order to evaluate the entire working timing range.
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Abstract: The four-variable model of software-controlled embedded systems [PM95]
has been used successfully in safety-critical applications. The model does not explicitly specify the software requirements, but rather bounds them by specifying the
system requirements and the input and output hardware interfaces of the system.
The software engineers are left with the problem of how to construct software that
satisfies the system requirements and hardware interfacing constraints. After formalizing the properties of acceptable system and software implementations using
the demonic calculus of relations, we provide (i) necessary and sufficient conditions
for the existence of an acceptable software implementation and (ii) a mathematical
characterization of the software requirements in terms of their weakest specification.
Keywords: safety-critical, requirements, specification and refinement, verified system development, four-variable model, demonic calculus of relations

1

Introduction

Many safety-critical applications control physical processes. Examples of such applications are
avionics, medical devices, nuclear reactors, or automotive controls. A typical safety-critical system that controls a physical process is an embedded system that has sensors, actuators, and a
controller. The sensors are used for measuring quantities in the physical process. Based on these
measurements, the controller commands the actuators to manipulate the process. The purpose of
the controller is to maintain certain properties in the physical process. The controller usually is a
digital computer that runs the control software. Understanding the behaviour of, and the interaction between, the process, sensors, actuators, and controller is important for the development of
correct and safe systems. The four-variable model proposed by Parnas and Madey [PM95] helps
to clarify the behaviour of, and the boundaries between, the physical process, sensors, actuators,
and the control software.
In the four-variable model (Figure 1) the relation REQ represents the system requirements. At
the system requirements level, the system is seen as a black-box that relates physical quantities
measured by the system, called monitored variables, to physical quantities controlled by the
system, called controlled variables. For example, monitored variables might be the pressure and
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Figure 1: The four-variable model

temperature inside a nuclear reactor while controlled variables might be a visual alarm displayed
on the operator’s screen as well as the trip signal that initiates the shutdown of the reactor;
whenever the temperature or pressure reach abnormal values, an alarm message is displayed on
the screen and the shutdown procedure of the reactor is initiated. The sets of monitored and
controlled variables are denoted by M and C, respectively. Relation NAT defines the natural
constraints imposed on the system by the physical environment, such as the maximum climb rate
of an aircraft.
A system implementation is given by the sequential composition of the relations IN, SOF, and
OUT. Here, IN models input hardware functionality (sensors and analog-to-digital converters)
and relates the monitored variables to the input variables of the software, stored in the input
registers of the computer. Relation OUT models output hardware functionality (digital-to-analog
converters and actuators) and relates the output variables of the software to their corresponding
controlled variables. The output variables are the contents of the output registers of the computer.
The sets of input and output variables are denoted by I and O, respectively. The relation SOF,
relating input variables to output variables, describes the (possible) behaviour of the control
software, including the input/output device drivers.
The relations NAT and REQ are described by domain experts. The system designers must then
allocate the system requirements between hardware and software, and describe IN and OUT.
The software designers determine SOF and verify whether it meets the constraints imposed by
NAT, REQ, IN, and OUT. To account for measurement errors in the sensors, sampling and quantization errors in the analog-to-digital and digital-to-analog converters, and tolerances on the
system requirements, NAT, REQ, IN, OUT, and SOF are, in general, mathematical relations and
not functions. In the sequel, the words relational and functional will be used with their mathematical meaning in mind, e.g. functional refers to mathematical functions and not to functional
requirements.
The system view adopted in the four-variable model has several advantages. The four-variable
model establishes a mathematical basis for the documentation of the system requirements and
design, including the software design. This is essential for the development and evaluation of
correct software, especially in safety-critical applications. Moreover, clarifying the boundaries
between the controlled physical process, software, and input and output hardware increases the
robustness of the system in the face of change. Since REQ is given only in terms of physical
variables, the system requirements are not affected by changes in the input or output hardware.
However, SOF will typically need to be revised every time REQ, IN, or OUT change. Considering that changes in the system requirements as well as changes in the hardware interfaces
Proc. AVoCS 2013

2 / 15

ECEASST

arise often in the early stages of the system development, the task of constructing SOF can become repetitive and, thus, even more demanding. An important question for software engineers
to ask themselves before investing resources in a detailed implementation and verification is
whether, given the system requirements and hardware interfaces as currently specified, an acceptable software implementation exists. A positive answer to this question would allow the
software engineers to proceed with designing a software implementation having the confidence
that their efforts are not destined to fail from the start. In the case when no acceptable solution
exists, the next step would be to understand why and determine what needs to be changed in
REQ, IN, or OUT in order for a software implementation to be possible.
Another question to consider is what are the software requirements? The four-variable model
does not explicitly specify the software requirements, but rather bounds them by specifying the
system requirements and the input and output hardware interfaces of the system. The software
engineers are left with the problem of how to construct software that satisfies the system requirements and input/output interfacing constraints. Extracting software requirements from system
requirements in the four-variable model is “often an exercise in frustration” [MT01]. Reiterating
that changes to REQ, IN, OUT are likely to occur frequently in the early stages of the project
lifecycle, an automated method for deriving the software requirements would be a significant
advantage. Moreover, a mathematical characterization of the software requirements would offer
a sound starting point for the software design process.

1.1

Related work

Methods for asserting the existence of a software implementation in the four-variable model have
not received much attention in the literature. Of the few examples, Lawford et al. [LMFM00]
give, without proof, a necessary condition for the existence of SOF in a functional variant of the
four-variable model. In support of their claim, an example is presented where a pressure sensor
is read by software and a reactor shutdown is initiated whenever the pressure value rises above
a setpoint. It is shown with the help of the theorem prover PVS that in the particular conditions
of the example no discrete implementation can meet the requirement. In the context of real-time
systems, Hu et al. [HLW09] address in a functional four-variable model the ability of a software
implementation to meet continuous-time requirements, such as the detection of physical events
that have been enabled for a predefined amount of time, called sustained events. Necessary and
sufficient existence conditions for SOF are given for different assumptions made about the access
of the software to the time of the environment.
Heimdahl et al. [HT00] address the derivation of software requirements from system requirements in the four-variable model. They start with a high-level model of the system requirements
that is iteratively refined by adding more detail as the system becomes better understood. Eventually a detailed software requirements specification is obtained. During each iteration, the specification is executable and the NIMBUS environment is used to run the specification together
with executable models of the physical environment, sensors, and actuators. Essential to this approach is the structuring of the software specification SOF to mimic the structure of REQ. This is
achieved by splitting SOF intro three subrelations that model input device drivers, output device
drivers, and respectively the part of the software requirements that describes the functionality
required by REQ. The idea is based on Parnas’ information hiding principle to prevent changes
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in one place of the system from propagating throughout the entire system. Similar structuring of
SOF is described in [BH00, MT01, WL06]. In our approach, SOF includes the device drivers
and a decomposition such as the one just mentioned can be performed once we know that a
software implementation really exists.
In this paper we address the need for existence conditions of a software implementation in
the general, relational case of the four-variable model. If a software implementation exists,
its weakest specification can be “calculated” using the demonic calculus of relations. This approach is orthogonal to the simulation-based approach of Heimdahl et al. [HT00]; both can be
used for increased confidence in the system being developed. In Section 2 we introduce the
demonic calculus of relations and present two new theoretical results for the existence of left
and right demonic factors. In Section 3 we formalize the properties of acceptable system and
software implementations, giving a stronger definition for the acceptability notion of Parnas and
Madey [PM95]; this stronger definition explicitly rejects system behaviours that are not physically meaningful. Necessary and sufficient conditions for the existence of an acceptable software
implementation are given in Section 4, along with a mathematical characterization of the weakest
software specification.

2

Mathematical preliminaries

A relation R from a set A to a set B is a subset of the cartesian product A × B. In other words,
R is a subset of the set of all ordered pairs (a, b), where a ∈ A and b ∈ B. As customary in
higher-order logic, a relation can also be viewed as a binary predicate, that is, as a function of
type A → B → bool. This allows us to use currying and write R a b to denote (a, b) ∈ R, or
R a = {b ∈ B | R a b} to denote the image set of a under the relation R.
Some elementary operations involving a relation R ⊆ A × B are:
• domain of R: dom (R) = {a ∈ A | ∃b ∈ B. R a b}
• range of R: ran (R) = {b ∈ B | ∃a ∈ A. R a b}
• converse of R: R` = {(b, a) ∈ B × A | R a b}
• complement of R: R = {(a, b) ∈ A × B | ¬R a b}

C

For any two sets A and B, the relation A,B = {(a, b) ∈ A × B | true} is the universal relation
between A and B while A,B = {(a, b) ∈ A × B | false} is the empty relation between A and B.

D

2.1

Angelic relation algebra

The intersection of two relations P ⊆ A × B and Q ⊆ A × B is the relation P ∩ Q = {(a, b) ∈
A × B | P a b ∧ Q a b}. Their union is P ∪ Q = {(a, b) ∈ A × B | P a b ∨ Q a b}. The relation P
is contained in the relation Q, written P ⊆ Q, if and only if ∀a ∈ A. ∀b ∈ B. P a b =⇒ Q a b.
Relational containment (or inclusion) is a partial order.
The composition of two relations P ⊆ A × B and Q ⊆ B ×C is the relation:
P ,. Q = {(a, c) ∈ A ×C | ∃b ∈ B. P a b ∧ Q b c}
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The precedence of the relational operators introduced so far is as follows: the unary operators
and are evaluated first; the binary operator ,. is evaluated next; the binary operators ∩ and ∪
are evaluated last.
The following subrelations of a relation P ⊆ A × B are obtained by restricting the domain or
range of P to the domain of another relation:
`

• the subrelation of P obtained by restricting the domain of P to the domain of a relation
R ⊆ A ×C is P dom(R) = P ∩ R ,. C,B

C

• the subrelation of P obtained by restricting the domain of P to the range of a relation
R ⊆ C × A is: P ran(R) = P ∩ R` ,. C,B

C

• the subrelation of P obtained by restricting the range of P to the domain of a relation
dom(Q)
= P ∩ A,C ,. Q`
Q ⊆ B ×C is P

C

In the sequel, in addition to the abstract algebraic representation customary in the relation algebra literature, we will also use whenever possible the set-theoretic representation along with
the above abbreviations for the domain or range restrictions of a relation. Each style provides
different insight into the meaning of the relational operators introduced.
The relational composition and inclusion operations induce two residuation operations: the
left and right residuals [SS93, Fra95, BKS97, Kah03]. Assuming two relations R ⊆ A × C and
Q ⊆ B × C, the left residual of R by Q, denoted R/Q, is the largest solution of the inequality
X ,. Q ⊆ R, where the unknown is relation X ⊆ A × B:
X ,. Q ⊆ R ⇐⇒ X ⊆ R/Q
The value of the left residual of R by Q is:
R/Q = R ,. Q` = {(a, b) ∈ A × B | ∀c ∈ C. Q b c =⇒ R a c} = {(a, b) ∈ A × B | Q b ⊆ R a}
Given two relations R ⊆ A ×C and P ⊆ A × B, the right residual of R by P, denoted P\R, is the
largest solution of the inequality P ,. X ⊆ R, where the unknown is relation X ⊆ B ×C:
P ,. X ⊆ R ⇐⇒ X ⊆ P\R
The value of the right residual of R by P is:
n
o
`
`
P\R = P` ,. R = {(b, c) ∈ B ×C | ∀a ∈ A. P a b =⇒ R a c} = (b, c) ∈ B ×C | P b ⊆ R c
The precedence of / and \ is the same as the precedence of the relational composition. The
residuation operations are loosely analogous to division of natural numbers and the values of the
residuals are a form of quotient. The left residual R/Q can be understood as what remains on the
left of R after R is “divided” by Q on the right. Dually, the right residual P\R is what remains
on the right of R after “dividing” R by P on the left. Hoare and He [HH86] were among the first
to advocate the importance of the relational residuals to software development. They called the
left residual R/Q the weakest prespecification of program Q to achieve specification R; the right
residual P\R was called the weakest postspecification of program P to achieve specification R.
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The relational operators introduced so far have been used in the literature to formalize so
called angelic semantics. In such semantics, a behaviour that terminates is found whenever
one is possible. Demonic semantics is the opposite approach, where a behaviour that does not
terminate is found whenever one is possible. In the development of safety-critical systems it is
always wise to plan for the worst, therefore the demonic approach is more suitable.

2.2

Demonic relation algebra

We now introduce the demonic relational operators that will be used in the paper. New theoretical
results are also presented in this section for the existence of demonic left and right factors; these
results will be used later for giving necessary and sufficient conditions for the existence of a
software implementation in the four-variable model. An overview of the demonic calculus of
relations can be found in [DMN97, Kah03].
A relation P ⊆ A × B is a demonic refinement of a relation R ⊆ A × B, written P R, if
and only if P dom(R) ⊆ R and dom (R) ⊆ dom (P). We will use the demonic refinement as
a partial order on specifications. Consider the relations R = {(a1 , b1 ), (a1 , b2 ), (a2 , b2)}, Q =
{(a1 , b1 ), (a2 , b1 ), (a3 , b3 )}, and P = {(a1 , b1 ), (a2 , b2 ), (a3 , b2 ), (a3 , b3 )}. Here, P refines R, but
Q does not refine R because (a2 , b1 ) ∈
/ R.
The demonic composition of a relation P ⊆ A × B with a relation Q ⊆ B × C is the relation
P 2Q ⊆ A ×C defined as:

E

P 2Q = P ,. Q ∩ P ,. Q ,.

CC,C = {(a, c) ∈ A ×C | (a, c) ∈ P ,. Q ∧ P a ⊆ dom (Q)}

Demonic composition is the same as the angelic composition when P is univalent (i.e., a total or
partial function) or when Q is a total relation. Demonic composition has the same precedence
as the angelic composition. Consider the following relations: P = {(a1 , b1 ), (a1 , b2 )} and Q =
{(b1 , c1 )}. Then P ,. Q = {(a1 , c1 )}, whereas P 2Q = A,C . Allowing specifications P ,. Q where
dead paths such as (a1 , b2 ) are possible is not suitable for safety-critical systems.
Analogous to angelic composition and inclusion, demonic composition and demonic refinement induce the residuation operations called demonic residuals. The demonic left residual of a
relation R ⊆ A ×C by a relation Q ⊆ B ×C, denoted R Q, is the largest solution with respect to
of the inequality X 2Q R, in which X ⊆ A × B is the unknown:

D

E

X2

I

E
Q E R ⇐⇒ X E R I Q

A demonic left factor X of R through Q does not always exist. As such, the demonic left residual
R Q is not always defined. For example, if Q = B,C and R 6= A,C , then X 2Q = A,C for any
X ⊆ A × B, in which case X 2Q is not a demonic refinement of R and R Q is undefined. If the
demonic left residual is defined, then its value is:

I

D

I

R Q = R/Q ∩

CA,C ,. Q

`

= (R/Q)

D

I

D

dom(Q)

We now state and prove a necessary and sufficient condition for the existence of a demonic left
factor and, therefore, for the definedness of the demonic left residual.
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Lemma 1 Given two relations R ⊆ A × C and Q ⊆ B × C, there exists a demonic left factor
X ⊆ A × B such that X 2Q R if and only if ∀a ∈ dom (R). ∃b ∈ dom (Q). Q b ⊆ R a.

E

Proof. “=⇒” direction: (∃X. X 2Q
∃X. X 2Q

ER

=⇒ hby definition, if X 2Q

I

ER
=⇒ hdefinition of Ei

E R) =⇒ ∀a ∈ dom (R). ∃b ∈ dom (Q). Q b ⊆ R a

E R admits a solution, then R I Q also is a solutioni

(R Q) Q
2

I
=⇒ dom (R) ⊆ dom (R I Q)

dom (R) ⊆ dom ((R Q) 2Q)

I

=⇒ ∀a ∈ dom (R). ∃b ∈ B. (a, b) ∈ R Q

I

=⇒ hvalue of R Qi
∀a ∈ dom (R). ∃b ∈ dom (Q). Q b ⊆ R a

“⇐=” direction: (∀a ∈ dom (R). ∃b ∈ dom (Q). Q b ⊆ R a) =⇒ ∃X. X 2Q

ER

∀a ∈ dom (R). ∃b ∈ dom (Q). Q b ⊆ R a

I

=⇒ hvalue of R/Q & value of R Qi

I

∀a ∈ dom (R). ∃b ∈ dom (Q). (a, b) ∈ R Q

I
=⇒ ∀a ∈ dom (R). ∃b ∈ B. (a, b) ∈ R I Q ∧ ∃c ∈ C. Q b c
=⇒ ∀a ∈ dom (R). ∃b ∈ B. (a, b) ∈ R Q ∧ b ∈ dom (Q)
=⇒ hdefinition of 2i

I

∀a ∈ dom (R). ∃c ∈ C. ((R Q) 2Q) a c

I

=⇒ dom (R) ⊆ dom ((R Q) 2Q)

I

((R Q) 2Q)

dom(R)

I

(1)

⊆R

⇐⇒ ∀a ∈ dom (R). ((R Q) 2Q) a ⊆ R a
⇐⇒ hunfolding ⊆i

I

∀a ∈ dom (R). ∀c ∈ C. ((R Q) 2Q) a c =⇒ R a c
⇐⇒ hunfolding 2

and ,.i

I

∀a ∈ dom (R). ∀c ∈ C. ∃b ∈ dom (Q). ((R Q) a b ∧ Q b c) =⇒ R a c

I

I

⇐⇒ hvalue of R Q & value of R Qi
∀a ∈ dom (R). ∀c ∈ C. ∃b ∈ dom (Q). ((Q b c =⇒ R a c) ∧ Q b c) =⇒ R a c
⇐⇒ hmodus definedi
∀a ∈ dom (R). ∀c ∈ C. ∃b ∈ dom (Q). R a c =⇒ R a c
⇐⇒ true
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∀a ∈ dom (R). ∃b ∈ dom (Q). Q b ⊆ R a
=⇒ h(1) & (2)i

I

I

dom (R) ⊆ dom ((R Q) 2Q) ∧ ((R Q) 2Q)
=⇒ hdefinition of

I

(R Q) Q
2

=⇒ ∃X. X 2Q

Ei

dom(R)

⊆R

ER

ER

Several necessary and sufficient conditions
of the demonic left residual can
 for the existence

dom(Q)
be found in the literature: dom (R) ⊆ dom (R/Q)
in [DBS+ 95, Fra95]; or, dom (R) ⊆
dom ((R/Q) ,. Q) in [DMN97, Kah03]. It can be shown that these conditions are, indeed, all
equivalent to our condition in Lemma 1.
The demonic right residual of a relation R ⊆ A × C by a relation P ⊆ A × B, denoted P R,
is the largest solution with respect to of the inequality P 2X R, in which X ⊆ B × C is the
unknown:

E

P 2X

J

E

E R ⇐⇒ X E P J R

Similarly to the demonic left factor and demonic left residual, the demonic right factor X of R
through P and, therefore, the demonic right residual P R, do not always exist. If P R does
exist, then its value is:

/ 
`


P R = (P ∩ R ,. C,B ) \R ∩ (P ∩ R ,. C,B ) ,. A,C = P dom(R) R

J

J

C

C

J

C

ran P

dom(R)

We now give and prove a necessary and sufficient condition for the existence of a demonic right
factor and, therefore, of the demonic right residual.
Given two relations R ⊆ A × C and P ⊆ A × B, there exists a demonic right factor



`
X ⊆ B ×C such that P 2X R if and only if ∀b ∈ ran P dom(R) . ∃c ∈ C. P dom(R) b ⊆ R` c
and dom (R) ⊆ dom (P).
Lemma 2

E

Proof. Similar to the proof of Lemma 1.
The existence conditions for the demonic right residual presented in the literature [Fra95,
DBS+ 95, Kah03] /
can all be brought to the following common form: dom (R) ⊆ dom
/ (P) and
.
,
B,C ⊆ P dom(R) R
C,C . The latter expression requires the residual P dom(R) R to be
total, which is a sufficient condition for the existence of P R; it is not clear if it is also a
necessary condition. The demonic residuals have the same priority as their angelic counterparts.
Examples of angelic and demonic residuals are depicted in Figure 2. In this figure, the angelic
residual R/Q allows the dead path (a1 , b2 ), whereas the demonic residual R Q does not allow
any dead paths. Moreover, if seen as specifications, both demonic residuals in the figure are less

C

C

J

I
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R

a1
a2
R/Q

b1
b2

c1
c2

a1
a2

Q

R Q

R

I

c1
c2
b1
b2

Q

R

a1
a2
P

b1
b2

c1
c2

R

a1
a2

P\R

P

b1
b2

c1
c2

J

P R

Figure 2: Examples of angelic and demonic residuals.

J

restrictive than the angelic residuals; for example, P\R, but not P R, asks its implementations
to produce an output for b2 , which is not an input of interest anyway.
Two relations P ⊆ A × B and Q ⊆ A × B are compatible if and only if dom (P) ∩ dom (Q) ⊆
dom (P ∩ Q). The demonic refinement partial order induces a complete join-semilattice [DMN97,
Kah03]. In this paper we will be using the meet operation of this semilattice, or the demonic intersection. The demonic intersection of two relations P ⊆ A × B and Q ⊆ A × B is defined if and
only if P and Q are compatible. If the demonic intersection of P and Q is defined, its value is:

G

P Q = (P ∩ Q) ∪ P ∩ Q ,.

G

CB,B



∪ P ,.

CB,B ∩ Q



= (P ∩ Q) ∪ P

dom(Q)

∪Q

dom(R)

The precedence of is the same as that of ∩. Let P = {(a1 , b1 ), (a2 , b1 ), (a2 , b3 )} and Q =
{(a2 , b2 ), (a2 , b3 ), (a3 , b3 )}. Then P Q = {(a2 , b3 ), (a1 , b1 ), (a3 , b3 )}.

3

G

Software and system acceptability

What conditions must a software implementation satisfy to be acceptable? A first intuition is that
an acceptable software imlpementation must be part of an acceptable system implementation. In
this section we formalize the properties of acceptable system and software implementations. The
starting point is system requirements that obey the physical laws of the environment.
In Parnas and Madey [PM95], the system requirements REQ are feasible with respect to NAT
if and only if the following conditions are both satisfied:
dom (NAT ) ⊆ dom (REQ)

(3)

dom (NAT ∩ REQ) = dom (NAT ) ∩ dom (REQ)

(4)

These conditions do not imply computability, nor that an implementation of the system requirements is even practical. The intention of the authors was for the feasibility conditions to allow
only required behaviours (as described by REQ) that are allowed by the natural environment (as
described by NAT). Condition (3) means that the system requirements should specify behaviour
for all inputs that can arise. It can be assumed that the inputs that are outside the domain of NAT
will never occur. Condition (4) says that for each input in the common subset of their domains,
NAT and REQ should agree on at least one output. Together, conditions (3) and (4) postulate
that, for each possible input, the system requirements should ask the system to produce at least
one output that is physically meaningful. If (3) and (4) are not satisfied, then there will be no
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dom (NAT )

c1
m1
m2

NAT
REQ
SY S

c2
c3

dom (REQ)
Figure 3: System acceptability in [PM95].

possible system implementation. For the rest of the paper, it will be assumed that the system
requirements are feasible unless otherwise stated.
Parnas and Madey [PM95] define acceptability of software using the following condition:
NAT ∩ (IN ,. SOF ,. OUT ) ⊆ REQ

(5)

A system implementation SY S = IN ,. SOF ,. OUT is then acceptable if and only if it satisfies:
NAT ∩ SY S ⊆ REQ

(6)

These acceptability conditions are, however, not strong enough. Let us consider the relations
NAT, REQ, and SYS in Figure 3, where m1 , m2 are monitored variables and c1 , c2 , c3 are controlled
variables. These relations satisfy the conditions (3), (4), and (6). Therefore, according to [PM95],
the system requirements REQ are feasible with respect to NAT and the system implementation
SYS is acceptable although:
• (m2 , c3 ) ∈ NAT , (m2 , c3 ) ∈ REQ, and (m2 , c3 ) ∈
/ SY S. A system description SYS that does
not sense all the inputs in dom (NAT ) is deemed acceptable. It is mentioned elsewhere
in [PM95] that dom (NAT ) ⊆ dom (IN); this, however, does not ensure that dom (NAT ) ⊆
dom (IN ,. SOF ,. OUT ).
• (m1 , c2 ) ∈ SY S and (m1 , c2 ) ∈
/ NAT . A system description that allows outputs not physically possible is deemed acceptable. From an engineering perspective, such systems are
not realizable and it is important to reject early specifications that allow them. A similar
problem with the acceptability condition in [PM95] was found by Gunter et al. [GGJZ00].
In the remainder of the section, the conditions (5) and (6) will be strengthened using the
demonic calculus of relations, introduced in Subsection 2.2. Condition (4) of the system requirements feasibility is in fact equivalent to the compatibility condition of NAT and REQ because
dom (NAT ∩ REQ) ⊆ dom (NAT ) ∩ dom (REQ) is a tautology. Therefore, if REQ is feasible,
then NAT REQ is defined. In Figure 3, the demonic intersection will not allow (m1, c2) to be
part of SYS and will require (m2, c3) to belong to SYS, that is, NAT REQ = {(m1 , c1 ), (m2 , c3 )}.
NAT REQ captures that part of the system requirements that is physically meaningful.
We need to clarify at this point what it means for an implementation to satisfy a specification.
As a satisfaction concept, we choose the demonic refinement of relations, also known as “total
correctness” in the relation algebra literature, and introduced in Subsection 2.2. The interpretation of the demonic refinement is twofold. First, if a specification is defined for some input,

G

G
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A

R
P JR

P

B

D
RIQ

X

Q

C

Figure 4: Existence of a demonic mid factor

then nontermination is not allowed and the implementation must terminate with a result allowed
by the specification. Second, if the specification is not defined for some input, then nontermination or producing arbitrary results are both allowed for that input. Allowing arbitrary behaviour
outside the system requirements presents no danger since the domain of a feasible REQ encompasses all possible inputs allowed by NAT. We now redefine the acceptability notion of Parnas
and Madey [PM95] in the demonic calculus of relations.
Definition 1 A system implementation SYS is acceptable if and only if SY S

E NAT G REQ.

For an acceptable system implementation SYS, the demonic refinement, demonic intersection, and feasibility of system requirements ensure that dom (NAT ) ⊆ dom (NAT REQ) ⊆
dom (REQ) ⊆ dom (SY S). Consequently, an acceptable system implementation will sense all
the inputs that are physically possible; the inputs outside the domain of NAT can be assumed to
never happen. For the inputs that are physically possible, the system is asked to produce only
outputs allowed by the natural environment.
In Parnas and Madey [PM95], the system implementation is defined as SY S = IN ,. SOF ,. OUT .
As seen in Subsection 2.2, the angelic composition allows dead paths. Although angelic composition is used in the acceptability condition in [PM95], it is mentioned in the article that the
domain of an acceptable SOF must include all input values in I; this renders SOF a total relation, in which case IN ,. SOF = IN 2SOF. We claim that OUT must also see everything that
SOF produces, in which case SOF ,. OUT = SOF 2OUT . Therefore, we redefine the system
implementation to be SY S = IN 2SOF 2OUT . We can now define what an acceptable software
implementation is.

G

Definition 2 A software implementation SOF is acceptable if and only if IN 2SOF 2OUT
NAT REQ.

G

4

E

Existence of an acceptable software implementation

In the previous section we formalized what it means for a software implementation to be acceptable, but does such a software implementation exist at all? The mathematical question we ask
is, given relations NAT, REQ, IN, and OUT in the four-variable model, does a relation SOF exist
such that IN 2SOF 2OUT NAT REQ?
To reduce notational verbosity, we switch momentarily to using R to denote NAT REQ, P
for IN, Q for OUT, and X for SOF (Figure 4). We are interested in necessary and sufficient
conditions for the existence of a demonic factor X such that P 2X 2Q R. Demonic composition

E

G

G

E
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R

a1

d1
d2

a2

d3
Q

P

c3

b1
c2
c1

X

Figure 5: Diagonals are not sufficient for X

is an associative operation [BW93]: P 2 (X 2Q) = (P 2X) 2Q. Associativity of 2 indicates that
both diagonals AC and BD are necessary for X to exist. This suggests that the existence of the
diagonals might also be a sufficient condition. As it turns out, this is not the case. By applying
Lemma 2 in 4A, B, D, the necessary and sufficient condition for diagonal BD to exist is:

dom (R) ⊆ dom (P) ∧ ∀b ∈ ran P



.
∃d
∈
D.
P
dom(R)

`
dom(R)

`

b⊆R d

(7)

E

By definition, the largest relation, with respect to , for the diagonal BD is the demonic right
residual P R. The necessary and sufficient condition for the existence of diagonal AC is obtained
by applying Lemma 1 in 4A,C, D:

J

∀a ∈ dom (R). ∃c ∈ dom (Q). Q c ⊆ R a

E

(8)

I

The largest relation, with respect to , for the diagonal AC is the demonic left residual R Q.
While conditions (7) and (8) are both necessary for X, Figure 5 provides a counterexample to
the sufficiency of their conjunction. Condition (7) is satisfied because dom (R) ⊆ dom (P) and

`
P dom(R) b1 = {a1 , a2 } ⊆ R` d2 = {a1 , a2 }. Condition (8) is also satisfied because Q c1 =
{d1 } ⊆ R a1 = {d1 , d2 } and Q c3 = {d3 } ⊆ R a2 = {d2 , d3 }. However, if (b1 , c1 ) ∈ X, then a2 can
be connected to d1 via P 2X 2Q although (a2 , d1 ) ∈
/ R; similarly, if (b1 , c3 ) ∈ X, then a1 can reach
d3 via P 2X 2Q although (a1 , d3 ) ∈
/ R. Consequently, there is no relation X such that P 2X 2Q R,
although both (7) and (8) are satisfied. It is only when (c2 , d2 ) ∈ Q that there is an X = {(b1 , c2 )}
such that P 2X 2Q R. It can be seen in Figure 5 that d2 enjoys a special property: the amount of
“confusion” at the input of R to produce d2 is at least the same as the amount of “confusion” at

`
the input of P to produce b1 , that is, P dom(R) b1 = {a1 , a2 } ⊆ R` d2 = {a1 , a2 }. This suggests
that Q reaching points similar to d2 must be part of a necessary and sufficient condition for X to
exist.

E

E

Lemma 3 Given three relations R ⊆ A × D, P ⊆ A × B, and Q ⊆ C × D, there exists a demonic factor X ⊆ B × C such that P2X 2Q R if and only if dom(R) ⊆ dom (P) and ∀b ∈



`
ran P dom(R) . ∃c ∈ dom (Q). Q c ⊆ d ∈ D | P dom(R) b ⊆ R` d .

E
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Proof. The geometrical interpretation (Figure 5) of the associativity of 2 is that it does not matter
if we use the diagonal BD or the diagonal AC to arrive to the conditions for the existence of X;
the conditions are equivalent. As such, it suffices to use the diagonal BD and show that the
conditions in Lemma 3 are necessary and sufficient for X such that P 2 (X 2Q) R.

E

ER
⇐⇒ hby definition of Ji
∃X. X Q E P J R
∃X. P 2 (X 2Q)
2

J

⇐⇒ hby Lemma 1 applied in 4 B,C, D & P R defined =⇒ dom (R) ⊆ dom (P)i

J

J

dom (R) ⊆ dom (P) ∧ ∀b ∈ dom (P R). ∃c ∈ dom (Q). Q c ⊆ (P R) b



`



`
⇐⇒ dom (P R) = ran P dom(R) & (P R) b = d ∈ D | P dom(R) b ⊆ R d

J

J

dom (R) ⊆ dom (P)




∧ ∀b ∈ ran P dom(R) . ∃c ∈ dom (Q). Q c ⊆ d ∈ D | P

`
dom(R)

`



b⊆R d

Lemma 4 Given relations R ⊆ A × D, P ⊆ A × B, X ⊆ B ×C, and Q ⊆ C × D, if P 2X 2Q
then X P R Q.

E J I

Proof. For any X such that P 2 (X 2Q)
P 2 (X 2Q)

ER

E R,

E R we have that:

J

⇐⇒ hby definition of i
X 2Q

E PJR

I

⇐⇒ hby definition of i
X

E (P J R) I Q

Considering that demonic composition is associative, it is also the case that any X such that
(P 2X) 2Q R is a demonic refinement of the residual P (R Q) and that (P R) Q = P
(R Q). Therefore, we drop the parentheses and say that any solution of the inequality P 2X 2Q
R is, if it exists, a demonic refinement of the residual P R Q. In other words, this residual is
the largest solution, with respect to , of P 2X 2Q R.

I

E

J I

E

E

J I

J I

J
E

At this point we are ready to present the main results of the paper. The following theorem
states the necessary and sufficient conditions for the existence of an acceptable software implementation in the four-variable model (Figure 1).
Theorem 1 There exists an acceptable
software implementation SOF if and only if for any

input i ∈ ran IN dom(NAT GREQ) there exists an output o ∈ dom (OUT ) such that OUT o ⊆



`
`
c ∈ C | IN dom(NAT GREQ) i ⊆ (NAT REQ) c , and dom (NAT REQ) ⊆ dom (IN).

G
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Proof. Direct consequence of Lemma 3.
Following from Definition 2 and Lemma 4, we have that any acceptable software implementation, if it exists, is a demonic refinement of the residual IN (NAT REQ) OUT . As a result,
this residual is the least restrictive software specification, or the weakest software specification,
as it leaves open most software design options. The advantage of having a relation algebraic
characterization for the software requirements is twofold. First, given finite relations NAT, REQ,
IN, and OUT, it is possible to calculate the residual IN (NAT REQ) OUT . Even for infinite relations, mechanization is possible in a theorem prover. Second, starting from the weakest
specification, the software can be developed using a stepwise refinement process based on the
demonic refinement.

J

J

5

G

G

I

I

Conclusions

Refining the specifications of the system requirements as well as the specifications of the input
and output hardware interfaces is an iterative process. A method for assessing the existence of
a software implementation given the system requirements and hardware interfaces as currently
specified may spare development time and resources. We have addressed this need and presented
necessary and sufficient conditions for the existence of a software implementation in a general
variant of the four-variable model where all specifications are (partial) relations. The acceptability conditions for system and software implementations have been formalized in the demonic
calculus of relations, making the previous conditions of Parnas and Madey [PM95] more precise.
In the process, we have also formalized the properties of the weakest software specification. For
finite relations, the weakest specification can be computed by turning the relational calculus into
matrix operations [SS93]. If this proves unfeasible for very large relations, or in the case of
infinite relations, reasoning about such specifications will still be possible in a theorem prover.
We have formalized the demonic calculus of relations and checked the results presented in this
paper with the proof assistant Coq. This may be a starting point towards a formal framework that
offers machine support for verified system development of safety-critical systems.
Acknowledgements: The authors would like to thank Dave Parnas for clarifications about the
four-variable model. Thanks also go to Wolfram Kahl who has always found time to answer our
questions about relation algebra.

Bibliography
[BH00]

R. Bharadwaj, C. Heitmeyer. Developing High Assurance Avionics Systems with
the SCR Requirements Method. In Proceedings of the 19th Digital Avionics Systems
Conference. October 2000.

[BKS97]

C. Brink, W. Kahl, G. Schmidt (eds.). Relational Methods in Computer Science.
Advances in Computing. Springer-Verlag, 1997.

Proc. AVoCS 2013

14 / 15

ECEASST

[BW93]

R. C. Backhouse, J. van der Woude. Demonic Operators and Monotype Factors.
Mathematical Structures in Computer Science 3(4):417–433, December 1993.

[DBS+ 95] J. Desharnais, N. Belkhiter, S. B. M. Sghaier, F. Tchier, A. Jaoua, A. Mili, N. Zaguia. Embedding a Demonic Semilattice in a Relation Algebra. Theoretical Computer Science 149(2):333–360, 1995.
[DMN97]

J. Desharnais, A. Mili, T. Nguyen. Refinement and Demonic Semantics. In [BKS97],
chapter 11, pp. 166–183, 1997.

[Fra95]

M. Frappier. A Relational Basis for Program Construction by Parts. PhD thesis,
Computer Science Department, University of Ottawa, 1995.

[GGJZ00]

C. A. Gunter, E. L. Gunter, M. Jackson, P. Zave. A Reference Model fo Requirements and Specifications. IEEE Software 17(3):37–43, May/June 2000.

[HH86]

C. A. R. Hoare, J. He. The Weakest Prespecification. Fundamenta Informaticae
9(1):(Part I) 51–84, (Part II) 217–252, 1986.

[HLW09]

X. Hu, M. Lawford, A. Wassyng. Formal Verification of the Implementability of
Timing Requirements. In Formal Methods for Industrial Critical Systems. Lecture
Notes in Computer Science 5596, pp. 119–134. Springer, 2009.

[HT00]

M. Heimdahl, J. Thompson. Specification Based Prototyping of Control Systems. In
Proceedings of the 19th IEEE Digital Avionics Systems Conference. October 2000.

[Kah03]

W. Kahl. Refinement and Development of Programs from Relational Specifications.
Electronic Notes in Theoretical Computer Science (ENTCS) 44(3):51–93, 2003.

[LMFM00] M. Lawford, J. McDougall, P. Froebel, G. Moum. Practical Application of Functional and Relational Methods for the Specification and Verification of Safety Critical Software. In Proceedings of Algebraic Methodology and Software Technology,
AMAST. Lecture Notes in Computer Science 1816, pp. 73–88. Springer, 2000.
[MT01]

S. P. Miller, A. C. Tribble. Extending the Four-Variable Model to Bridge the SystemSoftware Gap. In Proceedings of the 20th IEEE Digital Avionics Systems Conference. October 2001.

[PM95]

D. L. Parnas, J. Madey. Functional Documents for Computer Systems. Science of
Computer Programming 25(1):41–61, 1995.

[SS93]
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